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Preface

This volume contains the papers accepted for presentation at the 5th Workshop
on Algorithm Engineering (WAE 2001) held in Århus, Denmark, on August 28–
31, 2001. The Workshop on Algorithm Engineering is an annual meeting devoted
to researchers and developers interested in practical aspects of algorithms and
their implementation issues. The goal of the workshop is to present recent re-
search results and to identify and explore directions of future research in the
field of algorithm engineering. Previous meetings were held in Venice (1997),
Saarbrücken (1998), London (1999), and Saarbrücken (2000).

Papers were solicited describing original research in all aspects of algorithm
engineering including:

– Implementation, experimental testing, and fine-tuning of discrete algorithms.
– Development of software repositories and platforms which allow use of, and

experimentation with, efficient discrete algorithms.
– Novel uses of discrete algorithms in other disciplines and the evaluation of

algorithms for realistic environments.
– Methodological issues including standards in the context of empirical re-

search on algorithms and data structures.
– Methodological issues regarding the process of converting user requirements

into efficient algorithmic solutions and implementations.

The Program Committee selected 15 papers from a total of 25 submissions
from 17 countries, according to selection criteria, taking into account paper orig-
inality, quality, and relevance to the workshop.

WAE 2001 was jointly organized with ESA 2001 (the 9th European Sym-
posium on Algorithms) and WABI 2001 (the 1st Workshop on Algorithm in
BioInformatics) in the context of ALGO 2001. ALGO 2001 had seven invited
talks most of which were relevant to WAE 2001. The seven distinguished invited
speakers of ALGO 2001 were:

Susanne Albers University of Dortmund
Lars Arge Duke University
Andrei Broder AltaVista
Herbert Edelsbrunner Duke University
Jotun Hein University of Aarhus
Gene Myers Celera Genomics
Uri Zwick Tel Aviv University

We want to thank all the people who contributed to the success of the work-
shop: those who submitted papers for consideration; the program committee
members and the referees for their timely and invaluable contribution; the in-
vited speakers of ALGO 2001; the members of the organizing committee for their
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dedicated work; BRICS (the center for Basic Research In Computer Science,
University of Aarhus) and EATCS (the European Association for Theoretical
Computer Science) for financial support. We also thank ACM SIGACT (the As-
sociation for Computing Machinery Special Interest Group on Algorithms and
Computation Theory) for providing us the software used for handling the elec-
tronic submissions and the electronic program committee meeting.

June 2001 Gerth Stølting Brodal
Daniele Frigioni

Alberto Marchetti-Spaccamela
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Compact DFA Representation for Fast Regular

Expression Search�

Gonzalo Navarro1 and Mathieu Raffinot2

1 Dept. of Computer Science, University of Chile
Blanco Encalada 2120, Santiago, Chile

gnavarro@dcc.uchile.cl
2 Equipe génome, cellule et informatique, Université de Versailles

45 avenue des Etats-Unis, 78035 Versailles Cedex
raffinot@genetique.uvsq.fr.

Abstract. We present a new technique to encode a deterministic finite
automaton (DFA). Based on the specific properties of Glushkov’s nonde-
terministic finite automaton (NFA) construction algorithm, we are able
to encode the DFA using (m+1)(2m+1 + |Σ|) bits, where m is the num-
ber of characters (excluding operator symbols) in the regular expression
and Σ is the alphabet. This compares favorably against the worst case
of (m + 1)2m+1|Σ| bits needed by a classical DFA representation and
m(22m+1 + |Σ|) bits needed by the Wu and Manber approach imple-
mented in Agrep.
Our approach is practical and simple to implement, and it permits search-
ing regular expressions of moderate size (which include most cases of
interest) faster than with any previously existing algorithm, as we show
experimentally.

1 Introduction and Related Work

The need to search for regular expressions arises in many text-based applications,
such as text retrieval, text editing and computational biology, to name a few.
A regular expression is a generalized pattern composed of (i) basic strings, (ii)
union, concatenation and Kleene closure of other regular expressions. Readers
unfamiliar with the concept and terminology related to regular expressions are
referred to a classical book such as [1]. We call RE our regular expression, which
is of length m. This means that m is the total number of characters in RE, not
counting operators symbols “|”, “*” and parentheses. We note L(RE) the set of
words generated by RE and Σ the alphabet.

The traditional technique [10] to search a regular expression of length m in
a text of length n is to convert the expression into a nondeterministic finite
automaton (NFA) with O(m) nodes. Then, it is possible to search the text using
the automaton at O(mn) worst case time. The cost comes from the fact that

� Partially supported by ECOS-Sud project C99E04 and, for the first author, Fondecyt
grant 1-990627.

G. Brodal et al. (Eds.): WAE 2001, LNCS 2141, pp. 1–13, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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more than one state of the NFA may be active at each step, and therefore all
may need to be updated. A more efficient choice [1] is to convert the NFA into a
deterministic finite automaton (DFA), which has only one active state at a time
and therefore allows searching the text at O(n) cost, which is worst-case optimal.
The problem with this approach is that the DFA may have O(2m) states, which
implies a preprocessing cost and extra space exponential in m.

Some techniques have been proposed to obtain a good tradeoff between both
extremes. In 1992, Myers [7] presented a four-russians approach which obtains
O(mn/ log n) worst-case time and extra space. The idea is to divide the syntax
tree of the regular expression into “modules”, which are subtrees of a reasonable
size. These subtrees are implemented as DFAs and are thereafter considered as
leaf nodes in the syntax tree. The process continues with this reduced tree until
a single final module is obtained.

The DFA simulation of modules is done using bit-parallelism, which is a
technique to code many elements in the bits of a single computer word (which
is called a “bit mask”) and manage to update all them in a single operation.
Typical bit operations are infix “|” (bitwise or), infix “&” (bitwise and), prefix
“∼” (bit complementation), and infix “<<” (“>>”), which moves the bits of
the first argument (a bit mask) to higher (lower) positions in an amount given
by the right argument. Additionally, one can treat the bit masks as numbers and
obtain specific effects using the arithmetic operations +, −, etc. Exponentiation
is used to denote bit repetition, e.g. 031 = 0001.

In our case, the vector of active and inactive states is stored as bits of a
computer word. Instead of (ala Thompson [10]) examining the active states one
by one, the whole computer word is used to index a table which, together with
the current text character, provides the new bit mask of active states. This can be
considered either as a bit-parallel simulation of an NFA, or as an implementation
of a DFA (where the identifier of each deterministic state is the bit mask as a
whole).

Pushing even more on this direction, one may resort to pure bit-parallelism
and forget about the modules. This was done in [13] by Wu and Manber, and
included in their software Agrep [12]. A computer word is used to represent the
active (1) and inactive (0) states of the NFA. If the states are properly arranged
and the Thompson construction [10] is used, then all the arrows carry 1’s from
bit positions i to i + 1, except for the ε-transitions. Then, a generalization of
Shift-Or [2] (the canonical bit-parallel algorithm for exact string matching) is
presented, where for each text character two steps are performed. First, a forward
step moves all the 1’s that can move from a state to the next one. This is achieved
by precomputing a table B : Σ → 2O(m), such that the i-th bit of B[c] is set if
and only if the character c matches at the i-th position of the regular expression.
Second, the ε-transitions are carried out. As ε-transitions follow arbitrary paths,
a table E : 2O(m) → 2O(m) is precomputed, where E[D] is the ε-closure of D.
To move from the state set D to the new D′ after reading text character c, the
action is

D′ ← E[(D << 1) | B[c]].
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Possible space problems are solved by splitting this table “horizontally”
(i.e. less bits per entry) in as many subtables as needed, using the fact that
E[D1D2] = E[D10|D2|] | E[0|D1|D2]. This can be thought of as an alternative
decomposition scheme, instead of Myers’ modules.

All the approaches mentioned are based on the Thompson construction of
the NFA, whose properties have been exploited in different ways. An alterna-
tive, much less known, NFA construction algorithm is Glushkov’s [6,3]. A good
point of this construction is that, for a regular expression of m characters, the
NFA obtained has exactly m + 1 states and is free of ε-transitions. Thompson’s
construction, instead, produces between m + 1 and 2m states. This means that
Wu and Manber’s table may need a table of size 22m entries of 2m bits each, for
a total space requirement of m(22m+1 + |Σ|) bits (E plus B tables).

In [8], we proposed the use of Glushkov’s construction instead of Thompson’s.
The table had then 2m+1 entries, but unfortunately the structural property that
arrows were either forward or ε-transitions did not hold anymore. As a result,
we needed a table M : 2m+1×Σ → 2m+1 indexed by the current state and text
character, for a total space requirement of (m + 1)2m+1|Σ| bits. The transition
action was simply D′ ← M [D, c], just as for a classical DFA implementation.
We showed experimentally that the Glushkov based construction was normally
faster than the one based on Thompson, but not better than a classical DFA.

In this paper, we use specific properties of the Glushkov construction (namely,
that all the arrows arriving to a state are labeled by the same letter) to eliminate
the need of a separate table per text character. As a result, we obtain the best of
both worlds: we can have tables whose arguments have just m+1 bits and we can
have just one table instead of one per character. Thus we can represent the DFA
using (m + 1)(2m+1 + |Σ|) bits, which is not only better than both previous bit
parallel implementations but also better than the classical DFA representation,
which needs in the worst case (m + 1)2m+1|Σ| bits.

The net result is a simple algorithm for regular expression searching which
uses normally less space and has faster preprocessing and search time (albeit
all are O(n) search time, a smaller DFA representation implies more locality of
reference). We show experimentally that we are at least 10% faster than any
previous algorithm for searching regular expressions of moderate size, which
include most cases of interest.

The algorithms reviewed are called “forward scanning” algorithms because
they inspect all the text characters, one by one. It should be noted that there
exist algorithms able to skip text characters, which discard text areas that cannot
contain a match and use a classical algorithm on the rest, e.g. [11,8] and that
of Gnu Grep v2.0. Those algorithms are in some cases faster than ours, but
all them need a forward scan algorithm to search the text areas that cannot
be discarded. Hence, a better forward scanning algorithm is always welcome.
Moreover, many interesting regular expressions cannot be efficiently searched
using backward scanning algorithms. We consider in the Conclusions how to use
our technique directly in some of those algorithms too.
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2 Glushkov Automaton

There exist currently many different techniques to build an NFA from a regular
expression RE of m characters (without counting the special symbols). The most
classical one is the Thompson construction [10], which builds an NFA with at
most 2m states (and at least m + 1). This NFA has some particular properties
(e.g. O(1) transitions leaving each node) that have been extensively exploited
in several regular expression search algorithm such as that of Thompson [10],
Myers [7] and Wu and Manber [13,12].

Another particularly interesting NFA construction algorithm is by
Glushkov [6], popularized by Berry and Sethi in [3]. The NFA resulting from
this construction has the advantage of having just m+1 states (one per position
in the regular expression). Its number of transitions is worst case quadratic, but
this is unimportant under our bit-parallel representation (it just means denser
bit masks). We present this construction in depth.

2.1 Glushkov Construction

The construction begins by marking the positions of the characters of Σ in
RE, counting only characters. For instance, (AT|GA)((AG|AAA)*) is marked
(A1T2|G3A4)((A5G6|A7A8A9)∗). A marked expression from a regular expression
RE is denoted RE and its language (including the indices on each character)
L(RE). On our example, L((A1T2|G3A4)((A5G6|A7A8A9)∗)) = {A1T2, G3A4,
A1T2A5G6, G3A4A5G6, A1T2A7A8A9, G3A4A7A8A9, A1T2A5G6A5G6, . . .}.
Let Pos(RE) be the set of positions in RE (i.e., Pos = {1 . . .m}) and Σ the
marked character alphabet.

The Glushkov automaton is built first on the marked expression RE and it
recognizes L(RE). We then derive from it the Glushkov automaton that recog-
nizes L(RE) by erasing the position indices of all the characters (see below).

The idea of Glushkov is the following. The set of positions is taken as a
reference, becoming the set of states of the resulting automaton (adding an
initial state 0). So we build m + 1 states labeled from 0 to m. Each state j
represents the fact that we have read in the text a string that ends at NFA
position j. Now if we read a new character σ, we need to know which positions
{j1 . . . jk} we can reach from j by σ. Glushkov computes from a position (state) j
all the other accessible positions {j1 . . . jk}.

We need four new definitions to explain in depth the algorithm. We denote
below by σy the indexed character of RE that is at position y.

Definition First(RE) = {x ∈ Pos(RE), ∃u ∈ Σ
∗
, σxu ∈ L(RE)}, i.e. the

set of initial positions of L(RE), that is, the set of positions at which the reading
can start. In our example, First((A1T2|G3A4)((A5G6|A7A8A9)∗)) = {1, 3}).

Definition Last(RE) = {x ∈ Pos(RE), ∃u ∈ Σ
∗
, uσx ∈ L(RE)}, i.e. the set

of final positions of L(RE), that is, the set of positions at which a string read
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can be recognized. In our example, Last((A1T2|G3A4)((A5G6|A7A8A9)∗)) =
{2, 4, 6, 9}).
Definition Follow(x) = {y ∈ Pos(RE), ∃u, v ∈ Σ

∗
, uσxσyv ∈ L(RE)}, i.e.

all the positions in Pos(RE) accessible from x. For instance, in our example,
if we consider position 6, the set of accessible positions Follow((A1T2|G3A4)
((A5G6| A7A8A9)∗), 6) = {7, 5}.
Definition EmptyRE is {ε} if ε belongs to L(RE) and ∅ otherwise.

The Glushkov automaton GL = (S,Σ, I, F, δ) that recognizes the language
L(RE) is built from these three sets in the following way (Figure 1 shows our
example NFA).

9AA8A7G6A5A4A1

G3

2T

A5 A5

A7

A7

A7

A5

0 1 2 3 4 5 6 7 98

Fig. 1. Marked Glushkov automaton built on the marked regular expression
(A1T2|G3A4)((A5G6|A7A8A9)∗). The state 0 is initial. Double-circled states are
final

1. S is the set of states, S = {0, 1, . . . ,m}, i.e., the set of positions Pos(RE)
and the initial state is I = 0.

2. F is the set of final states, F = Last(RE) ∪ (EmptyRE · {0}). Informally, a
state (position) i is final if it is in Last(RE) (in which case when reaching
such a position we know that we recognized a string in L(RE)). The initial
state 0 is also final if the empty word ε belongs to L(RE), in which case
EmptyRE = {ε} and hence EmptyRE · {0} = {0}. If not, EmptyRE =
EmptyRE · {0} = ∅.

3. δ is the transition function of the automaton, defined by

∀x ∈ Pos(RE), ∀y ∈ Follow(RE, x), δ(x, σy) = y. (1)

Informally, there is a transition from state x to y by σy if y follows x.

The Glushkov automaton of the original RE is now simply obtained by eras-
ing the position indices in the marked automaton. The new automaton recognizes
the language L(RE).

The complexity of this construction is O(m3), which can be reduced to O(m2)
in different ways by using distinct properties of the First and Follow sets [4,5].
However, when using bit parallelism, the complexity is directly reduced to O(m2)
by manipulating all the states in a register (see Section 3).
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3 DFA Representation and Search Algorithm

The classical algorithm to produce a DFA from an NFA consists in making each
DFA state represent a set of NFA states which may be active at that point.
A possible way to represent the states of a DFA (i.e. the sets of states of an
NFA) is to use a bit mask of O(m) bits, as already explained. Previous bit-
parallel implementations [7,13] are built on this idea. We present in this section
a new bit-parallel DFA representation based on Glushkov’s construction. As we
make heavy use of this construction and its properties, we start by presenting a
bit-parallel implementation of Glushkov’s construction.

3.1 Bit-Parallel Glushkov Construction

All along the Glushkov algorithm we manipulate sets of NFA states. As it is
useful for the search algorithm, we will use bit-parallelism to represent these
sets of states, that is, we will represent sets using bit masks of m+ 1 bits, where
the i-th bit is 1 if and only if state number i belongs to the set.

An immediate advantage of using a bit-parallel implementation is that we
can easily handle classes of characters. This means that at each position of the
regular expression there is not just a character of Σ but a set of characters, any of
which is good to traverse the corresponding arrow. Rather than just converting
the set {a1, a2, . . . ak} into (a1|a2| . . . |ak) (and creating k positions instead of
one), we can consider the class as a single letter.

The algorithm of Glushkov is based on the parse tree of the regular expres-
sion. Each node v of this tree represents a sub-expression REv of RE. For each
node, its variables First(v), Last(v), Follow(v, x) and Emptyv are computed
in postfix order. We will consider that regular expressions contain classes of
characters rather than single characters at the leaves of their syntax trees.

Together with the above mentioned variables, we fill a table of bitmasks
B : Σ → 2m+1, such that the i-th bit of B[c] is set if and only if c belongs to
the class at the i-th position of the regular expression.

3.2 Properties of Glushkov’s Construction

We present now some properties of the Glushkov construction which are neces-
sary for our compact DFA representation. All them are very easy to prove.

A first property should be obvious at this point, but it is important because
it makes our problem totally different from that of a Thompson’s construction:
since we do not build any ε-transitions, we have that Glushkov’s NFA is ε-free.

That is, in the approach of Wu and Manber [13], the ε-transitions are the
complicated part, because all the others move forward. We do not have these
transitions in the Glushkov automaton, but on the other hand the normal tran-
sitions do not follow such a simple pattern.

However, there are still important structural properties in the arrows. One
of these is captured in the following Lemma.
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Lemma 1 All the arrows leading to a given state in Glushkov’s NFA are labeled
by the same character. Moreover, if classes of characters are permitted at the
positions of the regular expression, then all the arrows leading to a given state
in Glushkov’s NFA are labeled by the same class.

Proof. This is easily seen in Formula (1). The character labeling the arrows that
arrive at state y is precisely σy. This also holds if we consider that σy is in fact
a subset of Σ.

These properties can be combined with the B table to yield our most impor-
tant property.

Lemma 2 Let B(σ) be the set of positions of the regular expression that contain
character σ. Let Follow(x) be the set of states that can follow state x in one
transition, by Glushkov’s construction. Let δ : S×Σ → S the transition function
of the Glushkov’s NFA, i.e. y ∈ δ(x, σ) if and only if from state x we can move
to state y by character σ. Then, it holds

δ(x, σ) = Follow(x) ∩ B(σ)

Proof. The lemma follows from Lemma 1. Let y ∈ δ(x, σ). This means that y
can be reached from x by σ and therefore y ∈ Follow(x)∩B(σ). Conversely, let
y ∈ Follow(x) ∩B(σ). Then y can be reached by letter σ and it can be reached
from x. But Lemma 1 implies that every arrow leading to y is labeled by σ,
including the one departing from x, and hence y ∈ δ(x, σ).

Finally, a last property is necessary for technical reasons made clear shortly.

Lemma 3 The initial state 0 in Glushkov’s NFA does not receive any arrow.

Proof. This is clear since all the arrows are built in Formula (1), and the initial
state is not in the Follow set of any other state (see the definition of Follow).

3.3 A Compact DFA Representation

We now use Lemma 2 to obtain a compact representation of the DFA. The
idea is to compute the transitions by using two tables: the first one is simply
B[σ], which is built in algorithm Glushkov variables and gives a bit mask
of the states reachable by each letter (no matter from where). The second is a
deterministic version of Follow, i.e. a table T from sets of states to sets of states
(in bit mask form) which tells which states can be reached from an active state
in D, no matter by which character:

T [D] =
⋃

i∈D

Follow(i)

By Lemma 2, it holds that

δ(D,σ) = T [D] & B[σ]
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(where we are using bit mask representation for sets). Hence instead of the
complete transition table δ : 2m+1 × Σ → 2m+1 we build and store only
T : 2m+1 → 2m+1 and B : Σ → 2m+1. The number of bits required in this
representation is (m + 1)(2m+1 + |Σ|). Figure 2 shows the algorithm to build T
from Follow at optimal cost O(2m).

BuildT (Follow, m)
1. T [0] ← 0m+1

2. For i ∈ 0 . . . m Do
3. For j ∈ 0 . . . 2i − 1 Do T [2i + j] ← Follow(i) | T [j]
4. Return T

Fig. 2. Construction of table T from Glushkov’s variables. We use a numeric
notation for the argument of T and use Follow in bit mask form

3.4 A Search Algorithm

We present now the search algorithm based on the previous construction. Let us
call First and Last the variables corresponding to the whole regular expression.

Our first step will be to set Follow(0) = First for technical convenience.
Second, we will add a self loop at state 0 which can be traversed by any σ ∈
Σ. This is because, for searching purposes, the NFA that recognizes a regular
expression must be converted into one that searches the regular expression. This
is achieved by appending Σ∗ at its beginning, or which is the same, adding a
self-loop as described. As, by Lemma 3, no arrow goes to state 0, it still holds
that all the arrows leading to a state are labeled the same way (Lemma 1).
Figure 3 shows the search algorithm.

Compared to Wu and Manber’s algorithm [13], ours has the advantage of
needing (m+1)(2m+1 + |Σ|) bits of space instead of their m(22m+1 + |Σ|) bits in
the worst case (their best case is equal to our complexity). Just as they propose,
we can split T horizontally to reduce space, so as to obtain O(mn/ log s) time
with O(s) space. Compared to our previous algorithm [8], the new one compares
favorably against its (m+1)2m+1|Σ| bits of space. Therefore, our new algorithm
should be always preferred over previous bit parallel algorithms.

With respect to a classical DFA implementation, its worst case is 2m+1 states,
and it stores a table which for each state and each character stores the new state.
This requires (m + 1)2m+1|Σ| bits in the worst case. However, in the classical
algorithm it is customary to build only the states that can actually be reached,
which can be much less than all the 2m+1 possibilities.

We can do something similar, in the sense of filling only the reachable cells
of T (yet, we cannot pack them consecutively as a classical DFA). Figure 4
shows the recursive construction of this table, which is invoked with D = 0m1,
the initial state, and assumes that T is initialized with zeros and that B, Follow
and m are already computed.
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Search(RE, T = t1t2 . . . tn)
1. Preprocessing

2. (vRE , m)← Parse(RE) /* parse the regular expression */
3. Glushkov variables(vRE,0) /* build the variables on the tree */
4. Follow(0) ← 0m1 | First /* add initial self-loop */
5. For σ ∈ Σ Do B[σ] ← B[σ] | 0m1
6. T ← BuildT(Follow,m) /* build T table */
7. Searching

8. D ← 0m1 /* the initial state */
9. For j ∈ 1 . . . n Do
10. If D & Last �= 0m+1 Then report an occurrence ending at j − 1
11. D ← T [D] & B[tj ] /* simulate transition */

Fig. 3. Glushkov-based bit-parallel search algorithm. We assume that Parse
gives the syntax tree vRE and the number of positions m in RE, and that
Glushkov variables builds B, First, Last, Follow and Empty

BuildTrec (D)
1. For i ∈ 0 . . . m Do /* first build T [D] */
2. If D & 0m−i10i �= 0m+1 Then T [D] ← T [D] | Follow(i)
3. For σ ∈ Σ Do
4. If T [N & B[σ]] = 0m+1 Then BuildTrec (N & B[σ])

Fig. 4. Recursive construction of table T . We fill only the reachable cells

4 Experimental Results

We compare in this section our approach against previous work. We use two
different texts: an English one (writings of B. Franklin, filtered to lower-case)
and a DNA sequence (h.influenzae). Both were replicated until obtaining 10 Mb.

A major problem when presenting experiments on regular expressions is that
there is not a concept of “random” regular expression, so it is not possible to
search, say, 1,000 random patterns. Lacking such good choice, we fixed a set of 10
patterns for English and 10 for DNA, which were selected to illustrate different
interesting cases rather than more or less “probable” cases. Therefore, the goal
is not to show what are the typical cases in practice but to show how the scheme
behaves under different characteristics of the pattern.

The patterns are given in Table 1. We also show their number of letters,
which is closely related to the size of the automata recognizing them. The period
(.) in the patterns matches any character except the end of line (lines have
approximately 70 characters). We also use [c1...ck] (where ci are characters) as a
shorthand for (c1|...|ck). Instead of a character c, a range c1-c2 can be specified
to avoid enumerating all the letters between (and including) c1 and c2.
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Table 1. The patterns used on DNA and English

No. DNA Pattern m No. English Pattern m

1 AC((A|G)T)*A 6 1 benjamin|franklin 16
2 AGT(TGACAG)*A 10 2 benjamin|franklin|writing 23
3 (A(T|C)G)|((CG)*A) 7 3 [a-z][a-z0-9]*[a-z] 3
4 GTT|T|AG* 6 4 benj.*min 8
5 A(G|CT)* 4 5 [a-z][a-z][a-z][a-z][a-z] 5
6 ((A|CG)*|(AC(T|G))*)AG 9 6 (benj.*min)|(fra.*lin) 15
7 AG(TC|G)*TA 7 7 ben(a|(j|a)*)min 9
8 [ACG][ACG][ACG][ACG][ACG][ACG]T 7 8 be.*ja.*in 8
9 TTTTTTTTTT[AG] 11 9 ben[jl]amin 8
10 AGT.*AGT 7 10 (be|fr)(nj|an)(am|kl)in 14

Our machine is a Sun UltraSparc-1 of 167 MHz, with 64 Mb of RAM, running
Solaris 2.5.1. We measured CPU times in seconds, averaging 100 runs over the
10 Mb (the variance was very low).

We have tested the following forward scanning algorithms (the implemen-
tations are ours except otherwise stated). See the Introduction for detailed de-
scriptions of previous work. DFA uses the classical deterministic automaton
(we have not minimized the automaton). Agrep [13,12] uses bit parallelism on
Thompson’s construction (we forced it to use one table except for English pat-
tern #2). Ours (old) is our previous forward algorithm of [8] (it builds only the
reachable states, just like DFA). Ours (naive) is our new algorithm building
the whole table T with BuildT. Ours (optim) is our new algorithm where
we build only the T mask for the reachable states, using BuildTrec. We left
aside some algorithms which proved not competitive, at least for the sizes of the
regular expressions we are considering: Thompson’s [10] and Myers’ [7]. This last
one should be competitive for larger patterns.

The goal of showing two versions of our algorithm is as follows. Our normal
algorithm builds the complete Td table for all the 2m+1 possible combinations
(reachable or not) of active and inactive states. It permits comparing directly
against Agrep and to show that our technique is superior. Our optimized algo-
rithm builds only the reachable states and it permits comparing against DFA
(the classical algorithm) and our old algorithm. The disadvantage of our op-
timized algorithm is that it does not permit splitting the tables (neither does
DFA), while our “naive” algorithm and that of Agrep do.

Table 2 shows the results on the different patterns, where we have separated
preprocessing and search time. As it can be seen, our new algorithm (naive
version) compares favorably in search time against Agrep, scanning (averaging
over the 20 patterns) 16.0 Mb/sec versus about 13.2 Mb/sec of Agrep. It works
quite well except on large patterns like the natural language pattern #2. Our
optimized algorithm behaves well in those situations too, and compares favorably
against the classical DFA algorithm and our old bit parallel algorithm, which
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scan the text at 14.4 and 14.6 Mb/sec, respectively. This means that our new
algorithm is at least 10% faster than any alternative approach.

In all cases, searching larger expressions costs more, both in preprocessing
and in search time because of locality of reference. Note that our optimized algo-
rithm is sometimes worse than the naive one. This occurs when most states are
reachable, in which case the naive algorithm fills all them without the overhead
of the recursion. But this only happens when the preprocessing time is negligible.

Table 2. Search times in the form of a + bn, where a is the preprocessing time
and b is the search time per megabyte, all in tenths of seconds

DNA text

# DFA Agrep Ours (old) Ours (naive) Ours (optim)

1 0.034 + 0.643n 0.104 + 0.756n 0.007 + 0.631n 0.009 + 0.584n 0.005 + 0.575n
2 0.006 + 0.624n 0.133 + 0.754n 0.011 + 0.630n 0.049 + 0.566n 0.000 + 0.576n
3 0.028 + 0.796n 0.095 + 0.758n 0.007 + 0.803n 0.007 + 0.759n 0.087 + 0.775n
4 0.025 + 0.883n 0.101 + 0.760n 0.008 + 0.865n 0.012 + 0.788n 0.029 + 0.807n
5 0.018 + 0.831n 0.089 + 0.757n 0.007 + 0.814n 0.005 + 0.755n 0.008 + 0.777n
6 0.007 + 0.658n 0.126 + 0.762n 0.008 + 0.652n 0.014 + 0.584n 0.004 + 0.592n
7 0.004 + 0.634n 0.104 + 0.750n 0.005 + 0.635n 0.015 + 0.571n 0.040 + 0.567n
8 0.004 + 0.646n 0.101 + 0.831n 0.012 + 0.638n 0.008 + 0.583n 0.071 + 0.582n
9 0.006 + 0.621n 0.096 + 0.694n 0.024 + 0.626n 0.005 + 0.568n 0.007 + 0.565n
10 0.038 + 0.639n 0.108 + 0.748n 0.018 + 0.645n 0.011 + 0.560n 0.036 + 0.562n

English text

# DFA Agrep Ours (old) Ours (naive) Ours (optim)

1 0.010 + 0.633n 0.114 + 0.779n 0.006 + 0.633n 0.074 + 0.569n 0.009 + 0.563n
2 0.022 + 0.629n 0.112 + 1.583n 0.009 + 0.699n 20.61 + 0.575n 0.019 + 0.569n
3 0.003 + 0.932n 0.106 + 0.769n 0.050 + 0.897n 0.007 + 0.856n 0.022 + 0.898n
4 0.068 + 0.639n 0.100 + 0.755n 0.023 + 0.631n 0.008 + 0.567n 0.000 + 0.578n
5 0.009 + 0.879n 0.095 + 0.871n 0.063 + 0.727n 0.050 + 0.664n 0.000 + 0.684n
6 0.242 + 0.645n 1.494 + 0.775n 0.083 + 0.640n 0.043 + 0.569n 0.013 + 0.567n
7 0.007 + 0.631n 0.122 + 0.755n 0.006 + 0.625n 0.006 + 0.572n 0.001 + 0.578n
8 0.081 + 0.628n 0.103 + 0.755n 0.023 + 0.624n 0.048 + 0.562n 0.027 + 0.556n
9 0.000 + 0.627n 0.102 + 0.704n 0.008 + 0.626n 0.011 + 0.567n 0.002 + 0.565n
10 0.012 + 0.632n 0.774 + 0.789n 0.007 + 0.643n 0.018 + 0.567n 0.005 + 0.561n

5 Conclusions

We have presented a new technique for compact DFA representation based on the
properties of Glushkov’s NFA construction, as opposed to the much better known
Thompson’s. As a result, we can represent the DFA using (m + 1)(2m+1 + |Σ|)
bits (where m is the number of normal characters in the pattern and Σ is the
alphabet). This compares favorably against previous techniques which needed
either (m + 1)2m+1|Σ| or m(22m+1 + |Σ|) bits.
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The representation is quite practical. We are not only still able of searching
in O(n) time using the compact DFA, but thanks to more locality of reference
we can search faster in practice than any previous approach, as we show exper-
imentally.

Despite that we have presented a forward scan algorithm, our approach can
be adapted to character skipping algorithms as well. For example, our algorithm
presented in [8] modified the automaton by reversing its arrows, making all the
states initial and making the initial state final, so as to recognize reverse prefixes
of the original language L(RE). This algorithm is used to extend BNDM [9] so
as to obtain a fast character skipping algorithm for regular expression search.

Reversing the arrows means that the property that all arrows arriving to a
state have the same label does not hold anymore (once we reverse the arrows, the
result is not a Glushkov NFA). Rather, all the arrows departing from a state have
now the same label. Once again, we can represent the DFA in a compact form by
noting that δ(D,σ) = T [D &B[σ]], where T is the deterministic Follow table of
the reversed automaton and B is the character table of the original automaton.
That is, we first keep the states of D that can originate arrows labeled by σ, and
once they are obtained we find all the target states.
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Abstract. The approximate string matching problem is to find all lo-
cations which a pattern of length m matches a substring of a text of
length n with at most k differences. The program agrep is a simple and
practical bit-vector algorithm for this problem. In this paper we consider
the following incremental version of the problem: given an appropriate
encoding of a comparison between A and bB, can one compute the an-
swer for A and B, and the answer for A and Bc with equal efficiency,
where b and c are additional symbols? Here we present an elegant and
very easy to implement bit-vector algorithm for answering these ques-
tions that requires only O(n�m/w�) time, where n is the length of A, m
is the length of B and w is the number of bits in a machine word. We
also present an O(nm�h/w�) algorithm for the fixed-length approximate
string matching problem: given a text t, a pattern p and an integer h,
compute the optimal alignment of all substrings of p of length h and a
substring of t.

Keywords: String algorithms, approximate string matching, dynamic
programming, edit-distance.
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wide range of applications: file comparison [6], spelling correction [5], information
retrieval [18], and searching for similarities among biosequences [12,13,14]. Given
two strings A and B, we want to find an alignment between the two strings that
exposes their similarity. An alignment is any pairing of symbols subject to the
restriction that if lines were drawn between paired symbols as in the Figure 1
below, the lines would not cross. Scores are assigned to alignments according to
the concept of similarity or difference required by the context of the application,
and one seeks alignments of optimal score [16].

One of the most common variants of the approximate string matching prob-
lem is that of finding substrings that match the pattern with at most k-
differences. The first algorithm addressing exactly this problem is attributed
to Sellers [13]. This algorithm requires O(nm) time, where n and m are the
length of the text and of the query. Subsequently, this algorithm was refined to
run in O(kn) expected time [15], and then to O(kn) worst-case time, first with
O(n) space [8], and later with O(m2) space [4].

A new thread of practice-oriented results exploited the hardware word-level
parallelism of bit-vector operations. In [1], Baeza-Yates and Gonnet presented
an O(nm/w) algorithm for the exact matching case and an O(nm log k/w) algo-
rithm for the k-mismatches problem, where w is the number of bits in a machine
word. Wu and Manber [18] showed an O(nkm/w) algorithm for the k-differences
problem. Furthermore, Wright [17] presented an O(n log |Σ|m/w) bit-vector style
algorithm, where |Σ| is the size of alphabet for the pattern. Wu, Manber and
Myers [19] developed a particularly practical realization of the 4-Russians ap-
proach introduced by Masek and Paterson [10]. Most recently, Baeza-Yates and
Navarro [2] have shown a O(nkm/w) variation on the Wu/Manber algorithm,
implying an O(n) performance when mk = O(w).

In this paper we consider the following incremental versions of the sequence
comparison problem: given a solution for the comparison of A and B (B = bB̂),
can one incrementally compute a solution for A and B̂? and for A and B̂c?
where b and c are additional symbols. By solution we mean some encoding of
a relevant portion of the traditional dynamic programming matrix D computed
by comparing A and B. D is an (m + 1) × (n + 1) matrix, where entry D(i, j)
is the best score for the problem of comparing A[1..i] with B[1..j]. The data-
dependencies in matrix D are such that it is easy to extend D to a matrix D′

for A and Bc but it is quite difficult to extend D to a matrix D′′ for A and B̂. In
essence, we are required to work against the “grain” of these data-dependencies.
The further observation that matrices D and D′ can differ on O(nm) entries, sug-
gests that the relationship between such adjacent problems is non-trivial. Here
we present a bit-vector algorithm that answers the above queries in O(n�m/w�)
time. Landau, Myers and Schmidt [7] demonstrated the power of efficient al-
gorithms answering the above questions with a variety of applications to com-
putational problems such as: “the longest common subsequence problem”,“the
longest prefix approximate match problem”, “approximate overlaps in the frag-
ment assembly problem”, “cyclic string comparison” and “text screen updating”.
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We also consider the fixed-length approximate string matching problem: given
a text t, a pattern p and an integer h, compute the optimal alignment of all
substrings of p of length h and a substring of t. This problem can be solved by
computing O(n) dynamic-programming matrices of size O(nh) using any fast
bit-vector algorithm for the approximate string matching such as Myers [11] or
Baeza-Yates and Navarro algorithm [2,3]. The total complexity of this approach
will be O(nm�h/w�) time and O(nh) space. Here we present an algorithm with
the same time/space complexity but using a new and simpler bit-wise technique
which makes it much faster in practice. Our algorithm is independent of k and
as such it can be used to compute blocks of dynamic programming matrix as
the 4-Russians algorithm [19]. Our algorithm is considerably simpler than the
one presented by Landau, Myers and Schmidt [7] and does not depend on the
alphabet size, resulting in an improved performance.

The paper is organised as follows. In the next section we present some basic
definitions. In Section 3 we present our main contribution (the Max-Shift al-
gorithm), and in Section 4 we describe an application and show how to use the
Max-Shift algorithm to solve it. Finally, in Section 5 we give our conclusions.

2 Basic Definitions

Consider the sequences t1t2 . . . tr and p1p2 . . . pr with ti, pi ∈ Σ ∪ {ε}, i ∈ {1..r},
where Σ is an alphabet, i.e. a set of symbols and ε is the empty string. If ti 	= pi,
then we say that ti differs from pi. We distinguish among the following three
types of differences:

1. [mismatch] A symbol of the first sequence corresponds to a different symbol
of the second sequence, i.e. ti 	= pi.

2. [deletion] A symbol of the first sequence corresponds to “no symbol” of the
second sequence, i.e. ti 	= ε and pi = ε.

3. [insertion] A symbol of the second sequence corresponds to “no symbol” of
the first sequence, i.e. ti = ε and pi 	= ε.

1 2 3 4 5 6 7 8

String t: B A D F E ε C A
| | | | |

String p: B C D ε E F C A

Fig. 1. Types of differences: mismatch, deletion, insertion

As an example, Figure 1 shows a possible alignment between "BADFECA"
and "BCDEFCA". Positions 1, 3, 5, 7 and 8 are “matches”. Positions 2, 4 and 6
are a “mismatch”, a “deletion”, and an “insertion”, respectively. Without loss of
generality, in the sequel we omit the empty string ε from the sequence of symbols
in a string. Note that while for applications such as comparing protein sequences,
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the methods of scoring can involve arbitrary scores for symbol pairs and for gaps
of unaligned symbols, in many other contexts simple unit cost schemes suffice.

Let t = t1t2 . . . tn and p = p1p2 . . . pm with m ≤ n. We say that p occurs at
position q of t with at most k differences (or equivalently, a local alignment of p
and t at position q with at most k differences), if tq . . . tr, for some r > q, can
be transformed into p by performing at most k operations (insertions, deletions,
substitutions). Furthermore, we will use function δ(p, t) to denote the minimum
number of operations required to transform p into t.

1 2 3 4 5 6 7 8 9 10 11 12 13

String t: A B C B B A D F E ε F E A
| | | Alignment #1

String p: B C ε D ε E F A F

1 2 3 4 5 6 7 8 9 10 11 12 13

String t: A B C B B A D F E ε F E A
| | | | Alignment #2

String p: B C ε ε ε D ε E F A F

1 2 3 4 5 6 7 8 9 10 11 12 13

String t: A B C B B A D F E ε F E A
| | | Alignment #3

String p: B C D ε E F A F

1 2 3 4 5 6 7 8 9 10 11 12 13

String t: A B C B B A D ε F E F E A
| | | | Alignment #4

String p: B C D E F A F

Fig. 2. String searching with k-differences

For t = "ABCBBADFEFEA" and p = "BCDEFAF", Figure 2 shows four different
alignments of p into t occurring at positions 4,2,5 and 5 with 6, 7, 5 and 3 dif-
ferences, respectively. The alignment (or alignments) with the minimum number
of differences is called optimal alignment.

We define D′ as the incremental matrix containing the minimum number of
differences (best scores) of the alignments of all substrings of p of length h and
any contiguous substring of t. Table 1 shows the matrix D′ for t = p = "GGGTCTA"
and h=3. For instance, D′(5, 6) is the score for the best alignment between "GTC"
(p3 . . . p5) and any substring of t ending at position 6.

3 The Max-Shift Algorithm

One can obtain a straightforward O(nmh) algorithm for computing matrix D′

by constructing matrices D(s)[1..h, 1..n], 1 ≤ s ≤ m − h + 1, where D(s)(i, j)
is the minimum number of differences between the prefix of length i of the
pattern ps . . . ps+h−1 and any contiguous substring of the text ending at tj ; its
computation can be based on the Dynamic-Programming procedure presented
in [8]. We can obtain D′ by collating D(1) and the last row of the D(s), 2 ≤ s ≤
m− h + 1. (see Fig. 3).
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Table 1. Matrix D′ for t = p = "GGGTCTA" and h = 3

0 1 2 3 4 5 6 7

ε G G G T C T A

0 ε 0 0 0 0 0 0 0 0
1 G 1 0 0 0 1 1 1 1
2 G 2 1 0 0 1 2 2 2
3 G 3 2 1 0 1 2 3 3
4 T 3 2 1 1 0 1 2 3
5 C 3 2 2 2 1 0 1 2
6 T 3 3 3 3 2 1 0 1
7 A 3 3 3 3 2 2 1 0

p

t

Here we will make use of word-level parallelism in order to compute matrix D′

more efficiently. The algorithm is based on the O(1)-time computation of each
D′(i, j) by using bit-vector operations under the assumption that h ≤ w, where w
is the number of bits in a machine word or O(�h/w�) time for the general case;
thus on a “64-bit computer word” machine one can obtain a speed-up factor of
64.

We define the bit-vector B(i, j) = b�...b1, where br = 1, r ∈ {1 . . . �}, � < 2h,
if and only if there is an alignment of a contiguous substring of the text tq . . . tj
(for some 1 ≤ q < j) and pi−h+1 . . . pi with D′(i, j) differences such that

– the leftmost r − 1 pairs of the alignment have Σ�−r+2
� bj differences in total.

– the r-th pair of the alignment (from left to right) is a difference: a deletion
in the pattern, an insertion in the text or a replacement.

Otherwise we set br = 0. In other words, B(i, j) holds the binary encoding of
the path in D′ necessary to obtain an optimal alignment at (i, j).

Table 2 shows an example of the bit-vector matrix computation for t = p =
"GGGTCTA" and h=3. For instance, B(5, 7) represents the binary encoding of the
alignment between "GTC" (p3...p5) and "CTA" (t5...t7). B(5, 7) = 101 because we
need to replace "G" with "C" (first 1 in 101), match "T" with T (middle 0 in 101)
and replace "C" with "A" (last 1 in 101).

Given the constraint h ≤ w, each entry of the matrix B can be computed in
constant time using “bit-vector” operations (e.g. “shift”-type operations). The
maintenance of the bit-vector is done via the following operations:

– SHL shifts bits one position to the left. i.e. SHL(b�...b1) = b�...b10
– SHLC same as SHL but truncates the leftmost bit. i.e. SHLC(b� ... b1) =

b�−1 ... b10
– MINMAX(x, y, z) returns r one of the integers {x, y, z} with the least number

of 1’s (bits set on). If there is more than one candidate then returns the max-
imum (when they are viewed as decimal integers). Notice that the maximum
is also the number with 1’s occurring as leftmost as possible.



18 Costas S. Iliopoulos et al.

G

G

2

2

3

3

4

4

5

5

6

6

7

7

1

1

G

G

G

G

A

T

T

C

C

T

T

A

G

G

G

G

T

C

2

2

2

2

2

2

3

3

3

3

3

3

4 5 6 71

1

1

1

1

1

G

G

G

T

C

T

G

G

T

C

T

A

T C T A

0

0

1

1
2 2

3

3

3

3

1

1

1

1
2 2

3

3

3

3

2

2

2

2
2 2

3

3

3

3

0

0

0

1

2

2

1

1

1

1

2

2

0
D

(1)

D
(2)

D
(3)

D
(4)

D
(5)

0

0

0

1

1

1

1

1

1

1

0

0

0

0

0

1

1

0

0

0

0

1

1

1

1

1

1

0

1

1

1

1

1

0

1

1

1

1

1

1

1

0

0

0

1

2

2

1

1

1

0

1

1

2

2

2

2

1

1

2

2

1

1
0 0

1

1

2

2

3

3

2

2
1 1

0

0

1

1

2

2

2

1

0

1

2

2

2

1

1

0

1

1

0

0
1 1

2

2

2

2

3

3

3

3
2 2

1

1

0

0

Matrix D
0

Fig. 3. Naive computation of matrix D′ for t = p = "GGGTCTA" and h = 3

– LAST returns the leftmost bit. i.e. LAST(b�...b1) = b�

– OR corresponds to the bitwise-or operation.

SHL, SHLC, LAST and OR operations can be implemented in O(1) time. MINMAX
also can be implemented in O(1) time if we keeping a counter of the number of
bits set on along with the bit-vector.

The algorithm in Fig. 4 implements the above operations and ideas to com-
pute matrix B[0..n, 0..n].

Fig. 5 illustrates the computation of B(3, 2) for our previous example, using
the Max-Shift algorithm (Fig. 4). Since i ≤ h (i = 3, h = 3) in line 6, we use
the straightforward dynamic programing formula in line 8. To compute B(3, 2)
we need the bit-vectors B(3, 1), B(2, 1) and B(2, 2). These values are shown
in the previous stage. To get to stage a we simply shift (to the left) by
one bit all the bit-vectors (B(3, 1), B(2, 1) and B(2, 2)). To pass from stage
a to stage b, we need to OR B(3, 1) and B(2, 2) with 1, and B(2, 1) with
δ(p3, t2) = δ("G", "G") = 0. To get to the final stage we need to decide between
B(2, 1) and B(2, 2) (both with one bit set on) and we select B(2, 1) because
B(2, 1) = 4 > B(2, 2) = 1 (when viewed as decimal integers).

Fig. 6 shows the computation of B(7, 5). In this case, i > h (i = 7, h = 3)
and therefore B(7, 5) will be computed using the formula in line 11. Stages
a and stage b are as before but using SHLC instead of SHL for B(6, 4) and
B(6, 5). That is why the last bit for B(6, 4) and B(6, 5) has been dropped before
applying the SHL function. Now, from stage b we find the bit-vector with less
number of ones set on (it can be B(6, 4) or B(6, 5) both with two 1’s set on)

fig3.eps
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Table 2. Bit-vector matrix B for t = p = "GGGTCTA" and h = 3

0 1 2 3 4 5 6 7

ε G G G T C T A

0 ε
1 G 1 0 0 0 1 1 1 1
2 G 11 10 00 00 01 11 11 11
3 G 111 110 100 000 001 011 111 111
4 T 111 101 001 001 000 0001 110 111
5 C 111 011 011 011 001 000 0001 101
6 T 111 111 111 111 110 001 000 0001
7 A 111 111 111 111 101 101 001 000

p

t

Max-Shift(t, p, n, m, h)

1 begin

2 B Initialization

3 B[0..m, 0]← max(i, h) 1’s; B[0, 0..n]← 0

4 for i← 1 until m do

5 for j ← 1 until n do

6 if i ≤ h then

7 B Straightforward-DP

8 B(i, j)← MINMAX{SHL(B(i− 1, j)) OR 1, SHL(B(i, j − 1)) OR 1,
SHL(B(i− 1, j − 1)) OR δ(ti, tj)}

9 else

10 B Max-Shift

11 B(i, j)← MINMAX{SHLC(B(i− 1, j)) OR 1, SHL(B(i, j − 1)) OR 1,
SHLC(B(i− 1, j − 1)) OR δ(ti, tj)}

12 end

Fig. 4. Max-Shift algorithm

and maximum decimal value (5 for B(6, 4) and 3 for B(6, 5)). So the “winner”
is B(6, 4) (101) and we assign it to B(7, 5).

Assume that the bit-vector B[0..n, 0..n] is given. We can use B as an input for
the Incremental-DP algorithm (see Fig. 7) to compute matrix D′, however,
matrix D′ can be obtained concurrently with the computation of the matrix B.

The function ONES(v) returns the number of 1’s (bits set on) in bit-vector v.

Theorem 1. Given the text t, the pattern p and an integer h, the Max-Shift
algorithm correctly computes the matrix B in O(nm�h/w�) units of time.

Proof. The computation of B(i, j) for all 1 ≤ i, j ≤ m, in line 8, is done using
straightforward dynamic programing (see [8]) and thus their values are correct.

Let us consider the computation of B(i, j) for some i > h. The value of
D′(i, j) (number of 1’s in B(i, j)) denotes the minimum number of differences
in an optimal alignment of a contiguous substring of the text tq . . . tj (for some
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1 ≤ q < j) and pi−h+1 . . . pi; in that alignment pi can be either to the right of tj
or to the left of tj or aligned with tj . It is clear that for q < j:

D′(i, j) = δ(pi−h+1 . . . pi, tq . . . tj) (1)

Now, we will consider all three cases. In the case that the symbol pi is aligned
to the right of tj , for some q′ < j, we have

δ(pi−h+1 . . . pi, tq . . . tj) = δ(pi−h+1 . . . pi−1, tq′ . . . tj) + 1 (2)

Let us consider, for some q̂ < j

D′(i− 1, j) = δ(pi−hpi−h+1 . . . pi−1, tq̂ . . . tj) (3)

fig5.eps
fig6.eps
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Incremental-DP(t, p, n, m, h, B)

1 begin

2 for i← 1 until m do

3 for j ← 1 until n do

4 D′(i, j)← ONES(B(i, j))

5 end

Fig. 7. Incremental-DP algorithm

δ(pi−hpi−h+1 . . . pi−1, tq̂ . . . tj) = δ(pi−h, tq̂) + δ(pi−h+1 . . . pi−1, tq′ . . . tj) (4)

Note that
δ(pi−h, tq̂) = LAST(B(i, j − 1)) (5)

From equations 1-5 follows that

D′(i, j) = D′(i− 1, j) + 1− LAST(B(i, j − 1)) (6)

Now we consider the subcase q̂ ≤ q′. In this case pi−h is either paired with tq̂ or
with ε in an optimal alignment with score δ(pi−hpi−h+1 . . . pi−1, tq̂ . . . tj). Thus
we have either

δ(pi−hpi−h+1 . . . pi−1, tq̂ . . . tj) = δ(pi−h, tq̂) + δ(pi−h+1 . . . pi−1, tq̂−1 . . . tj) (7)

or

δ(pi−hpi−h+1 . . . pi−1, tq̂ . . . tj) = δ(pi−h, ε) + δ(pi−h+1 . . . pi−1, tq̂ . . . tj) (8)

It is not difficult to see that

δ(pi−h+1 . . . pi−1, tq′ . . . tj) = δ(pi−h+1 . . . pi−1, tq̂−1 . . . tj)
= δ(pi−h+1 . . . pi−1, tq̂ . . . tj)

(9)

From 1-3, 5, 7 or 8 and 9, we also derive 6 in this subcase.
In the case that the symbol pi is aligned to the left of tj (as above), we have

δ(pi−h+1 . . . pi, tq . . . tj) = δ(pi−h+1 . . . pi, tq′ . . . tj−1) + 1 = D′(i, j − 1) + 1

which implies that
D′(i, j) = D′(i, j − 1) + 1 (10)

In the case that the symbol pi is aligned with tj (as above), we have

δ(pi−h+1 . . . pi, tq . . . tj) = δ(pi−h+1 . . . pi−1, tq′ . . . tj−1) + δ(pi, tj) (11)

In a similar manner as in 2-5 we can show that

δ(pi−h+1 . . . pi−1, tq′ . . . tj−1) = D′(i− 1, j − 1)− LAST(B(i− 1, j − 1)) (12)
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and from 11-12 follows that

D′(i, j) = D(i− 1, j − 1) + δ(pi, tj)− LAST(B(i− 1, j − 1)) (13)

Equations 6, 10 and 13 are equivalent to line 11 of the Max-Shift algorithm
and thus the algorithm’s correctness follows.

The worst-case running time of the Max-Shift algorithm can easily be
shown to be O(nm�h/w�). �
Theorem 2. The matrix D′ can be computed in O(nm�h/w�) units of time.

Proof. The computation of matrix D′ can be done concurrently with the com-
putation of the matrix B. �

Hence, this algorithm runs in O(nm) under the assumption that h ≤ w and
its space complexity can be reduced to O(n) by nothing that each row of B
depends only on its immediately preceding row.

3.1 Experimental Results

We implemented the Max-Shift algorithm using g++ 2.81 and compared its
performance against Myers algorithm [11] and Baeza-Yates and Navarro algo-
rithm [2,3] (“BYN”). Of course, we can not use these algorithms directly because
they solve a different problem, namely, the string pattern matching with k differ-
ences problem. Nevertheless, they can be adapted very easily using the naive way
presented in Fig. 3. These adapted algorithms compute a row of the D′-matrix
in O(n�h/w�) and the whole matrix in O(nm�h/w�). Hence, the complexity of
these algorithm are identical to that of the Max-Shift. However, although they
all use bit-vector operations, the bit-wise techniques used to develop them are
complete different. For instance, the Max-Shift algorithm is the first algorithm
that uses a bit-wise technique based on the encoding of the alignments. Another
important feature in favor of the Max-Shift algorithm is that it does not use
any kind of preprocessed information. All these algorithms were implemented so
that they can cope with the general case when h > w (known as the unbounded
model or the unrestricted model). The implementation of the unbounded model
for the Max-Shift was simpler because we do not need to deal with bit carries
and there are not special cases to be consider. The results are shown in Fig. 8.
All trials were run on a SUN Ultra Enterprise 300MHz running Solaris Unix with
a 32-bits word size. We used random text drawn from a uniformly distributed
alphabets of size 26 and assumed t = p, h = 10 and k = 3. The Max-Shift was
always faster for the values used during this experiment.

4 Some Application

In this section we show how to apply the Max-Shift algorithm to solve the
cyclic string comparison problem. Consider the text t = t1t2...tn and the pattern
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Fig. 8. Timing curves for the Myers algorithm (“Myers”), Baeza-Yates and
Navarro algorithm (“BYN”) and the Max-Shift algorithm (“Max-Shift”) for
t = p, h = 10 and k = 3

p = p1p2...pm. Let cycle(t1t2...tn) = t2...tnt1, and let cycler(t) be the result of ap-
plying cycle exactly r times. i.e. cycler(t) = t̂ where t̂j = t mod (j+r−1,n)+1 ∀j ∈
{1..n}. The cyclic string comparison problem is to determine the integers r and s
such that d = δ(cycler(t), cycles(p)) is minimal. It is quite easy to see that if
the minimum is obtained for cycler(t) and cycles(p) then by simply cyclically
shifting an alignment achieving this minimum, one obtains an equally good align-
ment between t and cycles(p) for some s. Hence, the problem reduces to find s
such that δ(t, cycles(p)) is minimal. This problem was first introduce by Math-
ias Maes [9] and he gave an O(mn logm) time complexity algorithm. Here, we
present a simple and practical O(mn) (for m < w) algorithm based on the
Max-Shift algorithm presented in the previous section (see also [7]).

Consider comparing t and p = p · p (p concatenated with itself). First of all,
we use Max-Shift(t, p, m) to compute the matrix of bit-vector B[1..2m, 1..n].
Let k be the row of the cell with less number of 1’s among B[m..2m− 1, n]. We
say that s = k −m gives the best alignment between t and cycles(p).

For example, for t= "DCABCD" and p= "CDBA", table 3 shows the bit-vector
matrix B for t and p= "CDBACDBA". We are then looking for the row with min-
imum score (lest number of 1’s) among B[4..7, 6]. We can see that row 6 has
score 1 and is the minimum. Hence, s=6-4=2 and we conclude that the best
alignment between t and cycles(p) is for s = 2 (δ("DCABCD", "BACD") = 1) and
it is the minimum possible.

fig8_1.eps
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Table 3. The bit-vector matrix B for t = "DCABCD", p = "CDBACDB" and h = 4

0 1 2 3 4 5 6

ε B C A B C D

0 ε
1 C 1 1 0 1 1 0 1
2 D 11 10 01 01 11 01 00
3 B 111 101 101 011 010 011 001
4 A 1111 1011 1011 1010 0101 0101 0011 s = 0
5 C 1111 0111 0110 0101 0101 1010 1011 s = 1
6 D 1111 1110 1101 1101 1011 0101 0100 s = 2
7 B 1111 1101 1101 1011 1010 1011 1001 s = 3

5 Conclusion

Here we presented a new algorithm for some variations of approximate string
pattern matching problem. The main advantages of the new algorithm over
algorithms such as those in [3] and [11] are: it is faster in practice, simpler,
easy to implement, does not require preprocessing (i.e. does not use/store look
up tables) and does not depend on k (the number of differences).
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Abstract. The practical portability of a simple version of matrix mul-
tiplication is demonstrated. The multiplication algorithm is designed to
exploit maximal and predictable locality at all levels of the memory hi-
erarchy, with no a priori knowledge of the specific memory system orga-
nization for any particular machine. By both simulations and execution
on a number of platforms, we show that memory hierarchies portabil-
ity does not sacrifice floating point performance; indeed, it is always a
significant fraction of peak and, at least on one machine, is higher than
the tuned routines by both ATLAS and vendor. The results are obtained
by careful algorithm engineering, which combines a number of known
as well as novel implementation ideas. This effort can be viewed as an
experimental case study, complementary to the theoretical investigations
on portability of cache performance begun by Bilardi and Peserico.

1 Introduction

The ratio between main memory access time and processor clock cycle has been
continuously increasing, up to values of a few hundreds nowadays. The increase in
Instruction Level Parallelism (ILP) has been a significant feature: current CPUs
can issue four/six instructions per cycle and the cost of a memory access is an
increasingly high toll on overall performance of super-scalar/VLIW processors.
The architectural response has been an increase in the size and number of caches,
with a second level being available on most machines, and a third level becom-
ing now popular. The memory hierarchy helps performance only to the extent to
which the computation exhibits data and code locality. The necessary amount of
locality becomes greater with steeper hierarchies, an issue that algorithm design
and compiler optimization increasingly need to take into account. A number of
studies have begun to explore these issues. An early paper by Aggarwal, Alpern,
Chandra, and Snir [1] introduced the Hierarchical Memory Model (HMM) of
computation, as a basis to design and evaluate memory efficient algorithms (ex-
tended in [35,3]). In this model, the time to access a location x is a function
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f(x); the authors observe that optimal algorithms are achieved for a wide family
of functions f . More recently, similar results have been obtained for a different
model, with automatically managed caches [22]. The optimality is established
by deriving a lower bound to the access complexity Q(S), i.e., to the number
of accesses that necessarily miss any given set of S memory locations. Lower
bounds techniques were pioneered in [28] and recently extended in [6,9]; these
techniques are crucial to establish the existence of portable implementations for
some algorithms, such as matrix multiplication. The question whether arbitrary
computations admit optimally portable implementations has been investigated
in [7,8]. Even though the answer is generally negative, the computations that ad-
mit portable implementations do include relevant classes such as linear algebra
kernels ([29,30]).

This work focuses on matrix multiplications algorithms with complexity
O(n3) (rather than O(nlog2 7) [36] or O(n2.376) [14]) investigating the impact
on performance of data layout, latency hiding, register allocation, instruction
scheduling, instruction parallelism, (e.g., [39,10,16,17,18])1 and their interdepen-
dences. The interdependence between tiling and sizes of caches is probably the
most investigated [31,34,41,32,43,23,17]. For example, vendor libraries (such as
BLAS from SGI and SUN) exploit their knowledge of the destination platform
and determine very efficient routines, but non optimally portable across different
platforms. Automatically tuned packages (see [39,10] matrix multiply and [21]
FFT) measure machine parameters by interactive tests and then produce ma-
chine tuned code. This approach achieves optimal performance and portability at
the level of package, rather than the actual application code. Another approach,
called auto-blocking, has the potential to yield portable performance for the in-
dividual code. Informally, one can think of a tile whose size is not determined by
any a priori information but arises automatically from a recursive decomposition
of the problem. This approach has been advocated in [25], with applications to
LAPACK, and its asymptotic optimality is discussed in [22]. Our fractal algo-
rithms belong to this framework. Recursion-based algorithms often exploit var-
ious features of non-standard layouts, recursive layouts ([13,12,38,20,40,26,19]).
Conversion from and to standard (i.e., row-major and column-major) layouts
introduces O(n2) overheads2. Recursive algorithms are often based on power of
two matrixes (with padding, overlapping, or peeling) because of closure prop-
erties of the decomposition and a simple index computation. In this paper, we
use a non-padded layout for arbitrary square matrices, thus saving space and
maintaining the conceptual simplicity of the algorithm, while developing an ap-
proach to burst the recursion and save index computations. Register allocation
and instruction scheduling are still bottlenecks ([17,39]); for recursive algorithms
the problem is worse because no compiler is capable of unfolding the calls in or-
1 See [41,42,23,4,11,31] for more general locality approaches suitable at compile time

and used for linear algebra kernels.
2 The overheads are negligible, except for matrices small enough for the n2/n3 ratio

to be insignificant, or large enough to require disk access.
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der to expose larger sets of operations to aggressive optimizations. We propose
a pruning of the recursion tree to circumvent this problem.

Our approach, hereafter fractal approach, combines a number of known ideas
and techniques as well as some novel ones to achieve the following results.

1) There exists a matrix multiplication implementation for modern ILP ma-
chines achieving excellent, portable cache performance, and we show it through
simulations of 7 different machines. 2) The overall performance (FLOPS) is very
good in practice, and we show it by comparison with the upper bound implied
by peak and performance of the best known code (Automatically Tuned Linear
Algebra Software, ATLAS, [39]). 3) While the main motivation to develop the
fractal approach was provided by the goal of portability, at least on some ma-
chines such as the R5000 IP32, the fractal approach yields the fastest known
algorithms. Among the techniques we have developed, those in Sections 2.2
and 2.3 lead to efficient implementations of recursive procedures. They are espe-
cially worth mentioning because they are likely to be applicable to many other
hierarchy-oriented codes. In fact, it can be argued with some generality that re-
cursive code is naturally more conducive to express temporal locality than code
written in the form of nested loops. Numerical stability is not considered in this
paper (Lemma 2.4.1 resp. 3.4 in [24] resp. [27]).

2 Fractal Algorithms for Matrix Multiplication

We use the following recursive layout of anm×nmatrix A into a one-dimensional
array a of size mn. If m = 1, then a[h] = a0h, for h = 0, 1, . . . , n− 1. If n = 1,
then a[h] = ah0, for h = 0, 1, . . . ,m − 1. Otherwise, a is the concatenation
of the layouts of the blocks A0, A1, A2, and A3 of the following balanced de-
composition. A0 = {aij : 0 ≤ i < �m/2�, 0 ≤ j < �n/2�}, A1 = {aij : 0 ≤
i < �m/2�, �n/2� ≤ j < n}, A2 = {aij : �m/2� ≤ I < m, 0 ≤ j < �n/2�}
and A3 = {aij : �m/2� ≤ i < m, �n/2� ≤ j < n}. A m × n matrix is
said near square when |n − m| ≤ 1. If A is a near-square matrix, so are the
blocks A0, A1, A2, and A3 of its balanced decomposition. Indeed, a straight-
forward case analysis (m = n − 1, n, n + 1 and m even or odd) shows that, if
|n−m| ≤ 1 and S = {	m/2
, �m/2�, 	n/2
, �n/2�}, then max(S)−min(S) ≤ 1.
The fractal layout just defined can be viewed as a generalization of the Z-Morton
layout for square matrixes [12], [20] or as a special case of the Quad-Tree [19]
layout.

We introduce now the fractal algorithms, a class of procedures all variants
of a common scheme, for the operation of matrix multiply-and-add (MADD)
C = C + AB, also denoted C+ = AB. For near square matrices, the fractal
scheme to perform C+ = AB is recursively defined as follows, with reference to
the above balanced decomposition.

fractal(A,B,C)
– If |A| = |B| = 1, then C = C +A ∗B (all matrices being scalar).
– Else, execute - in any serial order - the calls fractal(A′, B′, C′) for
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(A′, B′, C′) ∈ {(A0, B0, C0), (A1, B2, C0), (A0, B1, C1), (A1, B3, C1),
(A2, B0, C2), (A3, B2, C2), (A2, B1, C3), (A3, B3, C3)}

Of particular interest, from the perspective of temporal locality, are those order-
ings where there is always a sub-matrix in common between consecutive calls,
which increases data reuse. The problem of finding such orderings can be formu-
lated by defining an undirected graph. The vertices correspond to the 8 recursive
calls in the fractal scheme. The edges join calls that share exactly one sub-matrix
(observe that no two calls share more than one sub-matrix). This graph is eas-
ily recognized to be a 3D binary cube. An ordering that maximizes data reuse
corresponds to an Hamiltonian path in this cube (See Fig. 1).

(2,0,2) (2,3,2)

(3,3,3)(2,1,3)

(1,2,0)(0,0,0)

(2,0,2) (2,3,2)

(3,3,3)(2,1,3)

(1,2,0)(0,0,0)

(0,1,1) (1,3,1) (0,1,1) (1,3,1)

ABC-fractalCAB-fractal

Fig. 1. The cube of calls of the fractal scheme: the Hamiltonian path defining CAB-
fractal and ABC-fractal

Even when restricting our attention to Hamiltonian orderings, there are
many possibilities. The exact performance of each of them depends on the
specific structure and policy of the machine cache(s) in a way too complex
to evaluate analytically and too time consuming to evaluate experimentally.
In this paper, we shall focus on two orderings: one reducing write misses and
one reducing read misses. We call CAB-fractal the algorithm obtained from
the fractal scheme when the recursive calls are executed in the following or-
der: (A0,B0,C0), (A1,B2,C0), (A1,B3,C1), (A0, B1, C1), (A2, B1, C3), (A3, B3, C3),

(A3,B2,C2), (A2, B0, C2). The label “CAB” underlines the fact that sub-matrix
sharing between consecutive calls is maximum for C (4 cases), medium for A (2
cases), and minimum for B (1 case). It is reasonable to expect that CAB-fractal
will tend to better reduce write misses, since C is the matrix being written. In a
similar vein, but with a stress on reducing read misses, we consider the algorithm
ABC-fractal obtained from the fractal scheme when the recursive calls are ex-
ecuted in the following order: (A0, B0, C0), (A0, B1, C1), (A2, B1, C3), (A2, B0, C2),

(A3, B2, C2), (A3, B3, C3), (A1, B3, C1), (A1, B2, C0).

2.1 Cache Performance

Fractal multiplication algorithms can be implemented with respect to any mem-
ory layout of the matrices. For an ideal fully associative cache with least recently
used replacement policy (LRU) and with cache lines holding exactly one matrix
entry, the layout is immaterial to performance. The fractal approach exploits
temporal locality for any cache independently of its size s (in matrix entries).
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Indeed, consider the case when at the highest level of recursion all calls use ma-
trix blocks that fit in cache simultaneously. Approximately, the matrix blocks
are of size s/3. Each call load will cause about s misses. Each call computes up to
(
√
s/3)3 = s

√
s/3
√
3 scalar MADDs. The ratio misses per FLOP is estimated

as µ = (3
√
3(/(2

√
s) ≈ 2.6/

√
s. (This is within a constant factor of optimal,

Corollary 6.2 [28].)
For a real machine, the above analysis needs to be refined, keeping into ac-

count the effects of cache-line length � (in matrix entries) and a low degree of
associativity. Here, the fractal layout, which stores relevant matrix blocks in con-
tiguous memory locations, takes full advantage of cache-line effects and has no
self interference for blocks that fit in cache. The misses per flop is estimated as
µ = 2.6γ/�

√
s, where γ accounts for cross interference between different matri-

ces and other fine effects not captured by our analysis. In general, for a given
fractal algorithm, γ will depend on matrix size (n), relative fractal arrays posi-
tions in memory, cache associativity and, sometimes, register allocation. When
interference is negligible, we can expect γ ≈ 1.

2.2 The Structure of the Call Tree

Pursuing efficient implementations for the fractal algorithms we face the usual
performance drawbacks of recursion: overheads and poor register utilization (due
to lack of code exposure to the compiler). To circumvent such drawbacks, we
carefully study the structure of the call tree.

Definition 1. Given a fractal algorithm A, its call tree T = (V,E) w.r.t. input
(A,B,C) is an ordered, rooted tree defined as follows. V contains one node for
each call. The root of T corresponds to the main call fractal(A,B,C). The or-
dered children v1, v2, . . . , v8 of an internal node v correspond to the calls made
by v in order of execution.

If A is m× n and B is n× p, we shall say that the input is of type < m,n, p >.
If one among m, n, and p is zero, then we shall say that the type is empty and
use also the notation < ∅ >. The structure of T is uniquely determined by type
of the root. We focus on square matrices, i.e. type < n, n, n > for which the tree
has depth �logn� + 1 and it has 8�log n� leaves. n3 leaves have type < 1, 1, 1 >
and correspond (from left to right) to the n3 MADDs of the algorithm. The
remaining leaves have empty type. Internal nodes are essentially responsible for
performing the problem decomposition; their specific computation depends on
the way matrices are represented. An internal node has typically eight non-
empty children, except when its type has at least one components equal to 1,
e.g., < 2, 1, 1 > or < 2, 2, 1 >, in which the non empty children are 2 and 4,
respectively. While the call tree has about n3 nodes, most of them have the
same type. To deal with this issue systematically, we introduce the concept of
type DAG. Given a fractal algorithm A, an input type < m,n, p >, and the
corresponding call tree T = (V,E), the call type DAG D = (U,F ) is a DAG,
where the arcs with the same source are ordered, such that: 1) U contains exactly
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one node for each type occurring in T , the node corresponding to < m,n, p >
is called the root of D; 2) F contains, for each u ∈ U , the ordered set of arcs
(u,w1), . . . , (u,w8), where w1, . . . , w8 are the types of the (ordered) children of
any node in T with type u. See Figure 2 for an example. Next, we study the size
of the call-type DAG D for the case of square matrix multiplication. We begin
by showing that there are at most 8 types of input for the calls of a given level
of recursion.

<5,5,5> <5,4,5> <4,4,5><5,5,4> <4,5,4> <5,4,4> <4,5,5> <4,4,4>

<17,17,17>

<9,9,9> <9,8,9> <9,9,8> <8,8,9> <8,9,8> <9,8,8> <8,8,8>

<3,3,3> <3,2,3> <2,2,3> <2,3,2> <3,2,2> <2,3,3> <2,2,2><3,3,2>

<2,1,2> <2,2,1> <1,1,2> <1,2,1> <2,1,1> <1,2,2>

<8,9,9>

Level 2

Level 1

Level 3

Level 4<1,1,1><2,2,2>

Fig. 2. Example of call-type DAG for Matrix Multiplication < 17, 17, 17 >

Proposition 1. For any integers n ≥ 1 and d ≥ 0, let nd be defined inductively
as n0 = n and nd+1 = �nd/2�. Also, for any integer q ≥ 1, define the set of types
Y (q) = {< r, s, t >: r, s, t ∈ {q, q − 1} }. Then, in the call tree corresponding
to a type < n, n, n >, the type of each call-tree node at distance d from the root
belongs to the set Y (nd), for d = 0, 1, . . . , �logn�.
Proof. The statement trivially holds for d = 0 (the root), since < n, n, n >∈
Y (n) = Y (n0). Assume now inductively that the statement holds for a given
level d. From the closure property of the balance decomposition and the recursive
decomposition of the algorithm, it follows that all matrix blocks at level d+1 have
dimensions between 	(nd − 1)/2
 and �nd/2�. From the identity 	(nd − 1)/2
 =
�nd/2� − 1, we have that all types at level d+ 1 belong to Y (�nd/2�) = Y (nd+1).

Now, we can give an accurate size estimate of the call-type DAG.

Proposition 2. Let n be of the form n = 2ks, with s odd. Let D = (U,F )
be the call-type DAG corresponding to input type < n, n, n >. Then, |U | ≤
k + 1 + 8(�logn� − k).
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Proof. It is easy to see that, at level d = 0, 1, . . . , k of call tree nodes have type
< nd, nd, nd >, with nd = n/2d. For each of the remaining (�log n� − k) levels,
there are at most 8 types per level, according to Proposition 1.

Thus, we always have |U | = O(log n), with |U | = logn+ 1 when n is a power of
two, with |U | ≈ 8�logn� when n is odd, and with |U | somewhere in between for
general n.

2.3 Bursting the Recursion

If v is an internal node of the call tree, the corresponding call receives as input a
triple of blocks of A, B, and C, and produces as output the input for each child
call. When matrices A, B, and C are fractally represented by the corresponding
one-dimensional arrays a, b, and c, the input triple is uniquely determined by
the type < r, s, t > and by the initial positions i, j, and k of the blocks in their
respective arrays. Specifically, the block of A is stored in a[i, . . . , i + rs − 1],
the block of B is stored in b[j, . . . , j + st − 1], and the block of C is stored in
c[k, . . . , k + rt − 1]. The call at v is then responsible for the computation of
the type and initial position of the sub-blocks processed by the children. For
example, for the A-block r× s starting at i, the four sub-blocks have respective
dimensions �r/2�× �s/2�, �r/2�× �s/2�, �r/2�× �s/2�, and �r/2�× �s/2�. They also
have respective starting points i0, i1, i2, and i3, of the form ih = i+∆ih, where:
∆i0 = 0, ∆i1 = �r/2��s/2�, ∆i2 = �r/2�s, ∆i3 = ∆i2 + �r/2��s/2�. In a similar
way, one can define the analogous quantities jh = j + ∆jh for the sub-blocks
of B and kh = k + ∆kh for the sub-blocks of C, for h = 0, 1, 2, 3. During the
recursion and in any node of the call tree, every ∆ value is computed twice.
Hence, a straightforward implementation of the fractal algorithm is bound to be
rather inefficient. Two avenues can be followed, separately or in combination.
First, rather than executing the full call tree down to the n3 leaves of type <
1, 1, 1 >, one can execute a pruned version of the tree. This approach reduces the
recursion overheads and the straight-line coded leaves are amenable to aggressive
register allocation, a subject of the next section. Second, the integer operations
are mostly the same for all calls. Hence, these operations can be performed in
a preprocessing phase, storing the results in an auxiliary data structure built
around the call-type DAG D, to be accessed during the actual processing of the
matrices. Counting the number of instructions per node, we can see a reduction
of 30%.

3 Register Issues

The impact of register management on overall performance is captured by the
number ρ of memory (load or store) operations per floating point operation, re-
quired by a given assembly code. In a single-pipeline machine with at most one
FP or memory operation per cycle, 1/(1+ ρ) is an upper limit to the achievable
fraction of FP peak performance. The fraction lowers to 1/(1+2ρ) for machines
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where MADD is available as a single-cycle instruction. For machines with paral-
lel pipes, say 1 load/store pipe every f FP pipes, an upper limit to the achievable
fraction of FP peak performance becomes max(1, fρ), so that memory instruc-
tions are not a bottleneck as long as ρ ≤ 1/f . In this section, we explore two
techniques which, for the typical number of registers of current RISC processors,
lead to values of ρ approximately in the range 1/4 to 1/2. The general approach
consists in stopping the recursion at some point and formulating the correspond-
ing leaf computation as a straight-line code. All matrix entries are copied into a
set of scalar variables, whose number R is chosen so that any reasonable compiler
will permanently keep these variables in registers (scalarization). For a given R,
the goal is then to choose where to stop the recursion and how to sequence the
operations so as to minimize ρ, i.e., to minimize the number of assignments to
and from scalar variables.

We investigated and implemented two different scalar replacements: Fractal
Sequence “inspired” by [20] and C-tiling sequence inspired by [39] (see [5,33] for
a full description).

4 Experimental Results

We have studied experimentally both the cache behavior of fractal algorithms,
in terms of misses, and the overall performance, in terms of running time.

4.1 Cache Misses

The results of this section are based on simulations performed (on an SPARC Ul-
tra 5) using the Shade software package for Solaris, of Sun Microsystems. Codes
are compiled for the SPARC Ultra2 processor architecture (V8+, no MADD op-
eration available) and then simulated for various cache configurations, chosen to
correspond to those of a number of commercial machines. Thus when we refer,
say, to the R5000 IP32, we are really simulating a ultra2 CPU with the memory
hierarchy of the R5000 IP32.

In fractal codes, (i) the recursion is stopped when the size of the leaves is
strictly smaller than problem < 32, 32, 32 >; (ii) the recursive layout is stopped
when a sub-matrix is strictly smaller than 32×32; (iii) the leaves are implemented
with C-tiling register assignment using R = 24 variables for scalarization (this
leaves the compiler 8 of the 32 registers to buffer multiplication outputs before
they are accumulated into C-entries). The leaves are compiled with cc WorkShop
4.2 and linked statically (as suggested in [39]). The recursive algorithms, i.e.
ABC-Fractal and CAB-Fractal, are compiled with gcc 2.95.1.

We have also simulated the code for ATLAS DGEMM obtained by instal-
lation of the package on the Ultra 5 architecture. This is used as another term
of reference, and generally fractal has fewer misses. However, it would be unfair
to regard this as a competitive comparison with ATLAS, which is meant to be
efficient by adapting to the varying cache configuration. We have simulated
7 different cache configurations (Table 1); we use the notation: I= Instruction
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Table 1. Summary of simulated configurations

Simulated Conf. Size (Bytes/s) Line (Bytes,�) Assoc./

WritePol.

µ(1000)/
γ(1000)

SPARC 1 U1 64KB / 8K 16B / 2 1 / through 2.65e-2 / 1.84

SPARC 5 I1 16KB 16B 1 /
D1 8KB / 1K 16B / 2 1 / through 5.96e-2 / 1.47

Ultra 5 I1 16KB 32B 2 /
D1 16KB / 2K 32B / 4 1 / through 2.51e-2 / 1.75
U2 2MB / 256K 64B / 8 1 / back 1.05e-3 / 1.66

R5000 IP32 I1 32KB 32B 2 / back
D1 32KB / 4K 32B / 4 2 / back 1.06e-2 / 1.04
U2 512KB / 64K 32B / 4 1 / back 3.61e-3 / 1.42

Pentium II I1 16KB 32B 1 /
D1 16KB / 2K 32B / 4 1 / through 2.50e-2 / 1.74
U2 512KB / 64K 32B / 4 1 / back 3.98e-3 / 1.57

HAL Station I1 128KB 128B 4 / back
D1 128KB / 16K 128B / 16 4 / back 2.65e-3 / 2.09

ALPHA I1 8KB 32B 1 /
21164 D1 8KB / 1K 32B / 4 1 / through 3.75e-2 / 1.85

U2 96KB / 12K 32B / 4 3 / back 5.81e-3 / 0.99

cache, D=Data cache, and U=Unified cache. We have measured the number
µ(n) of misses per flop and compared it against the value of the estimator (Sec-
tion 2.1) µ(n) = 2.6γ(n)/(�

√
s), where s and � are the number of (64 bit) words

in the cache and in one line, respectively, and where we expect values of γ(n)
not much greater than one. In Table 1, we have reported the value of µ(1000)
measured for CAB-fractal and the corresponding value of γ(1000) (last column).
More detailed simulation results are given in [5]. We can see that γ is generally
between 1 and 2; thus, our estimator gives a reasonably accurate prediction of
cache performance. This performance is consistently good on the various config-
urations, indicating efficient portability. For completeness, in [5], we have also
reported simulation results for code misses: although these misses do increase
due to the comparatively large size of the leaf procedures, they remain negligible
with respect to data misses.

4.2 MFLOPS

While portability of cache performance is desirable, it is important to explore the
extent to which it can be combined with optimizations of CPU performance. We
have tested the fractal approach on four different processors listed in Table 2. We
always use the same code for the recursive decomposition (which is essentially
responsible for cache behavior). We vary the code for the leaves, to adapt the
number of scalar variables R to the processor: R = 24 for Ultra 5, R = 8 for
Pentium II, and R = 32 for SGI R5K IP32 and HAL Station. We compare
the MFLOPS of fractal algorithms in double precision with peak performance
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and with the performance of ATALS-DGEMM, if available. Fractal achieves
performances comparable to those of ATLAS, being at most 2 times slower
on PentiumII (which is not a RISC) and a little faster on SGI R5K. Since no
special adaptation to the processor has been performed on the fractal codes,
except for the number of scalar variables, we conclude that the portability of
cache performance can be combined with overall performance. More detailed
running time results are reported in [5]

Table 2. Processor Configurations

Processor Ultra 2i (Ultra 5) PentiumII R5000 (IP32) HAL Station

Registers
Structure

32 64-bit
register file

8 80-bit
stack file

32 64-bit
register file

32 64-bit
register file

Multiplier Adder distinct distinct single FU single FU

FP Lat.(Cycles) 3 8 2 4

Peak (MFLOPS) 666 400 360 200

Peak of CAB-Fr. /

matrix size

425 / 444 × 444 187 /400 × 400 133 / 504× 504 168 / 512× 512

Peak of ATLAS / ma-

trix size

455 / 220 × 220 318 / 848× 848 113 / unknown not available

5 Conclusions

In this paper, we have developed a careful study of matrix multiplication im-
plementations, showing that suitable algorithms can efficiently exploit the cache
hierarchy without taking cache parameters into account, thus ensuring porta-
bility of cache performance. Clearly, performance itself does depend on cache
parameters and we have provided a reasonable estimator for it. We have also
experimentally shown that, with a careful implementation of recursion, high
performance is achievable. We hope the present study will motivate extension in
various directions, both in terms of results and in terms of techniques. In [15], we
have already used the fractal multiplication codes and recursive code optimiza-
tions of this paper to obtain implementation of other linear algebra algorithms,
such as those for LU decomposition of [37], with overall performance higher than
other multiplication-based algorithms.
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Abstract. A new realization of a space-efficient deque is presented. The
data structure is constructed from three singly resizable arrays, each of
which is a blockwise-allocated pile (a heap without the order property).
The data structure is easily explainable provided that one knows the
classical heap concept. All core deque operations are performed in O(1)
worst-case time. Also, general modifying operations are provided which
run in O(

√
n) time if the structure contains n elements. Experiences

with an implementation of the data structure show that, compared to an
existing library implementation, the constants for some of the operations
are unfavourably high, whereas others show improved running times.

1 Introduction

A deque (double-ended queue) is a data type that represents a sequence which
can grow and shrink at both ends efficiently. In addition, a deque supports ran-
dom access to any element given its index . Insertion and erasure of elements in
the middle of the sequence are also possible, but these should not be expected to
perform as efficiently as the other operations. A deque is one of the most impor-
tant components of the C++ standard library; sometimes it is even recommended
to be used as a replacement for an array or a vector (see, e.g., [13]).

Let X be a deque, n an index, p a valid iterator, q a valid dereferenceable
iterator, and r a reference to an element. Of all the deque operations four are
fundamental:
operation effect
X.begin() returns a random access iterator referring to the first element

of X
X.end() returns a random access iterator referring to the one-past-

the-end element of X
X.insert(p, r) inserts a copy of element referred to by r into X just before p
X.erase(q) erases the element referred to by q from X

We call the insert and erase operations collectively the modifying operations.
The semantics of the sequence operations, as they are called in the C++ stan-
dard, can be defined as follows:

G. Brodal et al. (Eds.): WAE 2001, LNCS 2141, pp. 39–50, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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operation operational semantics
X[n] *(X.begin() + n) (no bounds checking)
X.at(n) *(X.begin() + n) (bounds-checked access)
X.front() *(X.begin())
X.back() *(--(X.end()))
X.push front(r) X.insert(X.begin(), r)
X.pop front() X.erase(X.begin())
X.push back(r) X.insert(X.end(), r)
X.pop back() X.erase(--(X.end()))

For a more complete description of all deque operations, we refer to the C++
standard [7, Clause 23], to a textbook on C++, e.g., [12], or to a textbook on the
Standard Template Library (STL), e.g., [10].

In this paper we report our experiences with the design and implementa-
tion of a deque which is space-efficient, supports fast sequence operations, and
has relatively fast modifying operations. Our implementation is part of the
Copenhagen STL which is an open-source library under development at the
University of Copenhagen. The purpose of the Copenhagen STL project is to
design alternative/enhanced versions of individual STL components using stan-
dard performance-engineering techniques. For further details, we refer to the
Copenhagen STL website [5].

The C++ standard states several requirements for the complexity of the op-
erations, exception safety, and iterator validity. Here we focus on the time- and
space-efficiency of the operations. According to the C++ standard all sequence
operations should take O(1) time in the worst case. By time we mean the sum of
operations made on the elements manipulated, on iterators, and on any objects
of the built-in types. Insertion of a single element into a deque is allowed to take
time linear in the minimum of the number of elements between the beginning
of the deque and the insertion point and the number of elements between the
insertion point and the end of the deque. Similarly, erasure of a single element
is allowed to take time linear in the minimum of the number of elements before
the erased element and the number of elements after the erased element.

In the Silicon Graphics Inc. SGI) implementation of the STL [11], a deque is
realized using a number of data blocks of fixed size and an index block storing
pointers to the beginning of the data blocks. Only the first and the last data
block can be non-full, whereas all the other data blocks are full. Adding a new
element at either end is done by inserting it into the first/last data block. If
the relevant block is full, a new data block is allocated, the given element is
put there, and a pointer to the new block is stored in the index block. If the
index block is full, another larger index block is allocated and the pointers to
the data blocks are moved there. Since the size of the index block is increased
by a constant factor, the cost of the index block copying can be amortized
over the push operations. Hence, the push operations are supported in O(1)
amortized time and all the other sequence operations in O(1) worst-case time.
Thus this realization is not fully compliant with the C++ standard. Also, the
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space allocated for the index block is never freed so the amount of extra space
used is not necessarily proportional to the number of elements stored.

Recently, Brodnik et al. citeBCDMS99a announced the existence of a deque
which performs the sequence operations in O(1) worst-case time and which re-
quires never more than O(

√
n) extra space (measured in elements and in objects

of the built-in types) if the deque stores n elements. After reading their con-
ference paper, we decided to include their deque realization in the Copenhagen
STL. For the implementation details, they referred to their technical report [4].
After reading the report, we realized that some implementation details were
missing; we could fill in the missing details, but the implementation got quite
complicated. The results of this first study are reported in [8]. The main mo-
tivation of this first study was to understand the time/space tradeoff better in
this context. Since the results were a bit unsatisfactory, we decided to design
the new space-efficient data structure from scratch and test its competitiveness
with SGI’s deque.

The new design is described in Sections 2–5. For the sequence operations,
our data structure gives the same time and space guarantees as the proposal
of Brodnik et al. citeBCDMS99b. In addition, using the ideas of Goodrich and
Kloss II [6] we can provide modifying operations that run in O(

√
n) time. Our

solution is based on an efficient implementation of a resizable array, i.e., a struc-
ture supporting efficient inserts and erases only at one end, which is similar to
that presented by Brodnik et al. [3,4]. However, after observing that “deques
cannot be efficiently implemented in the worst case with two stacks, unlike the
case of queues”, they use another paradigm for realizing a deque. While their
observation is correct, we show that a deque can be realized quite easily us-
ing three resizable arrays. One can see our solution as a slight modification of
the standard “two stacks” technique relying on global rebuilding [9]. All in all,
our data structure is easily explainable which was one of the design criteria of
Brodnik et al.

The experimental results are reported in Section 6. Compared to SGI’s deque,
for our implementation shrink operations at the ends may be considerably slower,
grow operations at the ends are only a bit slower, access operations are a bit
faster, and modifying operations are an order of magnitude faster.

2 Levelwise-Allocated Piles

A heap , as defined by Williams [14], is a data structure with the following four
properties:

Shape property: It is a left-complete binary tree, i.e., a tree which is obtained
from a complete binary tree by removing some of its rightmost leaves.

Capacity property: Each node of the tree stores one element of a given type.
Representation property: The tree is represented in an array a[0 . . n) by

storing the element at the root of the tree at entry 0, the elements at its
children at entries 1 and 2, and so on.
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Order property: Assuming that we are given an ordering on the set of ele-
ments, for each branch node the element stored there is no smaller than the
element stored at any children at that node.

Our data structure is based on a heap but for us the order property is irrelevant.
For the sake of clarity, we call the data structure having only the shape, capacity,
and representation properties a static pile.

The main drawback of a static pile is that its size n must be known before-
hand. To allow the structure to grow and shrink at the back end, we allocate
space for it levelwise and store only those levels that are not empty. We call this
stem of the data structure a levelwise-allocated pile. We also need a separate
array, called here the header , for storing the pointers to the beginning of each
level of the pile. Theoretically, the size of this header is �log2(n+1)�, but a fixed
array of size, say 64, will be sufficient for all practical purposes. The data struc-
ture is illustrated in Figure 1. Observe that element a[k], k ∈ {0, 1, . . . , n−1},
has index k−2�log2(k+1)�+1 at level �log2(k+1)	.

The origin of the levelwise-allocated pile is unclear. The first author of this
paper gave the implementation of a levelwise-allocated heap as a programming
exercise for his students in May 1998, but the idea is apparently older. Bojesen [2]
used the idea in the implementation of dynamic heaps in his heaplab. According
to his experiments the practical performance of a levelwise-allocated heap is
almost the same as that of the static heap when used in Williams’ heapsort [14].

If many consecutive grow and shrink operations are performed at a level
boundary, it might happen that the memory for a level is repeatedly allocated
and deallocated. We can assume that both of these memory-allocation operations
require constant time, but in practice the constant is high (see [1, Appendix 3]).
To amortize the memory-allocation costs, we do not free the space reserved by
the highest level h until all the elements from level h−1 have been erased. Also,
it is appropriate to allocate the space for the first few levels (8 in our actual
implementation) statically so that the extra costs caused by memory allocation
can be avoided altogether for small piles.
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For a data structure storing n elements, the space allocated for elements is
never larger than 4n+O(1). Additionally, the extra space for O(log2 n) pointers
is needed by the header. If we ignore the costs caused by the dynamization of the
header — as pointed out in practice there are no costs — a levelwise-allocated
pile provides the same operations equally efficiently as a static pile. In addition,
the grow and shrink operations at the back end are possible in O(1) worst-case
time. For instance, to locate an element only a few arithmetic operations are
needed for determining its level and its position at that level; thereafter only two
memory accesses are needed. To determine the level, at which element a[k] lies,
we have to compute �log2(k+1)	. Since the computation of the whole-number
logarithm of a positive integer fitting into a machine word is an AC0 instruction,
we expect this to be fast. In our programs, we have used the whole-number
logarithm function available in our C library (<cmath>) which turned out to be
faster than our home-made variants.

3 Space-Efficient Singly Resizable Arrays

A singly resizable array is a data structure that supports the grow and shrink
operations at the back end plus the location of an arbitrary element, all in
constant worst-case time. That is, a levelwise-allocated pile could be used for
implementing a singly resizable array. In this section we describe a realization of
a singly resizable array that requires only O(

√
n) extra space if the data structure

contains n elements. The structure is similar to that presented by Brodnik et
al. citeBCDMS99a,BCDMS99b, but we use a pile to explain its functioning.

Basically, our realization of a singly resizable array is nothing but a pile where
each level � is divided into blocks of size 2��/2� and where space is allocated
only for those blocks that contain elements. Therefore, we call it a blockwise-
allocated pile. Again to avoid the allocation/deallocation problem at block
boundaries, we maintain the invariant that there may exist only at most one
empty block, i.e., the last empty block is released when the block prior to it
gets empty. The pointers to the beginning of the blocks are stored separately
in a levelwise-allocated twin-pile; we call this structure a twin-pile since the
number of pointers at level � is 2��/2�. Therefore, in a twin-pile two consecutive
levels can be of the same size, but the subsequent level must be twice as large.
The data structure is illustrated in Figure 2.

Since the block sizes grow geometrically, the size of the largest block is pro-
portional to

√
n if the structure stores n elements. Also, the number of blocks is

proportional to
√

n. In the twin-pile there are at most two non-full levels. Hence,
O(
√

n) extra space is used for pointers kept there. In the blockwise-allocated pile
there are at most two non-full blocks. Hence, O(

√
n) extra space is reserved there

for elements.
The location of an element is almost equally easy as in the levelwise-allocated

pile; now only three memory accesses are necessary. Resizing is also relatively
easy to implement. When the size is increased by one and the corresponding
block does not exist in the blockwise-allocated pile, a new block is allocated (if
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Fig. 2. A space-efficient singly resizable array storing 12 elements

there is no empty block) and a pointer to the beginning of that block is added
to the end of the twin-pile as described earlier. When the size is decreased by
one and the corresponding block gets empty, the space for the preceding empty
block is released (if there is any); the shrinkage in the twin-pile is handled as
described earlier.

One crucial property, which we use later on, is that a space-efficient singly
resizable array of a given size can be constructed in reverse order and it can be
used simultaneously during such a construction already after the first element is
moved into the structure. Even if part of the construction is done in connection
with each shrink operation, more precisely before it, the structure retains its
usability during the whole construction. Furthermore, in this organization space
need only be allocated for non-empty blocks in the blockwise-allocated pile and
for non-empty levels in the twin-pile.

4 Space-Efficient Doubly Resizable Arrays

A doubly resizable array is otherwise as a singly resizable array but it can
grow and shrink at both ends. We use two singly resizable arrays to emulate a
doubly resizable array. We call the singly resizable arrays A and B, respectively,
and the doubly resizable array emulated by these D. Assume that A and B are
connected together such that A implements the changes at the front end of D
and B those at the back end of D. From this the indexing of the elements is
easily derived. This emulation works perfectly well unless A or B gets empty.
Next we describe how this situation can be handled time- and space-efficiently.

Assume that A gets empty, and let m denote the size of B when this happens.
The case where B gets empty is handled symmetrically. The basic idea is to
halve B, move the first half of its elements (precisely �m/2	 elements) to A, and
the remaining half of its elements (precisely �m/2� elements) to a new B. This
reorganization work is distributed for the next �m/d	 shrink operations to the
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structure D, where d ≥ 2 is an even integer to be determined experimentally.
If �m/d	 · d < m, �(m mod d)/2	 elements are moved to A and �(m mod d)/2�
elements to B before the �m/d	 reorganization steps are initiated. In each of
the �m/d	 reorganization steps, d/2 elements are moved from old B to A and
d/2 elements from old B to B. The construction of A and B is done in reverse
order so that they can be used immediately after they receive the first bunch of
elements.

Figure 3 illustrates the reorganization. The meaning of the different zones in
the figure is as follows. Zone U contains elements still to be moved from old B
to A and zone S receives the elements coming from zone U . Zone R contains
the elements already moved from zone T in old B to A; some of the elements
moved may be erased during the reorganization and some new elements may
have been inserted into zone R. Zone V contains the remaining part of old B
to be moved to zone Y in B. Zone Z in B contains the elements received from
zone X in old B; zone Z can receive new elements and loose old elements during
the reorganization. The elements of the doubly resizable array D appear now in
zones R, U , V , and Z.

If a reorganization process is active prior to the execution of a shrink opera-
tion (involving D), the following steps are carried out.

1. Take d/2 elements from zone U (from the end neighbouring zone T ) and
move them into zone S (to the end neighbouring zone R) in reverse order.

2. Take d/2 elements from zone V (from the end neighbouring zone X) and
move them into zone Y (to the end neighbouring zone Z).

In these movements in the underlying singly resizable arrays, new blocks are
allocated when necessary and old blocks are deallocated when they get empty.
This way only at most a constant number of non-full blocks in the middle of
the structures exists and the zones S, T , X , and Y do not consume much extra
space. The same space saving is done for levels in the twin-piles.

Even if all modifying operations (involving D) done during a reorganiza-
tion make A or B smaller, both of them can service at least �m/2	 operations,
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because the work done in a single reorganization is divided for �m/d	 shrink op-
erations and d ≥ 2. Therefore, there can never be more than one reorganization
process active at a time. To represent D, at most three singly resizable arrays
are used. If D contains n elements, the size of A and B cannot be larger than n.
Furthermore, if the size of old A or old B was m just before the reorganization
started, m ≤ 2n at all times since the reorganization is carried out during the
next �m/d	 shrink operations and d ≥ 2. Hence, the number of blocks and the
size of the largest block in all the three substructures is proportional to

√
n.

That is, the bound O(
√

n) for the extra space needed is also valid for doubly
resizable arrays.

When we want to locate the element with index k in D, we have to consider
two cases. First, if no reorganization process is active, the element is searched
for from A or B depending on their sizes. Let |Z| denote the size of zone Z.
If k < |A|, the element with index |A|−k−1 in A is returned. If k ≥ |A|, the
element with index k−|A| in B is returned. Second, if a reorganization process
is active, the element is searched for from zones R, U , V , and Z depending on
their sizes. If k < |R|, the element with index |A|−k−1 in A is returned. If
|R| ≤ k < |R|+ |U |+ |V |, the element with index k−|R| in old B is returned.
If |R|+|U |+|V | ≤ k < |R|+|U |+|V |+|Z|, the element with index k−|R|−|U |
in B is returned. The case where old A exists is symmetric. Clearly, the location
requires only a constant number of comparisons and arithmetic operations plus
an access to a singly resizable array.

5 Space-Efficient Deques

The main difference between a doubly resizable array and a deque is that a deque
must also support the modifying operations. Our implementation of a space-
efficient doubly resizable array can be directly used if the modifying operations
simply move the elements in their respective singly resizable arrays one location
backwards or forwards, depending on the modifying operation in question. This
also gives the possibility to complete a reorganization process if there is one that
is active. However, this will only give us linear-time modifying operations.

More efficient working is possible by implementing the blocks in the under-
lying singly resizable arrays circularly as proposed by Goodrich and Kloss II [6].
If the block considered is full, a replace operation, which removes the first el-
ement of the block and inserts a new element at the end of the block, is easy
to implement in O(1) time. Only a cursor to the current first element need to
be maintained; this is incremented by one (modulus the block size) and the ear-
lier first element is replaced by the new element. A similar replacement that
removes the last element of the block and adds a new element to the beginning
of the block is equally easy to implement. If the block is not full, two cursors
can be maintained after which replace, insert, and erase operations are all easy
to accomplish.

In a space-efficient singly resizable array an insert operation inserting a new
element just before the given position can be accomplished by moving the ele-
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ments (after that position) in the corresponding block one position forward to
make place for the new element, by adding the element that fell out of the block
to the following block by executing a replace operation, and by continuing this
until the last block is reached. In the last block the insertion reduces to a simple
insert operation. The worst-case complexity of this operation is proportional to
the number of blocks plus the size of the largest block.

An erase operation erasing the element at the given position can be carried
out symmetrically. The elements after that position in the corresponding block
are moved backward to fill out the hole created, the hole at the end is filled out
by moving the first element of the following block here, and this filling process
is repeated until the last block is reached, where the erasure reduces to a simple
erase operation. Clearly, the worst-case complexity is asymptotically the same
as that for the insert operation.

In a space-efficient doubly resizable array, the repeated replace strategy is
applied inside A, old A/B, or B depending on which of these the modifying
operation involves. Furthermore, the modifying operation involving old B (old A)
should propagate to B (A). If a reorganization process is active, one step of the
reorganization is executed prior to erasing an element.

Since the blocks are realized circularly, for each full block one new cursor
pointing to the current first element of the circular block must be stored in the
twin-piles. This will only double their size. There are a constant number of non-
full blocks (at the ends of zones R, U , V , and Z); for each of these blocks one
more cursor is needed for indicating the location of its last element, but these
cursors require only a constant amount of extra space.

To summarize, all sequence operations run in O(1) worst-case time. If the
deque stores n elements, the total number of blocks in A, B, and old A/B is
proportional to

√
n; similarly, the size of the largest block is proportional to

√
n.

In connection with every modifying operation, in one block O(
√

n) elements are
moved one position forwards or backwards and at most O(

√
n) blocks are visited.

Therefore, the modifying operations run in O(
√

n) time.

6 Experimental Results

In this section we report the results of a series of benchmarks where the overall
goal was to measure the cost of being space-efficient. This is done by comparing
the efficiency of our implementation to the efficiency of SGI’s implementation
for the core deque operations. For reference, we have included the results for
SGI’s vector in our comparisons.

All benchmarks were carried out on a dual Pentium III system with 933 Mhz
processors (16 KB instruction cache, 16 KB data cache and 256 KB second level
cache) running RedHat Linux 6.1 (kernel version 2.2.16-3smp). The machine
had 1 GB random access memory. The compiler used was gcc (version 2.95.2)
and the C++ standard library shipped with this compiler included the SGI STL
(version 3.3). All optimizations were enabled during compilation (using option
-O6). The timings have been performed on integer containers of various sizes by



48 Jyrki Katajainen and Bjarke Buur Mortensen

using the clock() system call. For the constant time operations, time is reported
per operation and has been calculated by measuring the total time of executing
the operations and dividing this by the number of operations performed.

The first benchmarks were done to determine the best value for d. The results
of these suggested that the choice of d was not very important for the perfor-
mance of our data structure. For instance, doing a test using d = 4 in which
we made just as many operations (here pop backs) as there were elements to be
restructured improved the time per pop back by approximately 10 ns compared
to d = 2. Increasing d to values higher than 32 did not provide any significant
improvement in running times. This indicates that our data structure does not
benefit noticeably from memory caching. The improvements in running times
come exclusively from shortening the restructuring phase. Our choice for the
value of d has thus become 4.

Next we examined the performance of the sequence operations. The best case
for our data structure is when neither singly resizable array used in the emulation
becomes empty, since reorganization will then never be initiated. The worst case
occurs when an operation is executed during a reorganization. The following
table summarizes the results for push_back and pop_back operations. Results
for push_front and pop_front operations were similar for SGI’s deque and our
deque and are omitted; vector does not support these operations directly.

container push back (ns) pop back (ns)
std::deque 85 11
std::vector 115 2
space-efficient deque 113 35
space-efficient deque (with reorganization) 113 375

The performance of push back operations for our deque is on par with that
for SGI’s vector, which suffers from the need to reallocate its memory from time
to time. Compared to SGI’s deque there is an overhead of approximately 30
percent. This overhead is expected, since there is more bookkeeping to be done
for our data structure. The overhead of SGI’s deque for reallocating its index
block is small enough to outperform our deque.

Looking at the pop back operations SGI’s deque and vector are about 3 and
15 times faster than our deque when no reorganization is involved. The reason
for this is that these two structures do not deallocate memory until the con-
tainer itself is destroyed. For SGI’s deque, the index block is never reallocated
to a smaller memory block, and the same goes for the entire data block of SGI’s
vector. In fact, for SGI’s vector the pop back operation reduces to executing a
single subtraction, resulting in a very low running time. This running time was
verified to be equal to the running time of a single subtraction by running Bent-
ley’s instruction benchmark program, see [1, Appendix 3]. When reorganization
is involved, for our deque pop back operations are approximately 34 times slower
than SGI’s deque. What is particularly expensive is that restructuring requires
new memory to be allocated and elements to be moved in memory.
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Accessing an element in a vector translates into an integer multiplication (or
a shift), an addition, and a load or store instruction, whereas access to a deque
is more complicated. Even though SGI’s deque is simple, experiments reported
in [8] indicated that improving access times compared to SGI’s deque is possible
if we rely on shift instructions instead of division and modulus instructions. The
following table gives the average access times per operation when performing
repeated sequential accesses and repeated random accesses, respectively.

container sequential
access (ns)

random
access (ns)

std::deque 117 210
std::vector 2 60
space-efficient deque 56 160
space-efficient deque (with reorganization) 58 162

From the results it is directly seen that, due to its contiguous allocation of
memory, a vector benefits much more from caching than the other structures
when the container is traversed sequentially. For SGI’s deque the running time
is reduced by about a factor two and for our deque the running time is reduced
by about a factor three, SGI’s deque being a factor two slower than our deque.
As regards random access, SGI’s deque is approximately 1.3 times slower than
our deque, even though the work done to locate an element in our data struc-
ture comprises more instructions. To locate the data block to which an element
belongs, SGI’s deque needs to divide an index by the block size. The division
instruction is expensive compared to other instructions (see [1, Appendix 3]). In
our deque, we must calculate for instance 2�k/2� (the number of blocks at level k),
which can be expressed using left (<<) and right (>>) shifts as 1 << (k >> 1).
Furthermore, because our data blocks are circular, we need to access elements in
these blocks modulus the block size. Since our data block sizes are always powers
of two, accessing element with index i in a block of size b starting at index h can
be done by calculating (h + i) & (b - 1) instead of (h + i) % b. Modulus
is just as expensive as division and avoiding it makes access in circular blocks
almost as fast as access in vectors.

The improved time bounds for insert and erase operations achieved by using
circular blocks are clearly evident from the benchmark results. The table below
gives the results of a test inserting 1 000 elements in the middle of the container.
Results for the erase operation were similar and are omitted.

container 1 000 inserts (s)
initial size
10 000

1 000 inserts (s)
initial size
100 000

1 000 inserts (s)
initial size
1 000 000

std::deque 0.07 1.00 17.5
std::vector 0.015 0.61 12.9
space-efficient deque 0.003 0.01 0.04

With 100 000 elements in the container before the 1 000 insert operations,
SGI’s deque is 100 times slower than our deque, and SGI’s vector is 15 times
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slower. The difference between O(n) and O(
√

n) is even more clear when n is
1 000 000. SGI’s deque and vector are outperformed approximately by a factor
436 and factor 321, respectively.
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1 Introduction

Halfedge data structures (HDS) are fundamental in representing combinato-
rial geometric structures, useful for representing any planar structures such as
plane graphs and planar maps, polyhedral surfaces and boundary representa-
tions (BREPs), two-dimensional views of a three dimensional scene, etc. Many
variants have been proposed in the literature, starting with the winged-edge data
structure of Baumgart[2], the DCEL of [15,9], the quad-edge data structure [11],
the halfedge data structure [18,12, and refs. therein]. They have been proposed
in various frameworks (references too many to give here):

– Plane structures: including planar maps for GIS, 2D Boolean modeling, 2D
graphics, scientific computations, computer vision. The requirements on HDS
are that that some edges may be infinite (e.g., Voronoi diagrams), or border
edges (e.g., for bounded polygonal domains), it may include holes in the
facets (planar maps), and that if so, one of the connected boundary cycle is
distinguished as the outer boundary (the others are inner holes).

– Boundary representation of three-dimensional solids: including Brep repre-
sentation, solid modeling, polyhedral surfaces, 3D graphics. The require-
ments here vary slightly: holes may still be allowed, but there is no need
to distinguish an outer boundary, infinite edges are not always useful but
border edges might need to be allowed.

– Planar structures encountered in higher dimensional structures: even though
the data structure itself may be higher dimensional, we might want to inter-
pret some two-dimensional substructure by using a HDS. Examples include
the polygonal facets of a 3D model, or the local structure in a neighborhood
of a vertex in a 3D subdivision, or the two-dimensional view of a three-
dimensional scene.

– Special structures such as triangulations or simplicial complexes: in these
structures, the storage is facet-based. They are usually easier to extend to
higher dimensions, and a systematic presentation is given in [4].

All the implementations we are aware of, including those surveyed above, capture
a single variant of HDS, with the notable exception of the design of halfedge data
structure in Cgal presented in [12] which still limits itself to facet-based variants
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and does not allow holes in facets, for instance, but provides some variability (for-
ward/backward, with or without vertices, facets, and their corresponding links,
see below). This design was done for visualization of 3D polyhedral surfaces, and
can be reused in several situations.

Virtually everybody who has programmed a DCEL or halfedge structure
knows how difficult it is to debug it and get right. Often, bugs arise when adding
or removing features for reuse in a different project. Hence, the problem we deal
with here is to present a design which can express as many as possible of the
variants of HDS that have been proposed in the literature, in order to design a
single set of generic algorithms that can operate on any of them. The goals for
our halfedge data structure design are similar to those presented in [12] :

– genericity: our specifications need to adapt to many existing structures, re-
gardless of their internal representation. This makes it possible to express
generic algorithms on them. Our goal is to capture all the features men-
tioned above. genericity implies that if features are not required, but used
nevertheless (perhaps because they are required by another algorithm to be
applied subsequently), the algorithm should adapt gracefully and maintain
those features as well.

– power of expression: the various restrictions on HDS models in the
Cgal project led to the existence of three distinct data structures, one for
polyhedral surfaces [12], one for planar maps [10], and another one for tri-
angulations [3]. By contrast, we want to express all these structures using
a single framework, and have a single set of algorithms to deal with these
structures.

– efficiency: we do not want to sacrifice efficiency for flexibility. This entails
not maintaining or interacting with unused features of a HDS, and putting
minimum requirements for the algorithms manipulating an HDS. Efficiency
can be achieved by using C++ templates (static binding) and compiler op-
timization. Also, attention needs to be paid to issues of locality of reference
and memory layout.

– ease-of-use: attaching information to the vertices, edges, or facets should be
easy, as well as reuse of the existing component. Also the interface needs to
be uniform and easily learnable (somewhat standard). We reuse and extend
the C++ STL framework of concepts and models, also know as generic
programming [1], to the case of this pointer-based data structure. See also
the Boost Graph Library [13] for similar treatment of graph algorithms.

This paper extends the excellent study presented in [12] for the Cgal library,
by providing a generic and all-purpose design for the entire family of halfedge
data structures and their variants. We validate the approach in a C++ template
library, the HDSTL, which is described below.

The paper is organized as follows. In the next section, we present the unified
framework for working with and describing variants of HDS. Then we describe
a set of generic algorithms that apply to these structures. We introduce the
HDSTL, a small template library (less than 5000 lines of code) which provides a
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wide range of models, which we evaluate both individually and used in a practical
algorithm. We conclude by evaluating how this design meets the goals expressed
above.

2 Concepts

Halfedge data structures have a high degree of variability. We follow the com-
monality/variability analysis framework of Coplien [8]. Briefly speaking, they
may allow several representations (vertices, facet, or no none), as well as holes
in facets, infinite edges (incident to a single vertex), boundary edges (incident to
a single facet), etc. The representation itself may allow various access to the data
structure, such as clockwise or counterclockwise traversal of a facet boundary,
of a vertex cycle, access to the source or target vertex of a halfedge. Even the
type of container for the components may be an array (linear storage), a list
(linked storage), or other kinds of containers. But the commonality is also clear:
the intent is to model 2-manifold topology, so every edge is incident to at most
two facets, and in fact every halfedge is incident to at most one facet and has an
opposite halfedge. Halfedges are ordered circularly along a facet boundary. Also
every edge is incident to two vertices, and in fact every halfedge is incident to a
unique source vertex.

In this description, a halfedge data structure is simply a structured set of
pointers which satisfy some requirements. The names of those pointers and the
requirements are grouped by concepts. This lets us easily describe what kind of
a HDS is expected by an algorithm. The purpose of expressing concepts is to
describe easily and systematically to what kind of a HDS a generic algorithm
should apply. In the process of designing our concepts, we try and express invari-
ants, and their consequences on the validity of the HDS. (The reader is referred
for instance to [6] and more recent papers by these authors for a formal approach
guaranteeing consistency.) We formulate our invariants such that validity can be
checked in constant time per halfedge, vertex or facet.

2.1 Halfedge Data Structure (HDS)

The simplest concept requires only halfedges. The HDS gives access to the
halfedge type, the halfedge handle type, and the halfedge container. The only
operations guaranteed to be supported is to create a pair of opposite halfedges,
to take the opposite of a halfedge, and to access the halfedges (via the interface
given by the concept of Container in the C++ STL). We say that a pointer is
valid if it points to a halfedge that belongs to the HDS halfedge container. The
only requirement is that the opposite of a halfedge h is a valid halfedge g, and
that opposite(g) is h itself. This is our first invariant I1.

I1. All the opposite pointers are valid, opposite(h) �=h, and opposite(oppo-
site(h))=h, for any halfedge h.

In this and in the sequel, the variable h denotes a halfedge handle, or de-
scriptor, not the actual halfedge element which could be a much bigger type. In
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h

opposite(h)

prev_at_target(h)

next_at_source(h)

next_in_facet(h)

next_at_target(h)

prev_at_source(h)
prev_in_facet(h)

facet(h)

source(h)

target(h)

Fig. 1. The basic pointers in a HDS

the sequel, h and g denote halfedge handles, v a vertex handle, and f a facet
handle.

In order to guarantee Invariant I1, halfedges are created in opposite pairs.
There is thus no new halfedge() function, but new edge() creates two halfedges.

Remark. It usually required in the literature that the handle is a pointer, which
can be more generally captured by the C++ STL concept of Trivial Iterator,
meaning the following expressions are valid: *h, *h=x (assignment, for mutable
handles only), default constructor, and h-¿m (equivalent to (*h).m). Because we
want to attain the maximum generality, we would also like to allow handles to be
simple descriptors, like an indices in a table. This precludes the use of notation
like h-¿opposite() as used in e.g. Cgal. We therefore assume that the access to
pointers is given by the HDS itself, or using C++ notation, by hds.opposite(h).
The cost of generality comes at somewhat clumsier notation.

2.2 Forward/Backward/Bidirectional HDS

In order to encode the order of the halfedges on the boundary of a facet, we must
have access to the halfedge immediately preceding or succeeding each halfedge
h on the facet cycle. In order to encode the order of the halfedges incident to a
vertex, we must have access to the halfedge immediately preceding or succeed-
ing each halfedge h on either the source or the target vertex cycle. We have
now described the pointers that are involved in our halfedge data structure: in
addition to the already described opposite(), the pointers that link halfedges
together are next at source(), next at target(), next in facet(), prev at source(),
prev at target(), prev in facet(). They are shown on Figure 1.

Note that all this information need not be stored. For instance,
next at source(h) is the same as next in facet(opposite(h)), while
next at target(h) is the same as opposite(next in facet(h)). In practice,
since we always require access to the opposite of a halfedge, it suffices to store
only one of next at source, next at target, or next in facet and one has access to
all three!

We call a data structure in which one has access to all three pointers
next at source, next at target, and next in facet, and that satisfy the invariant
I2 below, a forward HDS.
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I2. If a HDS is forward and satisfies invariant I1, then all the pointers
next at source, next at target, and next in facet are valid, and for any halfedge
h, we have next at source(h) = next in facet(opposite(h)), and next at target(h)
= opposite(next in facet(h)).

Similarly, if one of the pointers prev at source, prev at target, or
prev in facet is available, then all three are, and if they satisfy the invariant
I3 below, the HDS is called a backward HDS.

I3. If a HDS is forward and satisfies invariant I1, then all the pointers
prev at source, prev at target, and prev in facet are valid, and for any halfedge
h, we have prev at source(h) = opposite(prev in facet(h)), and prev at target(h)
= prev in facet(opposite(h)).

A data structure which is both forward and backward is called bidirectional .
We require that any HDS must provides access to either forward or backward
pointers.1 For a bidirectional HDS, we require the invariant:

I4. If a HDS is bidirectional, then prev at source( next at source ( h ) ) = h,
prev at target ( next at target( h ) ) = h, and prev in facet ( next in facet ( h )
) = h, for any halfedge h.

2.3 Vertex-Supporting and Facet-Supporting HDS

The basic pointers at a halfedge give an axiomatic definition of vertices
and facets. A source cycle is a non-empty range of halfedges h0. . . . , hk

such that hi+1 = hds.next at source(hi) for any halfedge hi in this range
and hk = hds.next at source(h1) if the HDS is forward, or such that
hi = hds.prev at source(hi+1) for any halfedge hi in this range and h1 =
hds.prev at source(hk) if the HDS is backward. Likewise, a target cycle is de-
fined similarly by using the next at target and prev at target pointers instead,
and a (facet) boundary cycle by using next in facet and prev in facet. Two ab-
stract vertices are adjacent if they contain at least a pair of opposite halfedges.

The important property of HDS is that each halfedge is incident to only one
facet and has only two endpoints. Since the halfedge is oriented, the two vertices
are therefore distinguished as the source and the target of the halfedge. We
say that an HDS supports vertices if it provides the vertex type, the vertex
handle type, access to the vertex container, as well as two pointers source(h) and
target(h) for any halfedge h. Moreover, these pointers must satisfy the following
invariants.

I5. If a HDS satisfies invariant I1 and supports vertices, then
source(g)=target(h) and target(g)=source(h), for any pair of opposite halfedges
h and g.
1 Note that without this requirement, our data structure would consist of unrelated
pairs of opposite edges. This is useless if vertices are not supported. If they are,
it might be useful to treat such a structure like a graph, without any order on
the halfedges adjacent to a given vertex. Still, it would be necessary for efficient
processing to have some access to all the halfedges whose source (or target) is a
given vertex. This access would enumerate the halfedges in a certain order. So it
appears that the requirement is fulfilled after all.
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I6. If a HDS satisfies invariant I1 and supports vertices, then
source(next in facet(h))=target(h) for any halfedge h.

Invariant I5 expresses that opposite halfedges have the same orientation,
and Invariant I6 expresses that the halfedges on a boundary cycle are oriented
consistently. Note that because of invariant I5, we need only store a pointer to
the source or to the target of a halfedge. We may trade storage for runtime by
storing both, but such a decision should be made carefully. More storage means
the updates to the HDS take more time, therefore one needs to carefully evaluate
whether the increased performance in following links is actually not offset by the
loss of performance in setting and updating the pointers.

We express new invariants if vertices or facets are supported. Note that these
invariants are checkable in linear time, and without any extra storage.

I7. If a HDS supports vertices, and satisfies invariants I1–I4, then source(h)
= source(g) for any halfedges h, g that belong to the same source cycle, and
target(h) = target(g) for any halfedges h, g that belong to the same target cycle

I8. If a HDS supports facets, and satisfies invariants I1–I4, then facet(h) =
facet(g) for any halfedges h, g that belong to the same boundary cycle.

2.4 Vertex and Facet Links

Even though our HDS may support vertices or facets, we may or may not want
to allocate storage from each vertex of facet to remember one (perhaps all) the
incidents halfedges. We say that a vertex-supporting HDS is source-linked if it
provides a pointer source cycle(v) to a halfedge whose source is the vertex v, and
that it is target-linked if it provides a pointer target cycle(v) to a halfedge whose
source is the vertex v. A facet-supporting HDS is facet-linked if it provides a
pointer boundary cycle(f) to a halfedge on the boundary of any facet (in which
case it must also provide the reverse access facet(h) to the facet which is incident
to a given halfedge h). It is possible to envision use of both vertex- and facet-
linked HDS, and non-linked HDS. The following invariants guarantee the validity
of the HDS.

I9. If a HDS supports vertices, is source-linked, and satisfies Invariants I1–I7,
then source(source cycle(v))=v for every vertex v.

I10. If a HDS supports vertices, is target-linked, and satisfies Invariants I1–
I7, then target(target cycle(v))=v for every vertex v.

I11. If a HDS supports facets, is facet-linked, and satisfies Invariants I1–I6
and I8, then facet(boundary cycle(f))=f for every facet f.

2.5 HDS with Holes in Facets and Singular Vertices

An HDS may or may not allow facets to have holes. Not having holes means that
each facet boundary consists of a single cycle; it also means that there is a one-
to-one correspondence between facets and abstract facets. In a HDS supporting
holes in facets, each facet is required to give access to a hole container.2 This
2 The container concept is defined in the C++ STL.
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Fig. 2. An illustration of (a) facets with holes, (b) outer boundary, and (c)
singular vertices

container may be global to the HDS, or contained in the facet itself. Each element
of that container need only point to a single halfedge.

In a facet with holes, one of the cycles may be distinguished and called the
outer boundary ; the other holes are the inner holes. This is only meaningful
for plane structure (see Figure 2(b)), where the outer boundary is distinguished
by its orientation which differs from that of the inner holes. In Figure 2(a), for
instance, the outer boundary is defined if we know that the facet is embedded
in a plane, but there is no non-geometric way to define the outer boundary of
the grayed facet: a topological inversion may bring the inside boundary cycle
outside. (Note that when the incident facet is by convention to the left of the
halfedge, the outer boundary is oriented counterclockwise, while the inner hole
boundaries are oriented clockwise.)

In a connected HDS without holes, it is possible to reconstruct the facets
without the facet links. In general, for an HDS with holes but which is not
facet linked, it is impossible to reconstruct the facets as the information con-
cerning which cycles belong to the same facet is lost, let alone which is the outer
boundary. Therefore, if the HDS supports facets with holes, we require that it
be facet-linked, and that it also provide the outer boundary and an iterator over
the holes of any facet.

An HDS may also allow singular vertices. A vertex is singular if its corre-
sponding set of adjacent halfedges consists of several cycles; it is the exact dual
notion of hole in facet and has the same requirements concerning cycle container.

In a singular vertex, one of the cycles may be distinguished and called the
outer cycle, and the other cycles are called inner cycles. They are depicted
in Figure 2(c). Unlike the outer facet boundary, the possibility of inner cycles
seems to only make sense for dual structures (see section on duality below) and
may not be really useful, although it perhaps may be useful in triangulating 3D
polyhedra (e.g. the algorithm of Chazelle and Palios keeps an outer boundary
and may have inner vertex cycles when removing a dome). As with holes, if an
HDS supports singular vertices, we require that it be vertex-linked and that it
provide the outer cycle and an iterator over the inner cycles of any vertex.
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2.6 Hole Links, Vertex Cycle Links, Infinite and Border Edges,
Duality

By analogy with vertex and facet links, we call the HDS source-cycle-linked
if it provides a pointer source cycle(h) for each halfedge h, target-cycle-linked
if it provides a pointer target cycle(h) for each halfedge h, and hole-linked if it
provides a pointer boundary cycle(h) for each halfedge h.

An edge whose facet pointer has a singular value is called a border halfedge.
Likewise, a halfedge whose source or target pointer has a singular value is called
an infinite halfedge.

For lack of space, we cannot elaborate on these notions. Suffice it to note
that with all these definitions, our set of concepts is closed under duality trans-
formations which transform vertices into facets and vice-versa.

2.7 Memory Layout

In addition to the previous variabilities which have to do with the functionality
of the data structure, and the model it represents, we offer some support for
memory layouts. The only requirement we have made so far on the layout con-
cerns the availability of halfedge, vertex and facet containers, as well as vertex
cycle and hole containers if those are supported.

A mutable structure allows modification of its internal pointers, via func-
tions such as set opposite(h,g), etc. These functions need only be supported if
the corresponding pointer is accessed: a forward HDS is only required to provide
set next in facet(), set next at source(), and set next at target(). The reason we
require separate functions for read or write access, is that a pointer may be ac-
cessed even though it cannot be set (if this pointer is non-relocatable, see next
section).

There is considerable freedom in the implementation of an HDS. For instance,
because of invariants I2 and I3, it is desirable to have pairs of opposite halfedges
close in memory, so a possible way to do this as suggested by Kettner [12] is to
store them contiguously. In this case the opposite pointer may be implicit and
its storage may be reclaimed. The same trick could be used for any of the other
pointers (such as next in facet, etc.).

Another example is the Cgal triangulation, which can be captured in our
framework as a HDS which is normalized by facets thus saving the storage for
all bidirectional pointers. We call this layout a triangulated HDS . There are
thus six pointers only per triangular facet (three opposite and three source vertex
pointers), which matches the Cgal triangulation data structure [3]. A restricted
set of algorithms needs to be applied (new edge replaced by new triangle). This
is unavoidable since a triangulated HDS cannot express all the possible states
of a HDS. Note that some triangulation algorithms can maintain and work with
a triangulated HDS (iterative and sweep algorithms) but others cannot because
of their need of general HDS as intermediate representation (e.g., divide-and-
conquer, see below).
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Because of this freedom, we need to introduce one more concept: an HDS
is halfedge-relocatable with respect to a given pointer if any two halfedge lo-
cations can be exchanged in the container, and the pointers to these halfedges
updated, without affecting the validity of the HDS. An HDS which actually
stores all its pointers is halfedge-relocatable, while the HDS given as example
above, which store pairs of opposite halfedges contiguously, is not. Similar def-
initions can be made for vertex- and facet-relocatable HDS. These concepts
are important in discussing normalization algorithms (see Section 3.3).

A halfedge-relocatable HDS provides a function halfedge relocate(h,g) to re-
locate a halfedge pointed to by h to a position pointed to by g (whatever was at
that position is then lost). It also provides a member function halfedge swap(h,g)
for swapping two halfedges in the containers without modifying the pointers in
the HDS.

3 Generic Algorithms

The purpose of enunciating a collection of concepts is to describe precisely how
the algorithms interact with a data structure. In the C++ STL, this interaction
is achieved very elegantly through iterators: containers provide iterators, whose
semantics can be modified by adapters, and algorithms operate on a range of
iterators. In the HDSTL, the interaction takes place through a set of functors
(such as opposite, next in facet, etc.), and whose arguments and return types
are handles. Using this framework, we can express operators and algorithms on
a HDS that specify exactly what the (compile-time) requirements are, and what
the semantics of the algorithm are.

3.1 Elementary Algorithms

In order to write generic algorithms, we need elementary manipulations of point-
ers. These are complicated by the fact that these pointers may or may not be
supported, even the corresponding types may not exist. So we need “smart”
functions which either provide the pointer or a default-constructed value if the
pointer is not supported. The elementary functions come in several sets: the
get ..., set ..., copy ..., compare ..., create/destroy ... functions.3 In addition, in
a valid HDS, the next ... and prev ... pointers may be computed by a reverse
traversal of a (vertex or boundary) cycle, stopping before the cycle repeats.
These are the find ... functions. For convenience, we provide stitch ... functions
which set pairs of reverse pointers.

In [12], these functions exist and are encapsulated in a so-called decorator.
We choose to provide them in the global scope since they are the primary access
to the HDS. Their first argument is always an object of type HDS.
3 The compare ... functions are especially useful to write pre- and post-conditions for
the high-level operations.
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and join facets (right-to-left).
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(b) split vertex (left-to-right)
and join vertices (right-to-
left). For instance, h1, g2 are
successors in facet.

Fig. 3. the meaning of the arguments h1,h2,g1,g2 for the Euler operators

3.2 Euler and oOther Combinatorial Operators

In addition to the elementary functions, most algorithms use the same set of high-
level operations, called Euler operations since they preserve the Euler number
of the structure (v − e + f − i − 2(c+ g), where v, e, f , i , c, are the numbers
of vertices, edges, facets, inner holes, and connected components, and g is the
genus of the map). The basic operation used by these operators is splice which
breaks a vertex cycle by inserting a range of edges. Using splice, we provide
an implementation of dual operator join facets and join vertices (delete a pair
of opposite halfedges and merge both adjacent boundary or vertex cycles), and
of their reverse split facet and split vertices. By using the get ..., set ... and
stitch ... functions we can write operators that work seamlessly on any kind of
HDS (forward, backward, bidirectional, etc.).

As mentioned above, this variability does not come without consequences.
For one, the Euler operators must be passed a few more parameters. Most
operators take at least four arguments, such as split facet (h1,h2,g1,g2) or
join facets(k1,k2,h1,h2,g1,g2) with the meaning depicted in Figure 3. For con-
venience, there are also functions such as split facet after (h1,g1) if the HDS is
forward (the parameters h2 and g2 can be deduced), or join facets(k1) if the
HDS is bidirectional.

Some preconditions are an integral part of the specifications: for instance,
join facets has the precondition that either facet links are not supported, or that
the boundary cycles differ for both halfedges. For HDS with holes, this operation
is provided and called split boundary and its effect is similar to join facets, except
that for HDS with holes, it records the portion containing g1 as an inner hole of
the common adjacent facet. (This part is still under integration in the HDSTL.)

3.3 Memory Layout Reorganization

An important part of designing a data structure is the memory layout. Most
implementations impose their layout, but our design goal flexibility implies that
we give some control to the user as well. We differentiate with the static design
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(fixed at compile time, Section 2.7) and the dynamic memory layout reorgani-
zation which is the topic of this paragraph.

We say that a HDS is normalized by facets if the halfedge belonging to bound-
ary cycles are stored contiguously, in their order along the boundary. This means
that the halfedge iterator provided by the HDS will enumerate each facet bound-
ary in turn. In case facets are supported, moreover, facet normalization means
that the corresponding facets are also stored in the same order. A HDS is normal-
ized by (source or target) vertices if a similar condition is satisfied for (source or
target) vertex cycles, with similar definition of vertex normalization, and normal-
ized by opposite if halfedges are stored next to their opposite. These algorithms
can only be provided if the HDS is halfedge-relocatable. Note that in general,
these normalizations are mutually exclusive. Furthermore, they do not get rid
of the storage for the pointers (except in the case where the length of the cycle
is fixed, such as for opposite pointers, or in triangulations, in which case some
implicit scheme can save storage, as explained in Section 2.7). Normalization
algorithms can be implemented in linear time.

4 Experimental Evaluation

4.1 Comparison of Various Models

Here we compare various models of HDS provided in the HDSTL. The models
can be compact (normalized by opposite, hence no storage for opposite pointer),
indices (handles are integers instead of pointers; dereferencing is more costly,
but copying does not necessitate pointer translation), or pointer-based by de-
fault. The functionality can be minimal (no vertices or facets), graphic fw (ver-
tices, no facets, and forward-only), graphic (vertices but no facets), default (ver-
tices, facets, but forward-only), and maximal (vertices, facets, bidirectional).
Moreover, we have the possibility of storing the halfedge incidences at source
(next at source) or at target (next at target) instead of in facet (next in facet),
as well as choosing between storing the source or target vertex. We do this in
order to measure the differences in run time. We measure no difference with
storing incidences at source or at target.

The last three lines illustrate as well other HDS for which we could write
adaptors. We have not mentioned runtime ratios, because it is not clear how
to provide a fair comparison. The LEDA graph [14] stores vertices, edges, and
halfedges in a doubly linked list, and stores four edge pointers per node and
per edge, as well as degree per node and other extra information. It is therefore
a very powerful, but also very fat structure, and it offers no flexibility. The
Cgal models of HDS [7] however, are comparable in storage and functionality,
although less flexible. They require for instance facet-based pointer storage (next
and prev in facet). We can reasonably estimate that their performance would
match the corresponding models in the HDSTL.

The results are shown in Table 1. We measure the running time ratios by
effecting a million pairs split facet/join facets in a small (tetrahedron) HDS.
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Measurements with million pairs split vertices/join vertices are slightly slower,
but in similar ratio. There is therefore no effect due to the (cache and main)
memory hierarchy. The running times can vary between a relative 0.6 (facet-
based minimal using vector storage) to 2.2 (source-based maximal using list
storage). The index-based structure is also slower, but not by much, and it
has the double advantage that copying can be done directly without handle
translation, and that text-mode debugging is facilitated because handles are
more readable.

In conclusion, the model of HDS can affect the performance of a routine
by a factor of more than 4. In particular, providing less functionality is faster
because fewer pointers have to be set up. Of course, if those pointers are used
heavily in the later course of a program, it might be better to store them than
recompute them. We also notice that the runtime cost of more functionality is not
prohibitive, but care has to be taken that the storage does not exceed the main
storage available, otherwise disk swapping can occur. When dealing with large
data, it is best to hand pick the least memory-hungry model of HDS that fits the
requirements of the program. Also, for high-performance computing applications,
its might be a good strategy to “downgrade” the HDS (allow bidirectional storage
but declare the HDS as forward-only) and in a later pass set the extra pointers.

4.2 Delaunay Triangulation

We programmed the divide-and-conquer Delaunay triangulation [16,5], with
Dwyer’s trick for efficiency (first partition in vertical slabs of

√
n logn points

each, recursively process these slabs by splitting with horizontal lines, then merge
these slabs two by two). There does not seem to be a way to do with only for-
ward HDS: when merging two triangulations, we need a clockwise traversal for
one and a counter-clockwise for the other; moreover, simply storing the convex
hull in a bidirectional list will not do, as we may need to remove those edges
and access the edges inside during the merging process. We need vertices (to
contain a point) and bidirectional access to the HDS. This algorithm only uses
orientation and in-circle geometric tests. We used a custom very small geometry
kernel with simple types (array of two floating point double for points).

For this reason, we only tried the divide-and-conquer algorithm with three
variants of HDS: the graphic HDS (vertices and edges, bidirectional, with vertex
links) the compact graphic HDS (graphic without vertex links, with opposite
halfedges stored contiguously), and the maximal HDS (graphic with facets and
facet links as well). Used by the algorithm are the vertex information, opposite
and bidirectional pointers in facets and at vertices. The algorithm does not use
but otherwise correctly sets all the other pointers of the HDS.

The results of our experiments are shown in Table 2. We are not primar-
ily interested in the speed of our implementation, although we note that on a
Pentium III 500Mhz with sufficient memory (256MB), triangulating a million
points takes about 11 seconds for the base time, which is very competitive.
More interestingly, however, we compare again the relative speed of the algo-
rithms with our different models of HDS, and we record both the running time
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Table 1. A synoptic view of the different models of HDS : (a)
name, (b) features [V=vertex,F=facet,L=link,FW=forward,BI=bidirectional,
if=in facet,as=at source], (c) number of pointers required by the structure, (d)
runtime ratios for pair split facet/join facets

HDS features pointers runtime ratio

default V+L,FWif,F+L v+4h+f 0.95

id., FWas v+4h+f 1.0

id., list storage 3v+6h+3f 2.0

indices default+indices v+4h+f 1.25

id., FWas v+h+f 1.25

compact fw FW,compact h 0.6

compact BI,compact 2h 0.65

minimal FWif 2h 0.6

id. but FWas 2h 0.65

graphic fw V+L,FWif v+3h 0.7

id., FWas v+3h 0.75

graphic V+L,BIif v+4h 0.7

id., BIas v+4h 0.75

maximal V+L, BIif, F+L 2v+5h+2f 1

id., BIas 2v+5h+2f 1.1

id., list storage 4v+7h+4f 2.15

LEDA graph V+L, BIas ≥4(v+h) N/A

CGAL minimal FWif 2h N/A

CGAL maximal V+L, BIif, F+L 2v+5h+2f N/A

and the memory requirements. The results in Table 2 suggest that the model
of the HDS has an incidence on the behavior of the algorithm, although more
in the memory requirement than in the running time (there is at most 15% of
variation in the running time). Notice how the compact data structure uses less
memory and also provokes fewer page faults (measured by the Unix time com-
mand). Also interesting is the difference between the compact and non-compact
versions of the graphic HDS with and without Dwyer’s strategy (10% vs. only
2%). These experiments seem to encourage the use of compact data structures
(when appropriate).

These experiments also show how the functional requirements of an algorithm
limit the choices of HDS that can be used in them. We could not test the graphic-
forward HDS with this algorithm. When provided, however, the comparison is
fundamentally fair since it is the same algorithm which is used with all the
different structures .
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Table 2. A comparison of different HDS used with divide-and-conquer Delaunay
triangulation without (first three lines) or with (last three lines) Dwyer’s trick
(and 2.105 points): (a) running times and (b) ratios, (c) memory requirements,
(d) paging behavior

HDS time ratio memory page faults

graphic cp 6.635 1.11 22.3MB 24464

graphic 5.95 1 27.9MB 29928

maximal 6.9 1.15 35.6MB 36180

graphic cp 3.22 1.03 22.3MB 24464

graphic 3.125 1 27.9MB 29928

maximal 3.57 1.145 35.6MB 36180

5 Conclusion

We have provided a framework for expressing several (indeed, many) variants
of the halfedge data structure (HDS), including geometric graph, winged-edge,
Facet/Edge and dual Vertex/Edge structures. Our approach is to specify a set of
requirements (refining each other) in order to express the functional power of a
certain HDS. This approach is a hallmark of generic programming, already used
in the C++ STL, but also notably in the Boost Graph Library and in Cgal [12].
Regarding the latter reference, we have enriched the palette of models that can
be expressed in the framework. For instance, we can express holes in facets or
non-manifold vertices. Also we do not require any geometry, thus allowing the
possibility to use the HDSTL in representing purely combinatorial information
(for instance, in representing hierarchical maps in GIS).

As a proof of concept, we offer an implementation in the form of a C++
template library, the HDSTL (halfedge data structure template library), which
consists of only 4,500 lines of (admittedly dense) code, but can express a wide
range of structures summarized on Table 1. We provide a set of generic al-
gorithms (including elementary manipulations, Euler operators, and memory
layout reorganization) to support those structures.

Regarding our goals, flexibility is more than achieved, trading storage cost
for functionality: We have provided a rich variety of models in our framework,
each which its own strength and functionality. We also have shown that it is
possible to provide a set of generic algorithms which can operate on every single
one of them. This flexibility is important when the HDS is expressed as a view
from within another structure (e.g. solid boundary, lower-dimensional section
or projection, dual view) for which we may not control the representation. It
is of course always possible to set up a HDS by duplicating the storage, but
problems arise from maintaining consistency. Instead, our flexibility allows to
access a view in a coherent manner by reusing the HDSTL algorithms, but on
the original storage viewed differently.

Ease of use comes from the high-quality documentation provided with the
HDSTL, but there are issues with error messages when trying to use unsupported
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features, or when debugging. This can be improved using recent work in concept
checking [17].

Efficiency is acquired by using C++ templates (static binding, which allows
further optimizations) instead of virtual functions (dynamic binding, as provided
in Java). The algorithms we provide are reasonably efficient (roughly fifteen
seconds for Delaunay triangulation of a million points on a Pentium 500Mhz
with sufficient main memory).
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Abstract. We demonstrate the importance of reducing misses in the
translation-lookaside buffer (TLB) for obtaining good performance on
modern computer architectures. We focus on data structures for the dy-
namic predecessor problem: to maintain a set S of keys from a totally
ordered universe under insertions, deletions and predecessor queries. We
give two general techniques for simultaneously reducing cache and TLB
misses: simulating 3-level hierarchical memory algorithms and cache-
oblivious algorithms. We give preliminary experimental results which
demonstrate that data structures based on these ideas outperform data
structures which are based on minimising cache misses alone, namely
B-tree variants.

1 Introduction

Most algorithms are analysed on the random-access machine (RAM) model of
computation, using some variety of the unit-cost criterion. This postulates that
accessing a location in memory costs the same as a built-in arithmetic operation,
such as adding two word-sized operands. Over the last 20 years or so CPU clock
rates have grown explosively, but the speeds of main memory have not increased
anywhere near as rapidly. Nowadays accessing a main memory location may be
over a hundred times slower than performing an operation on data held in the
CPU’s registers. In addition, accessing (off-chip) main memory dissipates much
more energy than accessing on-chip locations [7], which is especially undesirable
for portable and mobile devices where battery life is an important consideration.

In order to reduce main memory accesses, modern computers have multiple
levels of cache between CPU and memory. A cache is a fast associative memory,
often located on the same chip as the CPU, which holds the values of some main
memory locations. If the CPU requests the contents of a main memory location,
and the value of that location is held in some level of cache, the CPU’s request is
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answered by the cache itself (a cache hit); otherwise it is answered by consulting
the main memory (a cachemiss). A cache hit has small penalty (1-3 cycles is typ-
ical) but a cache miss is very expensive. To amortise the cost of a main memory
access, an entire block of consecutive main memory locations which contains the
location accessed is brought into cache on a miss. Thus, a program that exhibits
good locality, i.e. one that accesses memory locations close to recently accessed
locations, will incur fewer cache misses and will consequently run faster and con-
sume less power. Much recent work has focussed on analysing cache misses in
algorithms [11,15,17,16,18,13,6]. Asymptotically, one can minimise cache misses
by emulating optimal 2-level external-memory algorithms [18], for which there
is a large literature [21].

There is another source of main memory accesses which is frequently over-
looked, namely misses in the translation-lookaside buffer (TLB). The TLB is
used to support virtual memory in multi-processing operating systems. Virtual
memory means that the memory addresses accessed by a process refer to its own
unique logical address space, and it is considered “essential to current computer
systems” [8]. To implement virtual memory, most operating systems partition
main memory and the logical address space of each process into contiguous fixed-
size pages, and store (recently-accessed) logical pages of each active process in
main memory at a time 1. This means that every time a process accesses a mem-
ory location, the reference to the corresponding logical page must be translated
to a physical page reference. Unfortunately, the necessary information is held
in the page table, a data structure in main memory! To avoid looking up the
page table on each memory access, translations of some recently-accessed logical
pages are held in the TLB, which is a fast associative memory. If a memory
access results in a TLB hit, there is no delay, but a TLB miss can be much more
expensive than a cache miss.

In most computer systems, a memory access can result in a TLB miss alone,
a cache miss alone, neither, or both: algorithms which make few cache misses
can nevertheless make many TLB misses. Cache and TLB sizes are usually small
compared to the size of main memory. Typically, cache sizes vary from 256KB to
8MB, and TLBs hold between 64 and 128 entries. Hence simultaneous locality
at the cache and page level is needed even for internal-memory computation.

In [17] a model incorporating both cache and TLB was introduced, and it
was shown that radix sort algorithms that optimised both cache and TLB misses
were significantly faster than algorithms that optimised cache misses alone. In-
deed, the latter made many more TLB misses than cache misses. In [17] it was
also shown that by emulating optimal 2-level external-memory algorithms one
ensures that the numbers of TLB and cache misses are of the same order of
magnitude, and the number cache misses is optimal. This minimises the sum
of cache and TLB misses (asymptotically). However, this is not enough. In [17]
it is argued that due to the different characteristics of a cache miss and a TLB
miss—in particular, a TLB miss can be more expensive than a cache miss—these
1 In case a logical page accessed is not present in main memory at all, it is brought in
from disk. The time for this is not counted in the CPU times reported.
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should be counted separately. Even if cache and TLB misses cost about the same,
optimising cache and TLB misses individually will usually reduce memory ac-
cesses by nearly a half. For example, sorting n keys requires Θ((n/B) log?(n))
cache misses, where B is the cache block size, and Θ((n/P ) log?(n)) TLB misses,
where P is the page size. Ignoring the bases of the logarithms for the moment,
the fact that P � B (our machine’s values of P = 2048 and B = 16 are rep-
resentative) means that the latter should be much smaller than the former. We
argue that the same holds for searching, the problem that this paper focusses
on.

In this paper we suggest two techniques for simultaneously minimising cache
and TLB misses. The first is to simulate algorithms for a 3-level hierarchical
memory model (3-HMM). The second is the use of cache-oblivious algorithms [6].
Cache-oblivious algorithms achieve optimal performance in a two-level memory
but without knowledge of parameters such as the cache block size and the number
of cache blocks. As a consequence, they minimise transfers across each level of
a multi-level hierarchical memory.

The problem we consider is the dynamic predecessor problem, which involves
maintaining a set S of pairs 〈x, i〉 where x is a key drawn from a totally ordered
universe and i is some satellite data. Without loss of generality we assume that i
is just a pointer. We assume that keys are fixed-size, and for now we assume that
each pair in S has a unique key. The operations permitted on the set include
insertion and deletion of 〈key, satellite data〉 pairs, and predecessor searching,
which takes a key q and returns a pair 〈x, i〉 ∈ S such that x is the largest key
in S satisfying x ≤ q. For this problem the B-tree data structure (DS) makes
an optimal O(logB n) cache misses and executes O(log n) instructions2 for all
operations, where |S| = n [9,5]. However, a B-tree also makes Ω(logB n) TLB
misses, which is not optimal. In this paper we consider the practical performance
of three implementations.

Firstly, we consider the B∗-tree [5], a B-tree variant that gives a shallower
tree than the original. We observe that by paginating a B∗-tree we get much
better performance. Pagination consists of placing as much of the top of the
tree into a single page of memory as possible, and then recursing on the roots
of the subtrees that remain when the top is removed. As the only significant
difference between the paged and original B∗-trees is the TLB behaviour, we
conclude that TLB misses do significantly change the running-time performance
of B∗-trees. Unfortunately, we do not yet have a satisfactory practical approach
for maintaining paged B-trees under insertions and deletions.

The second is an implementation of a DS which uses the standard idea for
3-HMM. At the top level the DS is a B-tree where each node fits in a page. Inside
a node, the ‘splitter’ keys are stored in a B-tree as well, each of whose nodes
fits in a cache block. This DS makes O(logB n) cache misses and O(logP n) TLB
misses for all operations (the update cost is amortised).

Finally, we consider a cache-oblivious tree. The tree of Bender et al. [4] makes
the optimal O(logB n) cache misses and O(logP n) TLB misses. However it ap-

2 Logs are to base 2 unless explicitly noted otherwise.
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pears to be too complex to get good practical performance. Our implementation
is based on a simpler cache-oblivious DS due to Bender et al [3]. This data stuc-
ture makes O(logB n + log logn) cache misses and O(logP n + log logn) TLB
misses.

Our preliminary experimental figures suggest that the relative performance
is generally as follows:

B∗ < Cache-oblivious < 3-HMM < Paged B∗.

It is noteworthy that a non-trivial DS such as the cache-oblivious tree can out-
perform a simple, proven and cache-optimised DS such as the B∗ tree.

2 Models Used

The basic model we use was introduced in [17] and augmented earlier cache
models [13,11] with a TLB. The model views main memory as being partitioned
into equal-sized and aligned blocks of B memory words each. The cache consists
of S sets each consisting of a ≥ 1 lines. a is called the associativity of the cache,
and typical values are a = 1, 2 or 4. Each line can store one memory block, and
the i-th memory block can be stored in any of the lines in set (i mod S). We
let C = aS. If the program accesses a location in block i, and block i is not
in the cache, then one of the blocks in the set (i mod S) is evicted or copied
back to main memory, and block i is copied into the set in its place. We assume
that blocks are evicted from a set on a least recently used (LRU) basis. For the
TLB, we consider main memory as being partitioned into equal-sized and aligned
pages of P memory words each. A TLB holds address translation information
for at most T pages. If the program accesses a memory location which belongs
to (logical) page i, and the TLB holds the translation for page i, the contents
of the TLB do not change. If the TLB does not hold the translation for page i,
the translation for page i is brought into the TLB, and the translation for some
other page is removed on a LRU basis. Our results on searching do not depend
strongly on the associativity or the cache/TLB replacement policy.

We now give some assumptions about this model, which are justified in [17]:
(A1) TLB and cache misses happen independently, i.e., a memory access may
result in a cache miss, a TLB miss, neither, or both;
(A2) B, C, P and T are all powers of two, and
(A3) i. B � P ; ii. T � C; iii. BC ≤ PT ; iv. T ≤ P , B ≤ C.

The performance measures are the number of instructions, the number of
TLB misses and the number of cache misses, all counted separately.

Our experiments are performed on a Sun UltraSparc-II, which has a word
size of 4 bytes and a block size of 64 bytes, giving B = 16. Its L2 (main) cache,
which has an associativity a = 1 (i.e. it is direct-mapped), holds C = 8192 blocks
and its TLB holds T = 64 entries [20]. Finally, the page size is 8192 bytes, giving
P = 2048 and also (coincidentally) giving BC = PT .
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3 General Techniques

An Emulation Theorem Let C(a, B, C, P, T ) be the model described in Sec-
tion 2, where a is the associativity of the cache, B is the block size, C is the
capacity of the cache in blocks, P is the page size and T is the number of TLB
entries. Let I(B, M, B′, M ′) denote the following model. There is a fast main
memory, which is organised as M/B blocks m1, . . . , mM/B of B words each, a
secondary memory which is organised as M ′/B′ blocks d1, d2, . . . , dM ′/B′ of B′

words each, and an tertiary memory, which is organised as an unbounded num-
ber of blocks t1, t2, . . . of B′ words each as well. We assume that B ≤ B′ and
that B and B′ are both powers of two. An algorithm in this model performs
computations on the data in main memory, or else it performs an I/O step,
which either copies a block of size B to or from main and secondary memory, or
copies a block of size B′ to or from secondary and tertiary memory.

Theorem 1. An algorithm A in the I(B, BC/4, P, PT/4) model which per-
forms I1 I/Os between main and secondary memory and I2 I/Os between sec-
ondary and tertiary memory, and t operations on data in main memory can be
converted into an equivalent one A′ in the C(a, B, C, P, T ) model which performs
at most O(t + I1 · B + I2) operations, O(I1 + I2) cache misses and O(I2) TLB
misses.

Proof: The emulation assumes that the contents of tertiary memory are stored
in an array Tert, each of whose elements can store B′ words. The emulation
maintains an array Main of size C/4 + 2, each entry of which can hold B
words. The first C/4 locations of Main emulate the main memory of A, with mi

corresponding to Main[i], for i = 1, . . . , C/4. The last two locations of Main
are buffers that are used for copying data to avoid conflict misses [18]. For
convenience, we assume that the arrays Mem and Tert are aligned on cache
block and page boundaries respectively.

We now assume an TLB with T/2+2 entries, but with a replacement strategy
that we specify. By definition, the optimal (offline) replacement strategy will
make no more misses than our strategy. Then we note that an LRU TLB with T
entries never makes more than a constant factor more misses than an optimal
(offline) TLB with T/2+2 entries [19], and so the LRU TLB with T entries makes
no more than a constant factor more misses than our replacement strategy.
Our TLB replacement strategy will set aside T/4 TLB entries δ1, . . . , δT/4 to
hold translations for the blocks which are currently in secondary memory. In
particular, if (tertiary) block ti is held in (secondary) block dj then δj holds the
translation for the page containing Tert[i]. Also, our TLB replacement strategy
will never replace the translations for the pages containing Main. Since Main
occupies at most (C/4+2)B ≤ (T/4+2)P words, only T/4+2 TLB entries are
required for this.

A read from ti to dj (tertiary to secondary) is simulated by “touching” the
page containing Tert[i] (e.g. reading the first location of Tert[i]). Our TLB
replacement algorithm brings in the translation for Tert[i] and stores it in TLB
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buffer δj . This causes one TLB miss and O(1) cache misses. A read or write
from di to mj (primary to secondary) is done as in [18]. Since all translations
are held in TLB, the only cost of this step is O(1) amortised cache misses and
O(B) instructions. Finally, emulating the operation of the algorithm on data in
main memory incurs no cache or TLB misses.This proves the theorem. ✷

Cache-oblivious Data Structures As noted in [6,14] a cache-oblivious al-
gorithm gives optimal performance across each level of a multi-level hierarchy.
By our emulation theorem, an optimal cache-oblivious algorithm makes an op-
timal number of cache and TLB misses (in general, the emulation is needed as
some cache-oblivious algorithms are analysed on an ‘ideal cache’ model, which
assumes an omniscient replacement policy).

4 Data Structures

We now describe the three DSs in more detail, starting with the cache oblivious
search tree, then the paged B*-tree and then the 3-HMM search tree. Below, the
term ‘I/O’ refers to both TLB and cache misses.

Cache-oblivious Search Tree Prokop [14] showed how to cache-obliviously
lay out a complete binary search tree T with n keys so that on a fast memory
with an unknown block size of L, searches take O(logL n) I/Os. If h is the height
of T , Prokop divides T at 
h/2�, which separates T into the top subtree T0 of
height 
h/2� and k ≤ 2�h/2� subtrees T1, . . . , Tk of height �h/2. T is laid out
recursively in memory as T0 followed by T1, . . . , Tk, as shown in Figure 1. This
DS is static and requires O(n) time and O(n/L) I/Os to construct. Bender et
al. [3] note that Prokop’s tree can be simply and efficiently dynamised by using
exponential search trees [2]. Our algorithm is closely related to that of Bender
et al [3], which we briefly review now.

We first set out some terms we will use in the discussion below. An ex-
ponential search tree has non-leaf nodes of varying and sometimes quite large
(non-constant) degree. A non-leaf node with k children stores k − 1 sorted keys
that guide a search into the correct child: we will organise these k − 1 keys as
a Prokop tree. In what follows, we refer to the exponential search tree as the
external tree, and its nodes as external nodes. We refer to any of the Prokop
trees in an external node as internal trees and to their nodes as internal nodes.

Roughly speaking, the root of an external tree with n leaves contains Θ(
√

n)
keys which partition the keys into sets of size Θ(

√
n). 3 After this, we re-

curse on each set. In contrast to [3], we end the recursion when we reach sets

3 In reality a “bottom-up” definition is used, whereby all leaves of the external tree
are at the same depth and an external node with height i has an ideal number of
children that grows doubly exponentially with i. The root of the external tree may
have much fewer children than its ideal.
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of size Θ(log n). These are then placed in external leaf nodes, which are rep-
resented as arrays. Although the keys inside external nodes are organised as
Prokop trees, we do not require external nodes to have any particular memory
layout with respect to each other (see Figure 2). As shown in [3], the number
of I/Os during searches, excluding searching in the external leaves, is at most
O(logL n+log logn). Searching in the external leaves requires O((log n)/L) I/Os,
which is negligible. As shown in [3], the DS (excluding the external leaves) can
be updated within the same I/O bounds as a search. Insertions of new keys take
place at external leaves and if the size of an external leaf exceeds twice its ideal
size of Θ(log n) then it is split, inserting a new key into its parent external node.
To maintain invariants as n changes, the DS is rebuilt when n squares.
Implementation details.We have implemented two versions of our cache oblivious
DS. In both versions the keys in an external leaf node are stored in a sorted array,
and the description below is about the different structures of non-leaf external
and internal nodes.

In the first version of the DS internal nodes are simply the keys of the external
node or they are pointers to external children node. In order to reach the left
or right child of an internal non-leaf node we calculate its address in the known
memory layout. An external node with n′ keys has an internal tree of height
�logn′+1, the first �logn′ levels hold the keys and the last level holds pointers
to external child nodes. Each internal tree is a complete binary search tree and
if n′ + 1 is not a power of two then infinite valued keys are added to the first
�logn′ levels of the internal tree, and NULL pointers are added to the last level.
All �logn′ + 1 levels of the internal tree are laid out recursively in a manner
similar to Prokop’s scheme, thus reducing the number of I/Os in moving from
the last level of keys in the internal tree to the pointers to the external children
nodes.

In the second version of the DS each internal node consists of a key and left
and right pointers. An external node with n′ keys has an internal tree of height
�logn′. At height h < �logn′ the internal node pointers point to internal
child nodes. At the last level of the tree internal node pointers point to external
children nodes. As above, each internal node is a complete binary tree. This
implementation has the disadvantage of requiring extra memory but has the
advantage that it avoids the somewhat computationally expensive task of finding
a child in the internal tree.

Since the insertion time in an external leaf is anyway Θ(log n) (we insert a
new key into an array), we reduce memory usage by ensuring that a external leaf
with k keys is stored in a block of memory sufficient for k+O(1) keys. Increasing
this to O(k) would improve insertion times, at the cost of increased memory. A
final note is that the emulation of Section 3 is not required in this case to achieve
optimal cache and TLB performance.

Paged B*-Trees B∗-trees are a variant of B-trees where the nodes remain
at least 66% full by sharing with a sibling node the keys in a node which has
exceeded its maximum size [5]. By packing more keys in a node, B*-trees are
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T1T0 Tk  
. . . . . . . . . . . . . . . .

T1 Tk

T0

h/2

h/2

memory

Fig. 1. The recursive memory layout of a complete binary search tree according
to Prokop’s scheme

Bi BkBjB1 A B2

Bk

A

B1

memory

Fig. 2. Memory layout of the cache oblivious search tree with an external root
node A of degree

√
n. The subtrees of size Θ(

√
n) rooted at A are shown in out-

line, and their roots are B1, . . . , Bk. The memory locations used by the subtrees
under B1, . . . , Bk are not shown

shallower than B-trees. Assuming the maximum branching factor of a node is
selected such that a node fits inside a cache block, a heuristic argument suggests
that for sufficiently large n, the number of cache and TLB misses for the B-
tree or B∗-tree on random data should be about logB n − logB C + O(1) and
logB n− logB T +O(1) respectively. This is because one may expect roughly the
top logB C levels of the B-tree to be in cache, and address translations for all
nodes in the top logB T levels to be in the TLB. A reasonable assumption for
internal memory is that C ≥ √n and that logB T term may be ignored. This
gives us a rough total of logB n TLB misses and at most 0.5 logB n cache misses.
In other words, TLB misses dominate.

A paged B- or B∗-tree uses the following memory layout of the nodes in the
tree. Starting from the root and in a breadth-first manner as many nodes as possi-
ble are allocated from the same memory page. The sub-trees that remain oustide
the page are recursively organised in a similar manner (see Fig 3). The process of
laying out a B-tree in this way is called pagination. The number of cache misses
in a paged B-tree are roughly the same as an ordinary B-tree, but the number
of TLB misses is sharply reduced from logB n to about logP n. With our values
of B and P the TLB misses are reduced by about two-thirds, and the overall
number of misses is reduced by about a half. Unfortunately, we can only support
update operations on a paged B-tree if the B-tree is weight-balanced [1,22], but
such trees seem to have poorer constant factors than ordinary B-trees.

Optimal 3-HMM Trees We now describe the implementation of a DS that
is optimised for the 3-HMM. In principle, the idea is quite simple: we make a
B-tree with branching factor Θ(P ) and store the splitter keys inside a node in
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Fig. 3. A paged B-tree. The nodes in the top part of the tree are in a memory
page. The top parts of sub-trees that remain outside the page with the root are
recursively placed on a memory page

a B-tree with branching factor Θ(B). However, the need to make these nodes
dynamic causes some problems. A B-tree with branching factor in the range
[d + 1, 2d] and which has a total of m nodes can store (roughly) between md
and m · (2d− 1) keys. These correspond to trees with branching factor d+1 and
2d at all nodes, respectively. If we let m be the number of inner B-tree nodes
which fit in a page, the maximum branching factor of the outer B-tree cannot
exceed md, otherwise the number of nodes needed to store this tree may not fit
in a page. Since each inner B-tree node takes at least 4d words (2d keys and 2d
pointers), we have that m ≤ P/(4d) and thus the maximum branching factor of
the outer B-tree is at most P/4.

To make the tree more bushy, we simply rebuild the entire inner B-tree when-
ever we want to add an (outer) child to a node, at a cost of Θ(P ) operations.
When rebuilding, we make the inner B-trees have the maximum possible branch-
ing factor, thus increasing the maximum branching factor of the outer B-tree to
about P/2. To compensate for the increased update time, we apply this algo-
rithm only to the non-leaf nodes in the outer B-tree, and use standard B-tree
update algorithms at the leaves. This again reduces the maximum branching fac-
tor at the leaves to P/4. At the leaves, however, the problem has a more serious
aspect: the fullness of the leaves is roughly half of what it would be compared to
a comparable standard B-tree. This roughly doubles the memory usage relative
to a comparable standard B-tree.

Some of these constants may be reduced by using B∗-trees in place of B-trees,
but the problem remains significant. A number of techniques may be used to
overcome this, including using an additional layer of buckets, overflow pages for
the leaves etc, but these all have some associated disadvantages. At the moment
we have not fully investigated all possible approaches to this problem.

5 Experimental Results

We have implemented B*-trees, paged B*-trees, optimal 3-HMM trees and our
cache oblivious search trees with and without internal pointers. Our DSs were
coded in C++ and all code was compiled using gcc 2.8.1 with optimisation
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level 6. Our experiments were performed on a Sun UltraSparc-II with 2 × 300
Mhz processors and 1GB main memory. This machine has 64 TLBs, 8KB pages,
a 16KB L1 cache, and a 512KB L2 cache; both caches are direct-mapped. The
L1 cache miss penalty is about 3 cycles on this machine, and the L2 cache and
TLB miss penalties are both about 30 cycles.

In each experiment, a DS was built on pairs of random 4-byte keys and 4-
byte satellite data presented in random order. It should be noted that random
data tends to degrade cache performance, so these tests are hard rather than
easy. The B*-tree and cache-oblivious trees were built by repeated insertions, as
essentially were the 3-HMM trees.

B*-trees and paged B*-trees were tested with branching factors of 7 and 8
keys per node (allowing 8 keys and 8 pointers to fit in one cache block of 64
bytes). Paged B*-trees were paginated for 8KB pages. For each DS on n keys,
we performed searches for 2n fresh keys drawn from the same distribution (thus
“successful” searches are rare). These were either 2n independently generated
keys, or n/512 independent keys, each of which was searched for 1024 times in
succession. The latter minimises the effect on cache misses and thus estimates
the average computation cost. For each algorithm, we have measured the average
search time per query. Insertion costs are not reported. These are preliminary
results and at each data point we report the average search time per query for
10 experiments.

Each DS was tested with n = 218, 220, 222 and 223 uniform integer keys in
the range [0, 231). At each data point we report the average search time (“abs”)
and below it the average search time relative to the fastest average search time
at that data point (“rel”). Figure 4 shows results for the random queries and
Figure 5 shows results for the repeated random queries.

In Fig 4 we see that paged B*-trees are by far the fastest for random queries.
Random queries on B*-trees, tuned just for the cache, take between 43% and
almost 70% more time than on paged B*-trees with a branching factor of 7.
Optimal 3-HMM trees perform quite well, being at-most 14% slower than paged
B*-trees. Of the DSs suited for both the cache and TLB, the cache oblivious
search trees are the slowest. On the other hand, the 3-HMM trees are carefully
tuned to our machine, whereas the cache-oblivious trees have no machine-specific
parameters.

As can be seen from Figure 5, the better-performing DSs do not benefit from
code tweaks to minimise operation costs. In fact, as they are a bit more complex,
they actually have generally higher operation costs than B-trees, especially the
cache-oblivious DS with implicit pointers. Thus one would expect even better
relative performance for the search trees suited to both the cache and TLB
versus B*-trees on machines with higher miss penalties—the cache and TLB
miss penalties are quite low on our machines.

It is also instructive to compare these times with classical search trees such as
Red-Black trees. E.g., in an earlier study with the same machine/OS/compiler
combination, one of the authors reported a time of 9.01 µs/search for n = 222

using LEDA 3.7 Red-Black trees [12, Fig 1(a)]. This is over twice as slow as B∗-
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trees and over thrice as slow as paged B∗-trees. LEDA (a, b) trees are a shade
slower than our B∗-trees.

Time per-search (µs) on UltraSparc-II 2× 300 Mhz
n B* B* Paged B* Paged B* Optimal Cache Obl. Cache Obl.

(BF=7) (BF=8) (BF=7) (BF=8) 3-HMM (int. ptrs) (no int. ptrs)

218 abs 2.384 2.216 1.541 1.572 1.655 1.875 2.109
218 rel 1.547 1.438 1.000 1.020 1.074 1.217 1.369

220 abs 3.329 3.054 1.979 2.398 2.210 2.563 2.770
220 rel 1.682 1.543 1.000 1.212 1.117 1.295 1.400

222 abs 4.113 3.797 2.487 2.913 2.843 3.299 3.369
222 rel 1.654 1.527 1.000 1.171 1.143 1.326 1.355

223 abs 4.529 4.156 2.691 3.127 3.054 3.635 3.658
223 rel 1.683 1.544 1.000 1.162 1.135 1.351 1.359

Fig. 4. Query times for 2n independent random queries on n keys in DS

Computation time per-search (µs) on UltraSparc-II 2× 300 Mhz machine
n B* B* Paged B* Paged B* Optimal Cache Obl. Cache Obl.

(BF=7) (BF=8) (BF=7) (BF=8) 3-HMM (int. ptrs) (no int. ptrs)

218 abs 0.793 0.751 0.736 0.744 0.904 0.885 1.262
218 rel 1.077 1.020 1.000 1.011 1.228 1.202 1.715

220 abs 0.891 0.868 0.867 0.862 1.024 0.941 1.315
220 rel 1.034 1.007 1.006 1.000 1.188 1.092 1.526

222 abs 0.976 0.955 0.962 0.947 1.129 1.170 1.399
222 rel 1.031 1.008 1.016 1.000 1.192 1.235 1.477

223 abs 0.982 0.979 0.975 0.966 1.151 1.244 1.401
223 rel 1.017 1.013 1.009 1.000 1.192 1.288 1.450

Fig. 5. Query times for n/512 independent random queries repeated 1024 times
each, on n keys in DS

6 Conclusions and Future Work

Our preliminary experimental results show that optimising for three-level mem-
ories gives large performance gains in internal memory computations as well. In
particular we have shown that cache-oblivious data structures may have signifi-
cant practical importance. Although the trends in our preliminary experiments
are clear, these need to be rigourously established with a larger suite of ex-
periments, including cache and TLB simulations. We would also like to test
performance of these structures on secondary memory.
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Abstract. Geometric algorithms are based on geometric objects such
as points, lines and circles. The term Kernel refers to a collection of rep-
resentations for constant-size geometric objects and operations on these
representations. This paper describes how such a geometry kernel can be
designed and implemented in C++, having special emphasis on adapt-
ability, extensibility and efficiency. We achieve these goals following the
generic programming paradigm and using templates as our tools. These
ideas are realized and tested in Cgal [9], the Computational Geometry
Algorithms Library.

Keywords: Computational geometry, library design, generic program-
ming.

1 Introduction

Geometric algorithms that manipulate constant-size objects such as circles, lines,
and points are usually described independent of any particular representation of
the objects. It is assumed that these objects have certain operations defined on
them and that simple predicates exist that can be used, for example, to compare
two objects or to determine their relative position. Algorithms are described in
this way because all representations are equally valid as far as the correctness
of an algorithm is concerned. Also, algorithms can be more concisely described
and are more easily seen as being applicable in many settings when they are
described in this more generic way.

We illustrate here that one can achieve the same advantages when implement-
ing algorithms by encapsulating the representation of objects and the operations
and predicates for the objects into a geometry kernel. Algorithms interact with
geometric objects only through the operations defined in the kernel. This means
that the same implementation of an algorithm can be used with many different
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representations for the geometric objects. Thus, the representation can be cho-
sen to be the one most applicable (e.g., the most robust or most efficient) for a
particular setting.

Regardless of the representation chosen by a particular kernel, it cannot hope
to satisfy the needs of every application. For example, for some applications
one may wish to maintain additional information with each point during the
execution of an algorithm or one may wish to apply a two-dimensional algorithm
to a set of coplanar points in three dimensions. Both of these things are easily
accomplished if the kernel is implemented to allow types and operations to be
redefined, that is, if the kernel is easily adaptable. It is equally important that a
kernel be extensible since some applications may require not simply modifications
of existing objects and operations but addition of new ones.

Although adaptability and extensibility are important and worthwhile goals
to strive for, one has to keep in mind that the elements of the kernel form
the very basic and fundamental building blocks of a geometric algorithm built
on top. Hence, we are not willing to accept any loss in efficiency on the kernel
level. Indeed, using template programming techniques one can achieve genericity
without sacrifying runtime-performance by resolving the arising overhead during
compile-time.

After discussing previous work on the design of geometry kernels (Section 2),
we give a general description of our new kernel concept (Section 3). We then
describe how this concept can be realized in an adaptable and extensible way
under the generic programming paradigm [21,22] (Sections 4 through 7). Sec-
tion 8 illustrates the use of such a kernel and shows how the benefits described
above are realized. Finally, we describe the models of this type of kernel that are
provided in Cgal (Section 9).

As our implementation is in C++ [8], we assume the reader is familiar with
this language; see [2,17,26] for good introductions.

2 Motivation and Previous Work

Over the past 10 years, a number of geometry libraries have been developed,
each with its own notion of a geometry kernel. The C++ libraries Plageo and
SpaGeo [15] provide kernels for 2- and 3-dimensional objects using floating
point arithmetic, a class hierarchy, and a common base class. The C++ library
Leda [20] provides in its geometry part two kernels, one using exact rational
arithmetic and the other floating point arithmetic. The Java library GeomLib [3]
provides a kernel built in a hierarchical manner and designed around Java in-
terfaces. None has addressed the questions of easily exchangeable and adaptable
kernels.

Flexibility is one of the cornerstones of Cgal [9], the Computational Geome-
try Algorithms Library , which is being developed in a common project of several
universities and research institutes in Europe and Israel. The recent overview [13]
gives an extensive account of functionality, design, and implementation tech-
niques in the library. Generic programming is one of the tools used to achieve
this flexibility [6,21,22].

In the original design of the geometry kernel of Cgal [12], there was a repre-
sentation class which encapsulates how geometric objects are represented. These
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representation classes could be easily exchanged or extended, and they provided
some limited adaptability. However, the design did not allow the representation
classes to also include geometric operations. This extension was seen as desirable
after the introduction of geometric traits classes into the library, which separate
the combinatorial part of an algorithm or data structure from the underlying
geometry. The term traits class was originally introduced by Myers [23]; we use
it here to refer to a class that aggregates (geometric) types and operations. By
supplying different traits classes, the same algorithm can be applied to different
kinds of objects. The fact that the existing Cgal kernel did not present its func-
tionality in a way that was immediately accessible for the use in traits classes
was one motivation for this work. Factoring out common requirements from the
traits classes of different algorithms into the kernel is very helpful in maintaining
uniform interfaces across a library and maximizing code reuse.

While the new design described here is even more flexible and more powerful
than the old design, it maintains backwards compatibility. The kernel concept
now includes easily exchangeable functors in addition to the geometric types;
the ideas of traits classes and kernel representations have been unified. The
implementation is accomplished by using a template programming idiom similar
to the Barton-Nackman technique [4,10] that uses a derived class as a template
argument for a base class template. A similar idiom has been used in Cgal to
solve cyclic template dependencies in the halfedge data structure and polyhedral
surface design [19].

3 The Kernel Concept and Architecture

A geometry kernel K consists of types used to represent geometric objects and
operations on these types. Since different kernels will have different notions of
what basic types and operations are required, we do not concern ourselves here
with listing the particular objects and operations to be included in the kernel.
Rather, we describe the kernel concept in terms of the interface it provides for
each object and operation.

Depending on one’s perspective, the expected interface to these types and
operations will look somewhat different. From the point of view of an imperative-
style programmer, it is natural that the types appear as stand-alone classes and
the operations as global functions or member functions of these classes.

K::Point_2 p(0,1), q(1,-4);

K::Line_2 line(p, q);

if (less_xy_2(p, q)) { ... }

However, from the point of view of someone implementing algorithms in a generic
way, it is most natural, indeed most useful, if types and operations are both
provided by the kernel. This encapsulation allows both types and operations to
be adapted and exchanged in the same manner.
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K k;

K::Construct_line_2 c_line = k.construct_line_2_object();

K::Less_xy_2 less_xy = k.less_xy_2_object();

K::Point_2 p(0,1);

K::Point_2 q(1,-4);

K::Line_2 line = c_line(p, q);

if (less_xy(p, q)) { ... }

The concept of a kernel we introduce here includes both of these perspectives.
That is, each operation is represented both as a type, an instance of which can
be used like a function, and as a global function or a member function of one of
the object classes. The techniques described in the following three sections allow
both interfaces to coexist peacefully under one roof with a minimal maintenance
overhead, and thus lead to a kernel that presents a good face to everyone.

Our kernel is constructed from three layers, illustrated in Figure 1. The bot-
tom layer consists of basic numeric primitives such as the computation of ma-
trix determinants and the construction of line equations from point coordinates.
These numeric primitives are used in the geometric primitives that constitute
the second layer of our structure. The top layer then aggregates and assimilates
the geometric primitives. The scope of our kernel concept is representation-
independent affine geometry. Thus the concept includes, for example, the con-
struction of a point as the intersection of two lines but not its construction from
x and y coordinates.

Kernel

call

consists of
Geometric
Primitives

SomePoint { }; SomeLine { }; SomeConstruct { };Someturn { };

Numeric
Primitives

FT determinant2x2(FT, FT, FT, FT);

linefrompointsC2(FT px, FT py, FT qx, FT qy, FT& a, FT& b, FT& c);

struct Kernel {
Point 2; Line 2; Construct line 2; };Leftturn 2;

Fig. 1. The kernel architecture

4 An Adaptable Kernel

We present our techniques using a simplified example kernel. Consider the types
Point 2 and Line 2 representing two-dimensional points and lines, respectively,
and an operation Construct line 2 that constructs a Line 2 from two Point 2
arguments. In general, one probably needs more operations and possibly more
types in order to be able to do something useful, but for the sake of simplicity
we will stay with these four items for the time being.

A first question might be: Construct line 2 has to construct a Line 2 from
two Point 2s; hence it has to know something about both types. How does it
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get to know them? Since we are talking about adaptability, just hard-wiring the
corresponding classnames is not what we would like to do.

A natural solution is to parameterize the geometric classes with the kernel.
As soon as a class knows the kernel it resides in, it also knows all related classes
and operations. A straightforward way to implement this parameterization is to
supply the kernel as a template argument to the geometric classes.

template < class K > struct MyPoint { ... };
template < class K > struct MyLine { ... };
template < class K > struct MyConstruct { ... };

Then our kernel class looks as follows.

struct Kernel {
typedef MyPoint< Kernel > Point_2;

typedef MyLine< Kernel > Line_2;

typedef MyConstruct< Kernel > Construct_line_2;

};

At first, it might look a bit awkward; inserting a class into its own components
seems to create cyclic references. Indeed, the technique we present here is about
properly resolving such cyclic dependencies.

Let us come back to the main theme: adaptability. It should be easy to extend
or adapt this kernel and indeed, all that needs to be done is to derive a new class
from Kernel where new types can be added and existing ones can be exchanged.

struct New_kernel : public Kernel {
typedef NewPoint< New_kernel > Point_2;

typedef MyLeftTurn< New_kernel > Left_turn_2;

};

The class Point 2 is overwritten with a different type and a new operation
Left turn 2 is defined. But there is a problem: the inherited class MyConstruct
is still parameterized with Kernel, hence it operates on the old point class
MyPoint. What can be done to tell MyConstruct that it should now consider
itself being part of New kernel?

An obvious solution would be to redefine Construct line 2 in New kernel
appropriately, i.e. by parameterizing MyConstruct with New kernel. This is fine
in our example where it amounts to just one more typedef, but considering a
real kernel with dozens of types and hundreds of operations, it would be really
tedious to have to repeat all these definitions.

Fortunately, there is a way out. If Kernel is meant as a base for building
custom kernel classes, it is not wise to fix the parameterization (this process is
called instantiation) of MyPoint<>, MyLine<> and MyConstruct<> at that point
to Kernel, as this might not be the kernel in which these classes finally end up.
We rather would like to defer the instantiation, until it is clear what the actual
kernel will be. This can be done by introducing a class Kernel base that serves
as an “instantiation-engine.” Actual kernel classes derive from Kernel base and
finally start the instantiation by injecting themselves into the base class.
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template < class K >

struct Kernel_base {
typedef MyPoint< K > Point_2;

typedef MyLine< K > Line_2;

typedef MyConstruct< K > Construct_line_2;

};
struct Kernel : public Kernel_base< Kernel > {};

In order to be able to extend New kernel in the same way as Kernel, we can
defer instantiation once again. The construction is depicted in Figure 2.

template < class K >

struct New_kernel_base : public Kernel_base< K > {
typedef NewPoint< K > Point_2;

typedef MyLeftTurn< K > Left_turn_2;

};
struct New_kernel : public New_kernel_base< New_kernel > {};

Kernel base New kernel base

Left turn 2

Construct line 2

Line 2

Point 2

New kernel

Left turn 2

Construct line 2

Line 2

Point 2

Line 2

Point 2

Construct line 2

MyPoint MyLine MyConstruct NewPoint MyTurn

Fig. 2. Deferring instantiation. Boxes stand for classes, thick dashed arrows
denote derivation, solid arrows show (template) parameters, and thin dotted
arrows have to be read as “defines” (typedef or inheritance)

Thus we achieve our easily extensible and adaptable kernel through the use
of the kernel as a parameter at two different levels. The geometric object classes
are parameterized with the kernel such that they have a way of discovering the
types of the other objects and operations. And the kernel itself is derived from a
base class that is parameterized with the kernel, which assures that any modified
types or operations live in the same kernel as the ones inherited from the base
class and there is no problem in using the two together. Note again that this
design does not create any runtime overhead, as the lookup of the correct types
and operations is to be handled during compile time.

5 Functors

The question still remains how we provide the actual functionality needed by
the classes and functions that interact through the kernel. There are a number
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of ways functions can be provided in a way that assures adaptability of the
kernel. However, efficiency is also very important since many of the predicates
and constructions are small, consisting of only a few lines of code. Therefore, the
calling overhead has to be minimal.

The classic C-style approach would be to use pointers to functions , where
adaptability is provided by the ability to change the pointer. Virtual functions
are the Java-style means of achieving adaptability. In both cases though, there
is an additional calling indirection involved; moreover, many compiler optimisa-
tions are not possible through virtual functions [27], as the actual types are not
known at compile time. This overhead is considerable in our context [24].

The solution we propose is more in line with the standard C++ library [8],
where many algorithms are parameterized with so-called function objects, or
functors . A functor is an abstraction of a function; that is, it is anything that
behaves as a function and thus, can be used as a function. It is something you can
call by using parentheses and passing arguments [17]. Obviously, a function is a
functor; but also objects of a class-type that define an appropriate operator()
can be functors. There are some advantages that make this abstraction worth-
while.

Efficiency If the complete class definition is known at compile time, the
operator() can be inlined. Handing this function object as a parameter to
some other functor is like handing over a piece of code that can be inlined and
optimized to the compiler’s taste.

Functors Have State Functors also prove to be more flexible; a functor of
class-type can carry local data. For example, the functor Less int from above
can easily be modified to count the number of comparisons done. Other examples
of state in a functor are the binders binder1st and binder2nd in the STL. They
use a local variable to store the value to which one of the two arguments of a
binary adaptable functor gets bound.

Allowing local data for a functor adds a complication to the kernel. Clearly,
a generic algorithm has to be oblivious to whether a functor carries local state
or not. Hence, the algorithm cannot instantiate the functor itself. But we can
assume that the kernel knows how to create functors. So we add access member
functions to the kernel that allow a generic algorithm to obtain an object for a
functor.

6 An Imperative Interface

Someone used to imperative-style programming might expect an interface based
on member functions and global functions operating on the geometric classes
rather than having to deal with functors and kernel objects. Due to the flexibility
in our design, we can easily provide such an interface on top of the kernel with
little overhead. For example, there is a global function

bool left_turn_2(Point_2 p, Point_2 q, Point_2 r) { ... }
which calls the corresponding functor Left turn 2 in the kernel where the points
p, q and r originate from. Some care has to be taken, to define these functions
in a proper way such that they operate on the kernel in a truly generic manner.
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Similarly, one might also want to add some functionality to the geometric
types; for example a constructor to the line class MyLine that takes two point
arguments. Again it is important that MyLine does not make assumptions about
the point type, but uses only the operations provided by the kernel. This way,
the geometric types remain nicely separated, as their – sometimes close – rela-
tionships are encapsulated into appropriate operations.

7 A Function Toolbox

Our kernel concept nicely separates the representation of geometric objects from
the operations on these objects. But when implementing a specific operation such
as Left turn 2, the representation of the corresponding point type Point 2 will
inevitably come into play; in the end, the predicate is evaluated using arithmetic
operations on some number type. The nontrivial1 algebraic computations needed
in predicates and constructions are encapsulated in the bottom layer of our
kernel architecture (Figure 1), the number-type-based function toolbox, which we
describe in this section.

A number type refers to a numerical type that we use to store coordinates and
to calculate results. Given that the coordinates we start with are rational num-
bers, it suffices to compute within the domain of rational numbers. For certain
operations we will go beyond rational arithmetic and require roots. However,
since the majority of our kernel requires only rational arithmetic we focus on
this aspect here. Depending on the calculations required for certain operations,
we distinguish between different concepts of number types that are taken from
algebra. A ring supports addition, subtraction and multiplication. A Euclidean
ring supports the three ring operations and an integral division with remainder,
which allows the calculation of greatest common divisors used, e.g., to cancel
common factors in fractions. In contrast, a field type supports exact division
instead of integral division.

Many of the operations in our kernel boil down to determinant evaluations,
e.g., sidedness tests, in-circle tests, or segment intersection. For example, the left-
turn predicate is evaluated by computing the sign of the determinant of a 2×2
matrix built from differences of the points’ coordinates. Since the evaluation of
such a determinant is needed in several other predicates as well, it makes sense
to factor out this step into a separate function, which is parameterized by a
number type to maintain flexibility even at this level of the kernel. This function
can be shared by all predicates and constructions that need to evaluate a 2×2
determinant.

Code reuse is desirable not only because it reduces maintenance overhead but
also from a robustness point of view, as it isolates potential problems in a small
number of places. Furthermore, these basic numerical operations are equally as
accessible to anyone providing additional or customized operations on top of our
kernel in the future.

8 Adaptable Algorithms
In the previous sections, we have illustrated the techniques used to realize a
kernel concept that includes functors as well as types in a way that makes both
1 beyond a single addition or comparison
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easily adaptable. Here we show how such a kernel can be put to good use in the
implementation and adaptation of an algorithm.

Kernel as Traits Class In Cgal, the geometric requirements of an algorithm
are collected in a geometric traits class which is a parameter of the algorithm’s
implementation. With the addition of functors to the kernel concept, it is now
possible simply to supply a kernel as the argument for the geometric traits class
of an algorithm. Consider as a simple example Andrew’s variant of Graham’s
scan [1,11] for computing the convex hull of a set of points in two dimensions.
Assuming the points are already sorted lexicographically, this algorithm requires
only a point type and a left-turn predicate from its traits class. Hence, the simple
example kernel from Section 4 would suffice.

In general, the requirements of many geometric traits classes are only a sub-
set of the requirements of a kernel. Other geometric traits classes might have
requirements that are not part of the kernel concept. They can be implemented
as extensions on top, having easy access to the part of their functionality that
is provided by the kernel.

Projection Traits As mentioned in Section 5, one benefit of using functors
in the traits class and kernel class is the possible association of a state with the
functor. This flexibility can be used, for example, to apply a two-dimensional
algorithm to a set of coplanar points in three dimensions. Consider the problem
of triangulating a set of points on a polyhedral surface. Each face of the surface
can be triangulated separately using a two-dimensional triangulation algorithm
and a kernel can be written whose two-dimensional part realizes the projection
of the points onto the plane of the face in all functors while actually using the
original three-dimensional data. The predicates must therefore know about the
plane in which they are operating and this is maintained by the functors in a
state variable.

Adapting a Predicate Assume, we want to compute the convex hull of a
planar point set with a kernel that represents points by their Cartesian coordi-
nates of type double2. The left-turn predicate amounts to evaluating the sign
of a 2×2-determinant; if this is done in the straightforward way by calculations
with doubles, the result is not guaranteed to be correct due to roundoff errors
caused by the limited precision.

By simply exchanging the left-turn predicate, a kernel can be adapted to
use a so-called static filter (see also next section) in that predicate. Assume for
example, we know that the coordinates of the input points are double values
from (−1, 1). It can be shown (cf. [25]) that in this case the correct sign can
be determined from the double calculation, if the absolute value of the result
exceeds 3 · (2−50 + 2−102) ≈ 2.66 · 10−15.

9 Kernel Models

The techniques described in the previous sections have been used to realize sev-
eral models for the geometry kernel concept described in Section 3. In fact, we
use class templates to create a whole family of models at once. The template
2 A double precision floating point number type as defined in IEEE 754 [16].
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parameter is usually the number type used for coordinates and arithmetic. We
categorize our kernel families according to coordinate representation, object refer-
ence and construction, and level of runtime optimization. Furthermore, we have
actually two kernel concepts in Cgal: a lower-dimensional kernel concept for the
fixed dimensions 2 and 3, and a higher-dimensional kernel concept for arbitrary
dimension d. For more details beyond what can be presented here, the reader is
referred to the Cgal reference manuals [9].

Coordinate Representation We distinguish between two coordinate repre-
sentations; Cartesian and homogeneous. The corresponding kernel classes are
called Cartesian<FT> and Homogeneous<RT> with the parameters FT and RT
indicating the requirements for a field type and ring type, respectively. Homo-
geneous representation allows many operations to factor out divisions into a
common denominator, thus avoiding divisions in the computation, which can
sometimes improve efficiency and robustness greatly. The Cartesian representa-
tion, however, avoids the extra time and space overhead required to maintain
the homogenizing coordinate and thus can also be more efficient for certain ap-
plications.

Memory Allocation and Construction The standard technique of smart
pointers can be used to speed up copy constructions and assignments of ob-
jects with a reference-counted handle-representation scheme. Runtime experi-
ments show that this scheme pays off for objects whose size is larger than a
certain threshold (around 4 words depending on the machine architecture). To
allow for an optimal choice Cgal offers for each representation a simple and
a smart-pointer based version. In the Cartesian case, these models are called
Simple cartesian<FT> and Cartesian<FT>.

Filtered Models The established approach for robust geometric algorithms
following the exact computation paradigm [28] requires the exact evaluation of
geometric predicates, i.e., decisions derived from geometric computations have
to be correct. While this can be achieved straightforwardly by relying on an
exact number type [7,18], this is not the most efficient approach, and the idea
of so-called filters has been developed to speed up the exact evaluation of pred-
icates [5,14,25]. See also the example in Section 8. The idea of filtering is to do
the calculations on a fast floating point type and maintain an error bound for
this approximation. An exact number type is only used where the approximation
is not known to give the correct result for the predicate and the hope is that
this happens seldom.

Cgal provides an adaptor Filter predicate<>, which makes it easy
to use the filter technique for a given predicate, and also a full kernel
Filtered kernel<> with all predicates filtered using the scheme presented
above.

Higher-Dimensional Kernel The higher-dimensional kernel defines a con-
cept with the same type and functor technology, but is well separated from
the lower-dimensional kernel concepts. Higher-dimensional affine geometry is
strongly connected to its mathematical foundations in linear algebra and ana-
lytical geometry. Since the dimension is now a parameter of the interface and
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since the solution of linear systems can be done in different ways, a linear alge-
bra concept LA is part of the interface of the higher dimensional kernel models
Cartesian d<FT,LA> and Homogeneous d<RT,LA>.

10 Conclusions

Many of the ideas presented here have already been realized in Cgal; parts of
them still need to be implemented. Although standard compliance is still a big
issue for C++ compilers, more and more compilers are able to accept template
code such as ours.

We would like to remind the reader that in this paper we have lifted the
curtain to how to implement a library, which is considerably more involved than
using a library. A user of our design can be gradually introduced to the default
use of one kernel, then exchanging one kernel with another kernel in an algorithm,
exchanging individual pieces in a kernel, and finally – for experts – writing a new
kernel. Only creators of a new library need to know all inner workings of a design,
but we believe also interested users will benefit from studying the design.

Finally, note that many topics could be touched very briefly only within
the scope of this article. The interested reader will find many more details and
examples, in particular regarding the implementation, in the full paper.
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Abstract. We consider resource allocation with separable objective
functions defined over subranges of the integers. While it is well known
that (the maximisation version of) this problem can be solved efficiently
if the objective functions are concave, the general problem of resource
allocation with functions that are not necessarily concave is difficult.
In this paper we show that for a large class of problem instances with
noisy objective functions the optimal solutions can be computed effi-
ciently. We support our claims by experimental evidence. Our experi-
ments show that our algorithm in hard and practically relevant cases
runs up to 40 - 60 times faster than the standard method.

1 Introduction

1.1 Resource Allocation

We consider resource allocation with separable objective functions defined over
sub-ranges of the integers, as given by

maxr1,r2,...,rn

∑n
i=1 fi(ri)

s.t.
∑n

i=1 ri = R,
(1)

where each function fi(ri) is defined over a range of integers, Ii.
Resource allocation with separable objective functions is a fundamental topic

in optimisation. When presenting algorithms for this problem, it is typically
assumed that the objective functions are concave; very little is known about the
case of non-concave functions. In the general case, where there is no assumption
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on the shape of the functions, the standard method is to use brute force and, for
any pair of functions that are aggregated into one, test all possible solutions.
In this paper, we present a new algorithm tailored for the case when there

is no prior knowledge about the involved objective functions. The idea is to
take advantage of favourable properties of the functions whenever possible. In
effect, we obtain a new algorithm for efficient handling of a very general class of
non-concave and noisy objective functions.
A typical function with such properties is illustrated in the lower left part

of Figure 3. The function is noisy, and even with the noise removed, it is non-
concave. The function has some regularity though: seen from a distance it looks

The interest in handling
of noisy functions stems
from problems that ar-
rise in practice as soon
as some of the aggre-
gated functions are non-
concave. We do not con-
sider e.g. filtering of
random sampling noise
on top of the true
functions, but treatment
of functions that truly
have some irregularities.
When a number of func-
tions has been aggre-
gated the resulting func-
tion is very close to a
“smooth” function, but
it has irregularities on
top. The irregularities
originates in the non-
concave input functions.

”smooth”. The basic idea of our algorithm is to di-
vide the objective functions into a small number
of intervals and to filter out the noise, such that
each interval can be treated as either convex or
concave. We then use previous techniques [3] for ef-
ficient pair-wise aggregation of objective functions,
extended with a neighbourhood search, as described
in this paper. Altogether, we manage to obtain a
pruning of the search space; the number of alloca-
tions that needs to be tested is significantly reduced.
The robustness of our algorithm makes it very use-
ful in practice. Furthermore, the overhead of the al-
gorithm is small enough to allow for fast implemen-
tation. Indeed, it competes very well with the brute
force algorithm, although the brute force algorithm
has the advantage of being simple and straightfor-
ward. This is demonstrated by experimental ev-
idence. It is even the case that we achieve sur-
prisingly good results also for seemingly impossible
cases. One such case consists of a set of completely
random objective functions. At a first glance, it
might seem that there is no hope to improve over
the brute force method for such a problem, but our

new algorithm offers a significant speedup by taking advantage of smoothness
whenever possible.

1.2 The Field of the Contribution

The brute force algorithm, as well as our algorithm, is based on pair-wise ag-
gregation of objective functions. In a typical implementation of the brute force
method, the global objective function is computed by incorporating the func-
tions one by one [7, pp. 47-50], but it is also possible to aggregate the functions
in a balanced binary tree fashion [2]. In our experiments, we have chosen the
second alternative mostly because this method is more suited for implementa-
tion in a distributed environment, which is prevailing in the application of power
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load management which we have in mind. We have no reason to believe that the
experiments would show any major difference had the other method been used.
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Fig. 1. The basic step when aggregating objective functions is the aggregation of two
functions into one

In either case, the basic step is the aggregation of two objective functions
into one, see Figure 1. Given two functions f1 and f2 defined over subintervals of
length I1 and I2, compute the aggregated function ft, defined over a subinterval
of length (at most)1 I1 + I2:

ft(r) = max
r1+r2=r

f1(r1) + f2(r2), (2)

and for each r in the subinterval compute the corresponding r1 and r2.
The complexity of aggregating two objective functions depends on the prop-

erties of the functions. Two cases are typically distinguished, e.g. [7, 5]:

– The general case, when no assumptions can be made about the functions.
Then an aggregation requires Θ(I1I2) time.

– The special case of two concave functions. Then the aggregation can be made
much faster, in Θ(I1 + I2) time.

As the domain of the objective functions may be very large compared to the
number of functions, the difference between these two complexities will be sig-
nificant in many applications. Despite the fundamental nature of the problem
and its practical importance, we have found nothing applicable done by others
in recent literature, cf. [6], that tackles the problem with lower complexity than
what is presented in the textbook by Ibaraki and Katoh [7], i.e. Θ(I1I2).
In previous work [3], we have introduced an algorithm for pair-wise aggrega-

tion of objective functions. The main point of that work is that the complexity
of the aggregation is adaptive to the shape of the two functions to be aggregated;
the simpler curves the lower complexity.
The main contribution of this paper is that it generalises the previous work

to manage noisy cases. First, we are able to handle functions that are close to
1 If the total available resource to be allocated is smaller than I1 + I2, then the aggre-
gated function need not be computed over the entire interval I1 + I2.
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concave but noisy (see Figure 2) in an efficient way. Furthermore, we handle
noisy functions that basically are non-concave but in some sence smooth (as the
ones in Figure 3).
It is worth pointing out that noisy looking objective functions do not only

occur when the input functions are noisy themselves; even with nicely shaped
input functions the functions occurring after a number of aggregations are func-
tions that are close to “smooth” functions but are irregular. The irregularities
originate from non-concave segments of input functions, see the experimental
results in Section 4 and Figure 7.
Another important contribution is our implementation work and the experi-

ments showing the robustness of our algorithm.

Fig. 2. Top row: The allocation of r = r1 + r2 indicated by the two dots is obviously
not optimal and it is well known how to avoid testing it for optimality. Bottom row:
It is easy to see that the allocation is not optimal also when the functions are slightly
noisy and it is rather easy to avoid testing it for optimality

The full description of the algorithm is rather extensive and cannot be given
in this paper, but is available in a technical report [1]. In addition, it is possible
to download the Java classes needed to run the test program, download site:
http://www.csd.uu.se/˜perc/papers/noisy/.
Outline of the paper: In Section 2 we state our main result. In Section 3 we

give a high level overview of the algorithm. This is followed, in Section 4, by
experimental results, and finally we give some conclusions, Section 5.

2 Main Result

In this work we show that it is possible to aggregate two objective functions
efficiently and optimally if the objective functions could be divided into a small
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Fig. 3. Top row: In previous work [3] we have shown how to efficiently compute the
optimal allocation when the objective functions are not restricted to concave functions.
The basic idea is to divide the functions into segments. Bottom row: In this paper we
turn to the practically relevant case when the objective functions can be accurately
approximated with fairly well shaped functions. By filtering out the noise the functions
can be partitioned into segments as the functions in the top row. This is combined with
a neighbourhood search to obtain the optimal solution. Also in this figure it is clear that
the marked allocations can not be optimal, though constructing an efficient algorithm
for the bottom case is non-trivial

number of segments that essentially are concave and convex but have some
rather low amplitude noise (see Figure 2 and 3). We present an algorithm, Al-
gorithm 1, that is based on the algorithm presented in our previous work, [3],
but is generalised to manage low amplitude noise.
It is well known, [7], [2], that it is possible to aggregate two functions by

testing all combinations. (Here referred to as the brute force method.)

Statement 1. Let f1 and f2 be two objective functions (not necessarily con-
cave) defined over intervals of length I1 and I2. The aggregated function and
the corresponding allocations can be computed in O(I1 · I2) time by testing of all
combinations [7].

With n objective functions to aggregate this can be done in O(nR2) time,
where R is the resource to be allocated.
We have shown that when it is possible to divide the functions into a (prefer-

ably small) number of segments, cf. Figure 3, top row, that are either concave
or convex it is possible to do better.
The algorithm is a two step algorithm. First the functions are divided into

segments (in linear time), then all segments of the first function are combined
with all segments of the second one in a search for candidate allocations. We
have shown that, for each segment combination, this search can be done in time
linear in the size of the segments.
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Statement 2. Let f1 and f2 be two objective functions defined over intervals
of length I1 and I2. Furthermore, assume that the two functions can be divided
into s1 and s2 segments respectively, such that each segment is either convex or
concave. Then the aggregated objective function and the corresponding optimal
allocations can be computed in O(I1s2 + I2s1) time [3].

In some situations the growth of the complexity as a function of the number of
segments turns out to be a problem since the number of segments often grows
large due to low amplitude noise. This noise arises when (some of) the functions
are non concave, cf. Section 4. A consequence is that the overall complexity
grows and reaches the complexity of testing all combinations.
A way of solving this is to filter out the noise by accepting a small hull dis-

tance (defined in Section 3) when dividing the functions into (concave and con-
vex) segments. Then the neighbourhood of each candidate allocation is searched
until the (verified) locally optimal solution has been found. The algorithm com-
bines all segments of the first function with all segments of the second one.
Since a globally optimal allocation has to be locally optimal for some segment
combination, all globally optimal allocations are found this way.

Statement 3. Let f1 and f2 be two objective function (not necessarily concave),
with relatively small amplitude noise. Furthermore, assume that after a small
adjustment of each function value, the functions could be divided into a small
number of segments, such that each segment is either convex or concave.

Then the aggregated objective function and the corresponding optimal allo-
cations can be computed in time considerably less than what is needed for a
complete search of all possible combinations.

The complexity is dependent on the number of segments the functions are
divided into and the amplitude of the noise.

However, with n objective functions to aggregate we still have not managed to
achieve an overall complexity lower than O(nR2). Still, the algorithm offers a
pruning of the search space (compared to a complete search of all combinations)
and running times that in practical cases are considerably less than the running
times of a the brute force algorithm (see Section 4).

3 Technical Overview

Due to space constraints we can only give a very high level descriptions here,
and we refer to our technical report [1] for details.
The problem of noisy functions described above is solved with an algorithm

whose basic idea can be described in the following high level way :

(i) Divide the functions to be aggregated into segments that with a given (prefer-
ably small) hull distance could be viewed as convex and concave, and accu-
rately describes the functions, see Figure 4, and
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(ii) follow our previous algorithm (designed without the idea of a hull dis-
tance) [3] on the hull functions (that are either concave or convex) over
the segments but run a few extra steps in a neighbourhood search to guar-
antee that the solution is optimal for the original functions. (Hull functions
and hull distances are defined below.)

Hull functions and hull are defined as follows:

Definition 1. f̂ is the smallest concave function such that f̂(r) ≥ f(r) for all r
within a specific segment.
In the same way f̌ is the largest function that is convex such that f̌(r) ≤ f(r)
for all r within the segment.

The functions f̂ and f̌ are illustrated in Figure 4. We use f̂ and f̌ as functions
guiding the search. In this way the number of segments that the function is
divided into is reduced.

Definition 2. The hull function of a segment is either f̂ or f̌ .

Definition 3. We define the hull distance, ε, as the maximum distance be-
tween f and f̂ or f̌ (depending on which one is used as hull function of the
segment), see Figure 4.

Fig. 4. A noisy function is divided into segments with a hull function that is either
concave or convex

3.1 The Algorithm

Once again, the algorithm is a two step algorithm. First the functions are divided
into segments, Section 3.2. Then our previous algorithm and a neighbourhood
search strategy is applied on all possible segment combinations. For a pseudo
code representation of the algorithm this has to be expressed more formally.
Recall the definitions of f1, f2, ft, I1 and I2 from Equation (2). Let the

aggregated function, ft, be represented by a vector ft, and let the corresponding
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(optimal) allocations of r1 and r2 for each r be represented by the vectors r1and
r2 respectively.2

With this notation we can express our algorithm for pair-wise aggregation of
objective functions as follows:

Algorithm 1. Algorithm for aggregation of two functions

For every element, i, of the ft vector

ft(i)← −∞
Divide f1 and f2 into segments with concave and convex hull functions

For every combination of segments with one segment from f1 and one from f2

For every local candidate allocation, (r1, r2)
of the hull functions

{
Search the neighbourhood3

If ft(r
′
1 + r′2) < f1(r

′
1) + f2(r

′
2)

for any (r′1, r
′
2) of

the neighbourhood of (r1, r2)
{

ft(r
′
1 + r′2)← f1(r

′
1) + f2(r

′
2)

r1(r
′
1 + r′2)← r′1

r2(r
′
1 + r′2)← r′2

}
}

In the following two sections we give a brief overview of the two steps of the
algorithm, the construction of segments (that is not the main focus of our work)
and the actual search for optimal allocations.

3.2 Constructing the Segments

The segments could be constructed in several ways. Here we give a short de-
scription of the strategy used in the test implementation.
The segments are constructed using the incremental algorithm for building

the convex hull of a point set, see e.g. [4], applied on (a part of) the objective
function. This gives a lower path equal to f̌ and an upper path equal to f̂ .
This is done in a recursive fashion. First construct a hull function on the

entire function. If the hull distance is not bigger than tolerated for either f̌ or
f̂ we are done. Otherwise divide the segment in equal halves and repeat the
process.

3.3 Finding all Candidate Allocations

All segments of the first function are combined with all segments of the sec-
ond function in a search for candidate allocations. The main principle of the
2 Again, if the total resource which can be allocated is smaller than I1 + I2, then
smaller vectors can be used.

3 Described in the lemmas of our technical report.
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algorithm is to apply the old algorithm [3] to the hull functions and use the can-
didates as starting points for a neighbourhood search for the optimal solution
on f1 and f2. In this way all possible optimal allocations of the true functions
are found.
There are three possible segment combinations:

– two segments with concave hull functions,
– two segments with convex hull functions, and
– one segment with a concave hull function and one with a convex hull function.

Defining the neighbourhoods of the first two combinations is rather straight
forward, and for the third one it is hard [1]. For illustration we sketch the prin-
ciples of the neighbourhood search for the first combination, two segments with
concave hull functions. The idea of the neighbourhood definition could be viewed
in Figure 5. Loosely we could say that when the combination of the hull func-
tions is less valuable than the best allocation found on the true functions the
search could be pruned.

0 5 10 15 20
r1

0 5 10 15 20
r2

Fig. 5. The allocation r1 = r2 = 9, which is optimal with respect to the hull functions,
is the starting point of a neighbourhood search. The search is ended when the slope of
the dashed line with diamonds of the left pane is greater than the corresponding slope
in the right pane

Since all segment combinations are searched all optimal allocations are found [1].

4 Experimental Results

We have run a series of tests and the results are illuminating. The tests were run
using the algorithm in a tree structured [2] system for resource allocation. The
system is implemented in Java and the tests that are referred below were run
on a Sun Ultra 10 (tests have been run on other Java systems too with small
variations in the results).

4.1 Tree-Structured Aggregation

As pointed out above, the basic step of solving the resource allocation problem is
the aggregation of two objective functions into a new objective function. In our
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experiments, we have used this basic step within a tree structure. As leaves of the
tree, we have the original objective functions, the internal nodes are aggregated
functions, the global objective function being the root, cf. Figure 6. One great
advantage of this is that it is highly suitable for distributed resource allocation.
With this structure it is possible to distribute the computational work in the
network and to avoid communication bottlenecks, since all the computation does
not have to be done at one central point [2].
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Fig. 6. We have presented an algorithm for resource allocation that is designed with
distributed resource allocation in mind, [2]. In this paper we are focusing the pair-wise
aggregation that is an essential subroutine of this and other algorithms

4.2 Experiments

In our tests4 our algorithm for pair-wise aggregation is used within an algorithm
that

(i) is tree structured (Figure 6),
(ii) in the bottom, where the functions are defined over small intervals, performs

a complete search of all combinations, like the brute force algorithm,
(iii) uses our previous algorithm until the number of segments is considered too

large, and
(iv) when the number of segments is considered too large turns to using the

algorithm introduced in this paper.

The main point of this section is to show that our novel algorithm not only prunes
part of the search space compared to the more simple algorithm of testing all
combinations, but also is faster for practically relevant instances (despite its
larger overhead).

4 The Java classes needed for running the tests, and a couple of other small test
programs, can be downloaded from http://www.csd.uu.se/˜perc/papers/noisy/.
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Timing Considerations In our experiments we have measured the total run-
ning time as well as the time and number of evaluations used at the top level. The
aggregation at the lower levels of the aggregation hierarchy is of minor interest
(the functions are typically defined over small intervals and a complete search is
of low cost). Therefor we focus on the top level measure in our evaluation (see
the tables below).

Experiment 1: Two Functions Based on a Set of Five Hundred Mixed
Functions The first example is chosen to reflect our application area of power
load management. It is realistic to assume that the objective functions of the vast
majority of the loads in an electricity grid are concave. However, some functions
will be non-concave, e.g. staircase shaped. A few levels up in the aggregation
hierarchy the aggregated objective functions could be accurately approximated
with a concave function, but a low amplitude noise prevents our previous aggre-
gation algorithm from being highly efficient, see Figure 7. Also, because of this
noise, standard algorithms for concave functions cannot be applied.
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Fig. 7. The resulting function when one hundred mixed functions are aggregated is
almost concave. (A part of the aggregated function is enlarged so that it is possible to
see the noise)

The functions that we aggregate in this test are five hundred functions that
are randomly generated and ordered. One third of them are concave, one third
are convex, and one third are staircase shaped. The length of the intervals that
the functions are defined over differs up to a factor five. All variations are ran-
domly distributed over the set of functions. The number of segments accepted
before trying to reduce it is chosen so that the algorithm for pair-wise aggrega-
tion based on hull functions is used at higher levels of the aggregation hierarchy.
A series of tests were run with different hull distances (which effect the number
of segments and the neighbourhood searched), as described in Table 1.
With this input and configuration the aggregation at the top level was be-

tween three and 44 times faster with our new algorithm compared to the simple
algorithm of Statement 1. The variance is due to the choice of hull distance
when constructing the segments, see Section 3.2. Counting actual comparisons
the difference is even bigger.
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Table 1. Aggregating 500 mixed functions. Our algorithm for pair-wise aggregation
compared to a complete search of all possibilities. The ε is the hull distance (defined
in Section 3.2). In this case the running time of the top level aggregation becomes
independent of the hull distance when ε ≥ 4 since the algorithm is able to construct
one concave hull function per function, cf. Section 3.2

Instance Total #Evaluations Time (s)
Time (top level) (top level)

Complete Search 72.1 61,868,250 33.2

Our Alg., ε = 0.01 33.3 8,692,049 11.5

Our Alg., ε = 0.1 12.3 890,327 2.4

Our Alg., ε = 0.25 10.4 602,657 1.4

Our Alg., ε = 0.5 9.8 557,067 1.2

Our Alg., ε = 1 9.6 666,945 1.4

Our Alg., ε = 2 9.9 621,584 1.3

Our Alg., ε = 4 9.3 482,156 0.7

Experiment 2: A Noisy Concave Function and a Smooth Function
Often the function that is noisy could be accurately approximated with a single
concave function, see Figure 2 and 7. Although this is the normal case, there are
situations, e.g. in power load management, where this does not hold.
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Fig. 8. If e.g. a power plant with a staircase shaped objective function is aggregated
with a noisy concave function the result is a non concave noisy function. (Parts of the
noisy functions are enlarged so that it is possible to see the noise)

One could think of a power plant that has two generators, and thereby an
objective function that is staircase shaped (as the one in Figure 8, bottom left).
Due to its large impact on the system it is introduced on a rather high level
in the aggregation hierarchy (so that it is in balance with the other nodes on
the same level). When a staircase shaped function is aggregated with a noisy
concave function the result often is non concave and noisy, cf. Figure 8.
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Table 2. Aggregating a staircase shaped function, e.g. the objective function of a
power plant, and a noisy concave function. Our algorithm for pair-wise aggregation
compared with a complete search of all possibilities. The ε is the hull distance (defined
in Section 3.2)

Instance #Evaluations Time (s)

Complete Search 8,865,000 4.83

Our Alg., ε = 0.01 874,046 1.66

Our Alg., ε = 0.1 307,232 0.56

Our Alg., ε = 0.25 357,254 0.52

Our Alg., ε = 0.5 479,622 0.92

Our Alg., ε = 1 558,127 0.67

Our Alg., ε = 2 794,694 0.95

The functions used in this test was a staircase shaped function (e.g. the
objective function of a power plant) and a noisy function that was close to
concave (a function that was the result of an aggregation of a set of mixed
functions, as the set in experiment one). The functions were defined over around
3,000 sample points each. As described in Table 2 our algorithm was between
three and ten times faster than the brute force algorithm.

Experiment 3: Two Functions Based on a Set of Five Hundred Ran-
dom Functions As an adversary test based on a larger set of input functions
we have tried random noise functions, see Figure 9. However, even here the
algorithm behaves surprisingly well.
With a set of five hundred functions constructed with random values in

[0 . . . 1] and a reasonable choice of hull distance the algorithm runs the top
level aggregation up to 65 times faster than the complete search algorithm, see
Table 3.

Table 3. Aggregating 500 random functions. Our algorithm for pair-wise aggregation
compared with a complete search of all possibilities. The ε is the hull distance (defined
in Section 3.2). The running time of the top level aggregation becomes independent of
the hull distance when ε ≥ 0.1 since the algorithm is able to construct one concave hull
function per function, cf. Section 3.2

Instance Total #Evaluations Time (s)
Time (top level) (top level)

Complete Search 69.9 62,115,388 38.6

Our Alg., ε = 0.01 28.4 893,310 2.45

Our Alg., ε = 0.1 6.68 353,444 0.59
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Fig. 9. The resulting function when five hundred random functions are aggregated is
almost concave. Already at the second aggregation level the almost concave shape of
the aggregated function is obvious

4.3 Summary of the Experiments

Our new algorithm not only theoretically prunes part of the search space, but
also runs faster than the more simple method of testing all combinations (despite
its larger overhead). It should also be noted that whereas the implementation of
the brute force algorithm can be expected to be close to optimised (because of its
simplicity) much could probably be done to improve our first test implementa-
tion of the more complicated algorithm, particularly regarding the segmentation
(which is not in focus in this paper).

5 Conclusions

In this paper, we have presented a robust algorithm for resource allocation with
separable objective functions. It is particularly interesting to note that we can
handle seemingly impossible instances, such as random functions, more efficient
than the obvious brute force algorithm. Simply said, whenever there is some
regularity in the input, either in the original objective functions or in the inter-
mediate aggregated functions, we take advantage of this.
Although our algorithm is more involved than the brute force algorithm, the

implementation overhead is affordable, as shown by our experiments. Therefore,
our new algorithm is a competitive candidate for practical applications.
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Abstract. The simple plant location problem is a well-studied problem
in combinatorial optimization. It is one of deciding where to locate a set
of plants so that a set of clients can be supplied by them at the minimum
cost. This problem often appears as a subproblem in other combinatorial
problems. Several branch and bound techniques have been developed to
solve this problem. In this paper we present some techniques that en-
hance the performance of branch and bound algorithms. Computational
experiments show that the new algorithms thus obtained generate less
than 60% of the number of subproblems generated by branch and bound
algorithms, and in certain cases require less than 10% of the execution
times required by conventional branch and bound algorithms.

1 Introduction

Given sets I = {1, 2, . . . ,m} of sites in which plants can be located, J =
{1, 2, . . . , n} of clients, a vector F = (fi) of fixed costs for setting up plants
at sites i ∈ I, a matrix C = [cij ] of transportation costs from i ∈ I to j ∈ J , and
an unit demand at each client site, the Simple Plant Location Problem (SPLP) is
the problem of finding a set S, ∅ ⊂ S ⊆ I, at which plants can be located so that
the total cost of satisfying all client demands is minimal. The costs involved in
meeting the client demands include the fixed costs of setting up plants, and the
transportation cost of supplying a given client from an open plant. The SPLP
forms the underlying model in several combinatorial problems, like set covering,
set partitioning, information retrieval, simplification of logical Boolean expres-
sions, airline crew scheduling, vehicle despatching (Christofides [4]), assortment
(Beresnev et al. [3], Goldengorin [7], Jones et al. [10], Pentico [11], Tripathy et
al. [13]) and is a subproblem for various location analysis problems (Revelle and
Laporte [12]). The SPLP is NP-hard (Cornuejols et al. [5]), and many exact
and heuristic algorithms to solve the problem have been discussed in the liter-
ature. Most of the exact algorithms are based on a mathematical programming
formulation of the SPLP. Interestingly, none of them explicitly incorporate pre-
processing. A detailed discussion of exact algorithms for the SPLP appears in
Cornuejols et al. [5].

G. Brodal et al. (Eds.): WAE 2001, LNCS 2141, pp. 106–117, 2001.
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The pseudo-Boolean representation of the SPLP facilitates the construction
of rules to reduce the size of SPLP instances (Beresnev et al. [3], Cornuejols et
al. [5], Dearing et al. [6], Goldengorin et al. [8], etc.). These rules have never
been used in the explicit description of any algorithm for the SPLP in the avail-
able literature. In this paper we propose enhancements to branch and bound
algorithms that use these rules, not only for preprocessing, but also as a tool to
either solve a subproblem or reduce its size. We also use coefficients of a pseudo-
Boolean polynomial representation of the SPLP to compute efficient branching
functions. For the sake of simplicity, we use a common depth first branch and
bound scheme in our implementations and a simple combinatorial bound, but
the concepts developed herein can easily be implemented in any of the algorithms
cited in Cornuejols et al. [5]. Our implementations demonstrate the effectiveness
of these enhancements for branch and bound algorithms.

The remainder of this paper is organized as follows. In Section 2 we describe
a pseudo-Boolean representation of the SPLP. In Section 3 we describe the pro-
posed enhancements in detail, and in Section 4, our computational experience
with them. We summarize the paper in Section 5 and propose directions for
further research.

2 A Pseudo-Boolean Approach to SPLP

The pseudo-Boolean approach to solving the SPLP (Hammer [9], Beresnev [2])
is based on the fact that any instance of the SPLP has an optimal solution
in which each client is supplied by exactly one plant. This implies, that in an
optimal solution, each client will be served fully by the open site closest to it.
Therefore, it is sufficient to determine the sites where plants are to be located,
and then use a minimum weight matching algorithm to assign clients to plants.
We present below a combinatorial (1) and a pseudo-Boolean (5) statement of
the SPLP.

An instance of the SPLP can be described by a m-vector F = (fi), and a
m× n matrix C = [cij ]. We assume that elements of F and C are nonnegative.
The total cost f[F |C](S) associated with a solution S consists of two components,
the fixed costs

∑
i∈S fi, and the transportation costs

∑
j∈J min{ci,j|i ∈ S}, i.e.

f[F |C](S) =
∑

i∈S fi +
∑

j∈J min{ci,j |i ∈ S}, and the SPLP is the problem of
finding

S� ∈ argmin{f[F |C](S) : ∅ ⊂ S ⊆ I}. (1)

A m × n ordering matrix Π = [πij ] is a matrix each of whose columns
Πj = (π1j , . . . , πmj)T define a permutation of 1, . . . ,m. Given a transportation
matrix C, the set of all ordering matricesΠ such that cπ1jj ≤ cπ2jj ≤ · · · ≤ cπmjj ,
for j = 1, . . . , n, is denoted by perm(C). Defining

yi =
{
0 if i ∈ S
1 otherwise, for each i = 1, . . . ,m (2)
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we can indicate any solution S by a vector y = (y1, y2, . . . , ym). The fixed cost
component of the total cost can be written as FF (y) =

∑m
i=1 fi(1− yi).

Given a transportation cost matrix C, and an ordering matrix Π ∈ perm(C),
we can denote differences between the transportation costs for each j ∈ J as

∆c[0, j] = cπ1jj , and
∆c[l, j] = cπ(l+1)jj − cπljj , l = 1, . . . ,m− 1.

Then, for each j ∈ J , min{ci,j |i ∈ S} = ∆c[0, j] +∆c[1, j] · yπ1j +∆c[2, j] · yπ1j ·
yπ2j + · · ·+∆c[m− 1, j] · yπ1j · · · yπ(m−1)j = ∆c[0, j] +

∑m−1
k=1 ∆c[k, j] ·∏k

r=1 yπrj ,
so that the transportation cost component of the cost of a solution y corre-
sponding to an ordering matrix Π ∈ perm(C) is TC,Π(y) =

∑n
j=1

{
∆c[0, j] +

∑m−1
k=1 ∆c[k, j] ·∏k

r=1 yπrj

}
.

Thus the total cost of a solution y to the instance [F |C] corresponding to an
ordering matrix Π ∈ perm(C) is given by the pseudo-Boolean polynomial

f[F |C],Π(y) = FF (y) + TC,Π(y)

=
m∑

i=1

fi(1 − yi) +
n∑

j=1

{
∆c[0, j] +

m−1∑

k=1

∆c[k, j] ·
k∏

r=1

yπrj

}
. (3)

It can be shown (Goldengorin et al. [8]) that the total cost function f[F |C],Π(·)
is identical for all Π ∈ perm(C). We call this pseudo-Boolean polynomial the
Beresnev function B[F |C](y) corresponding to the SPLP instance [F |C] and Π ∈
perm(C). In other words

B[F |C](y) = f[F |C],Π(y) where Π ∈ perm(C). (4)

We can formulate (1) in terms of Beresnev functions as

y� ∈ argmin{B[F |C](y) : y ∈ {0, 1}m,y �= 1}. (5)

Beresnev functions assume a central role in the enhancements described in
the next section.

3 Enhancing Branch and Bound Algorithms

In this section we describe enhancements to Branch and Bound (BnB) algo-
rithms to solve SPLP instances. The algorithms thus obtained are collectively
called branch and peg (BnP) algorithms. We will use depth first search in our
algorithms, but the concepts can also be used unaltered in best first search. We
use the following notation in the remainder of this section. A solution to a SPLP
instance with |I| = m and |J | = n is denoted by a vector y of length m, that is
defined on the alphabet {0, 1,#}. yj = 0 (respectively, yj = 1) indicates that a
plant will be located (respectively, not located) at the site with index j. yj = #
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indicates a decision regarding locating a plant at the site with index j has not
yet been reached. A vector y with yj = # for some j is called a partial solution,
while all other solutions are called complete solutions. The process of setting the
value of yj for some index j in any partial solution y to 0 or 1 is called pegging.
Indices j for which yj = # are called free indices while the other indices (for
which yj = 0 or 1) are called pegged indices.

The Beresnev function corresponding to the SPLP allows us to develop rules
using which we can peg certain indices in a solution by examining the coefficients
of the terms in it. The rule that we use here was first described in Goldengorin
et al. [8] as a preprocessing rule.
Pegging Rule (Goldengorin et al. [8]) Let B[F |C](y) be the Beresnev function
corresponding to a SPLP instance [F |C] in which like terms have been aggre-
gated. Let ak be the coefficient of the linear term corresponding to yk and let tk
correspond to the sum of all non-linear terms containing yk. Then

(a) If ak ≥ 0 then there is an optimal solution y� in which y�
k = 0.

(b) If ak < 0, |ak| ≥ tk, and setting yk = 1 does not render the current partial
solution infeasible, then there is an optimal solution y� in which y�

k = 1.

The key factor in the implementation of this pegging rule is an efficient way of
computing ak and tk values for each index in a partial solution. We implemented
this using the ordering matrix Π and two vectors, top and bottom. Initially, for
each j ∈ J , topj = 2 and bottomj = m. Figures 1–3 describe the computation
of ak and tk for any index k using top and bottom, and updating of top and
bottom after pegging of any index.

function compute ak(k: index)

begin

set ak ← −fi;

for each index j ∈ J
begin

if topj points to an element in a row lower than that

pointed to by bottomj

continue;

if topj points to an entry not marked k
continue;

ak ← ak + cπtopj j − cπtopj−1 j;

end;

return ak;

end;

Fig. 1. Computing ak

In the remainder of this section, we will assume the existence of a function
PegPartialSolution that takes in a partial solution as its input and returns
the solution obtained by applying the pegging rule repeatedly until no variable
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function compute tk(k: index)

begin

set tk ← 0;
for each index j ∈ J
begin

if topj points to an element in a row lower than that

pointed to by bottomj

continue;

t ← m such that πm j = k;
tk ← tk + cπbottomj j − cπt j;

end;

return tk;
end;

Fig. 2. Computing tk

function update (k: index)

begin

if k is pegged to 1
begin

for each index j ∈ J
begin

t ← m such that m > topj , yπm j �= 1;
topj ← m;

end;

end

else if k is pegged to 0
begin

for each index j ∈ J
begin

t ← m such that πm j = k;
bottomj ← min{t, bottomj};

end;

end

end;

Fig. 3. Updating top and bottom
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could further be pegged. This rule will be used for preprocessing in both BnB and
BnP algorithms, as well as for pegging variables in partial solutions in the BnP
search tree. For notational convenience, we will denote the solution obtained after
preprocessing, i.e. by running PegPartialSolution on (## · · ·#), the initial
solution. This solution forms the root of the BnP and BnB search trees.

The choice of the variable to branch on is critical for the success of a branch
and bound scheme. The following trivial branching function can be used in the
absence of any prior knowledge regarding the suitability of the variable to branch
on.

Branching Function 1 Return the variable with the minimum free index in
the subproblem.

However, we could use information from the coefficients of the Beresnev func-
tion to create a more effective branching functions.

Consider a subproblem in which the partial solution, after being pegged by
the PegPartialSolution function, is y. For each variable yk in the solution
that has not been pegged, let yk0 be obtained by forcibly pegging yk to 0,
and running PegPartialSolution on the resultant solution; and let φk0 be the
number of free indices in yk0. Similarly, let yk1 be obtained by forcibly pegging yk

to 1 in y, and running PegPartialSolution on the resultant solution; and let
φk1 be the number of free indices in yk1. If we want to obtain a quick upper
bound for the solution at the current subproblem by solving its subproblems
by pegging, then φk = min(φk0, φk1) is a good measure of the suitability of yk

as a branching variable. (Other combinations of φk0 and φk1, such as φk0+φk1
2

could also be used, but our preliminary experimentation shows that these do not
cause significant differences in the results obtained.) A branching function based
on such a measure can be expected to generate relatively fewer subproblems
while solving a SPLP instance. However, the calculations involved would take
excessive time. As a compromise therefore, we could use a branching function
that generates the ordering of the indices once for the initial solution and uses
it for all subproblems. This branching function is described below.

Branching Function 2 For a free index k in the initial solution y, let φk0

(respectively, φk1) be the number of free indices in the solution obtained by set-
ting yk = 0 (respectively, yk = 1) in the initial solution and running PegPartial-
Solution on it. Define the fitness of φi the index i as

φi =
{
min(φi0, φi1) if i is free in the initial solution,
∞ otherwise.

Generate an ordering of indices 1, . . . ,m, such that index p precedes index q only
if φp ≤ φq. Return the variable with the minimum free index in this ordering.

A third branching function may be devised in the following manner. Con-
sider a subproblem in which the partial solution, after being pegged by the
PegPartialSolution function, is y. From the Pegging Rule, we conclude that
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ak < 0 and tk + ak > 0 for each variable yk in the solution that has not been
pegged. yk would have been pegged to 0 in this solution if the coefficient of linear
term involving yk in the Beresnev function would have been increased by −ak. It
would have been pegged to 1, if the same coefficient would have been decreased
by tk + ak. Therefore we could use φk = max(−ak, tk + ak) as a measure of the
improbability of yk being pegged in any subproblem of the current subproblem.
If we want to reduce the size of the branch and bound tree by pegging such
variables, then we can think of a branching function that returns the variable yj

with a free index and having the largest φj value. Again, in order to save ex-
ecution time, we consider the following branching function that generates the
ordering of indices once for the initial solution and uses it for all subproblems.

Branching Function 3 Define the fitness φi of the index i as

φi =
{
max{−ai, ti + ai}. if i is free in the initial solution,
−∞ otherwise.

Generate an ordering of indices 1, . . . ,m, such that index p precedes index q only
if φp ≤ φq. Return the variable with the minimum free index in this ordering.

In the remainder of this section we will assume the existence of a function
FindBranchingV ariable that takes a partial solution as input, and returns the
best variable to branch on.

function BnP (y: Partial Solution)

begin

if y is a complete solution

begin

update best if necessary;

return;

end;

y← PegPartialSolution(y);

yk ← FindBranchingV ariable(y);

set yk ← 0;

if B(y) < z(best) then BnP(y);

set yk ← 1;

if B(y) < z(best) then BnP(y);

return;

end;

Note:

best: Best solution found so far;

z(·): A function to compute the cost of a solution.
B(·): A function to compute the bound from a partial solution.

Fig. 4. Pseudocodes for BnP algorithms
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The pseudocode for a recursive implementation of BnP algorithms are pre-
sented in Figure 4. We implemented BnB and BnP algorithms to evaluate their
performance on randomly generated problem instances as well as on benchmark
problem instances. The BnB algorithm was implemented using Branching Func-
tion 1. The BnP algorithms were implemented using each of the three branch-
ing functions. Notice that we use preprocessing, (using the PegPartialSolution
function) for both BnB and BnP algorithms. The pseudocode for the bound
used in all the implementations is presented in Figure 5. It is an adaptation of a
similar bound for general supermodular functions for the SPLP. The algorithms
were implemented to allow a maximum execution time of 600 CPU seconds per
SPLP instance. The codes were written in C, and run on a Pentium 200 MHz
computer running Redhat Linux.

function B (y: Partial Solution)

begin

S = {j : yj = 0};
T = {j : yj �= 1};
l1 = z(S)−Pk∈T\S max{0, z(S)− z(S + k)};
l2 = z(T )−Pk∈T\S max{0, z(T )− z(T − k)};
return max{l1, l2};

end;

Note: z(P ) is assumed to compute the cost of a solution y such that yk = 0 ⇐⇒ k ∈ P .

Fig. 5. Pseudocode for the bound used in the implementations

4 Computational Experiments

We have tested the BnB and BnP algorithms on two types of instances; randomly
generated, and benchmarks from the OR-Library ( [1]). The random problem
instances were generated in sets of 10 instances each. A problem set is identified
by three parameters — the cardinality of the set I (i.e., m), that of the set J
(i.e., n), and the density index γ. γ indicates the probability with which an
element in the cost matrix has a finite value. Care is taken that while generating
the instances, regardless of the γ value, each client can be supplied from a plant
in at least one of the candidate sites at finite cost. In each of the randomly
generated instances, the fixed costs were chosen from a uniform distribution
supported on [10.0, 1000.0], and the finite transportation costs were chosen from
a uniform distribution supported on [1.0, 100.0]. The benchmark instances were
obtained from the OR-Library [1]. There are twelve SPLP problem instances in
this library, four with m = 16 and n = 50, four with m = 25 and n = 50, and
four with m = n = 50. The density index of the transportation cost matrices for
all these instances was γ = 1.0.
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Table 1. Number of instances in each set solved within 600 CPU seconds

BnB BnP
m n γ Branching Function

1 2 3
30 50 0.25 10 10 10 10

0.50 10 10 10 10
0.75 10 10 10 10
1.00 10 10 10 10

40 50 0.25 6 6 6 10
0.50 10 10 10 10
0.75 10 10 10 10
1.00 10 10 10 10

50 50 0.25 1 2 2 8
0.50 4 7 7 10
0.75 10 10 10 10
1.00 10 10 10 10

Table 2. The average number of subproblems generated by the algorithms

Number of BnB BnP
m n γ common Branching Function

instances 1 2 3
30 50 0.25 10 24330.4 13700.4 13463.4 5573.0

0.50 10 12769.6 6859.0 6859.0 4448.4
0.75 10 5426.7 2014.8 1969.6 2635.9
1.00 10 3301.5 326.7 211.1 203.5

40 50 0.25 6 104624.8 59593.7 53771.3 12887.5
0.50 10 51927.5 26103.9 26103.9 12218.2
0.75 10 15420.8 5829.7 5829.7 6400.5
1.00 10 8799.5 806.6 481.8 498.3

50 50 0.25 *
0.50 4 62991.25 29188.25 29188.25 17732.25
0.75 10 37898.2 14327.6 14327.6 13043.5
1.00 10 19266.2 1391.9 766.5 932.0

* There were too few instances in common.

Table 3. The average execution times required by the algorithms

Number of BnB BnP
m n γ common Branching Function

instances 1 2 3
30 50 0.25 10 34.190 27.485 26.843 11.074

0.50 10 20.515 15.252 15.145 9.252
0.75 10 8.194 4.966 4.843 5.371
1.00 10 4.355 0.916 0.698 0.742

40 50 0.25 6 240.357 186.698 164.843 41.708
0.50 10 131.790 58.297 90.792 40.553
0.75 10 38.862 22.656 22.407 21.126
1.00 10 19.482 3.184 2.189 2.535

50 50 0.25 *
0.50 4 225.255 152.065 150.498 92.313
0.75 10 139.090 76.566 75.898 62.987
1.00 10 62.634 7.626 4.781 6.417

* There were too few instances in common.
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Table 4. Computational experience with the instances in the OR-Library

Number of Subproblems Execution Times
Instance m n BnB BnP BnB BnP

Branching Function Branching Function
1 2 3 1 2 3

cap71 30 50 24 18 19 14 <0.01 <0.01 0.01 0.01
cap72 30 50 37 18 21 13 <0.01 <0.01 0.01 0.01
cap73 30 50 194 130 63 65 0.08 0.07 0.03 0.03
cap74 30 50 63 55 11 37 0.01 0.01 0.01 0.01

cap101 40 50 151 92 92 100 0.05 0.04 0.06 0.07
cap102 40 50 567 325 138 965 0.37 0.31 0.12 0.79
cap103 40 50 2054 589 71 198 1.54 0.62 0.09 0.24
cap104 40 50 943 268 38 72 0.74 0.27 0.09 0.08
cap131 50 50 92543 14148 2167 8016 189.88 35.99 6.24 29.61
cap132 50 50 58564 11234 1226 6992 96.82 22.93 3.29 17.94
cap133 50 50 57697 6459 503 1937 116.88 16.92 1.58 5.92
cap134 50 50 4134 744 125 307 7.57 1.84 0.43 1.05

Fig. 6. Performance of BnP algorithms using BnB algorithm as a basis

Tables 1 to 4 present the results of our computations. Table 1 shows the
number of problem instances in each data set that were solved by the various
algorithms within the stipulated time. Tables 2 and 3 make a comparative study
of the average number of subproblems generated by each of the algorithms and
the average execution times, based on the instances in the set that were solved
by all the algorithms within the stipulated time. Table 4 summarizes our compu-
tational experience with the benchmark instances in the OR-Library, presenting
both the number of subproblems generated and the execution times required by
the algorithms.

The tables show that BnP algorithms in general perform much better than
BnB algorithms using the same combinatorial bound. They generate less than
60% of the number of subproblems, and require less than 80% of the execution
time for instances with sparse transportation cost matrices. For dense trans-
portation cost matrices, the performance of BnP algorithms is much better —
they generate less than 10% of the number of subproblems, and require less
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than 10% of the execution time. The relative performance of these algorithms
improve slightly as the size of the instances increase. The BnB algorithm and
BnP algorithms using Branching Functions 1 and 2 find instances with low val-
ues of γ more difficult to solve since in these problems, the number of sites where
plants are located is close to m

2 . However BnP algorithms using Branching Func-
tion 3 solve these instances efficiently. Figure 6 presents the improvements by
the BnP algorithms over BnB algorithms, both in terms of the number of sub-
problems generated and in terms of the execution times. The shapes of the
component graphs do not change for problem instances of larger size. Based on
these observations we can conclude that it is better to run a BnP algorithm
that uses Branching Function 2 if we know that the transportation matrix is
dense (i.e. γ � 0.6) and to run a BnP algorithm that uses Branching Function
3 otherwise. This strategy is verified from the results on the instances in the
OR-Library. They have dense transportation cost matrices (γ = 1.0) and BnP
algorithms with Branching Function 2 outperform other algorithms for all in-
stances except cap101 (in which BnP with Branching Function 1 outperforms
the rest).

5 Summary and Future Research Directions

In this paper we present branch and peg algorithms for the simple plant location
problem (SPLP). These algorithms make two improvements on the basic branch
and bound scheme. First, for each subproblem generated in the branch and
bound tree, a powerful pegging procedure is applied to reduce the size of the
subproblem. Second, the branching function is based on predictions made using
the Beresnev function of the subproblem at hand. We see that branch and peg
algorithms comprehensively outperform branch and bound algorithms using the
same bound, taking less than 10% of the execution time of branch and bound
algorithms when the transportation cost matrix is dense. We demonstrate how
the coefficients of the linear terms in the Beresnev function play a crucial role
in reducing the size of the current subproblem (Pegging Rule), and allow us
to predict the potential aggregation of linear and quadratic terms by pegging
a variable. This is used in the design of different branching functions. If the
transportation cost matrix is sufficiently dense, then based on our computational
experience, we recommend a branching function based on a look-ahead scheme,
that computes the sizes of the subproblems generated by pegging each variable in
the current partial solution, and returns the variable that yields the subproblem
of smallest size, as the branching variable (Branching Rule 2). Otherwise, we
recommend a branching rule that predicts the variable that is most likely to
remain free in all subproblems of the current one, and returns it as a branching
variable (Branching Function 3).

The algorithms developed and tested in this paper employ a depth first search
scheme. This scheme uses very little computer memory for its execution. However
best first search schemes are more useful if we want to generate the minimum
number of subproblems. The pegging rule and the branching functions devel-
oped in this paper can easily be implemented for branch and bound algorithms
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using depth first search schemes. It may be interesting to perform computational
experiments on branch and peg algorithms using best first search. It may also be
interesting to see how the two algorithms compare when other bounds are used.

Branching Functions 2 and 3 described in Section 3 need to compute the
ordering of the indices only once. This makes them very time-efficient. But the
implicit assumption that this ordering of indices is effective for all subproblems
in terms of the effectiveness of branching, is not true in general. For example,
a modification of Branching Function 2 that calculates the ordering of indices
for branching based on the current subproblem is much more efficient than the
original in terms of the number of subproblems generated. However, the time
required to compute the order is prohibitive, which makes this branching function
impractical for all but very small instances. An interesting direction of research
is to develop book-keeping techniques that would speed up the calculation of
the ordering of indices and make such branching functions competitive. Also,
we have only used the coefficients of the linear terms in the Beresnev function
to develop branching functions. It may be interesting to see whether the non-
linear terms in the Beresnev function can give rise to more effective branching
strategies.
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Abstract. Recently Schöning has shown that a simple local-search algo-
rithm for 3SAT achieves the currently best upper bound, i.e., an expected
time of 1.334n. In this paper, we show that this algorithm can be mod-
ified to run much faster if there is some kind of imbalance in satisfying
assignments and we have a (partial) knowledge about that. Especially
if a satisfying assignment has imbalanced 0’s and 1’s, i.e., p1n 1’s and
(1 − p1)n 0’s, then we can find a solution in time 1.260n when p1 = 1/3
and 1.072n when p1 = 0.1. Such an imbalance often exists in SAT in-
stances reduced from other combinatorial problems. As a concrete exam-
ple, we investigate a reduction from 3DM and show our new approach is
nontrivially faster than its direct algorithms. Preliminary experimental
results are also given.

1 Introduction

In [15], Schöning gave the celebrated randomized algorithm for the CNF Satisfi-
ability Problem (SAT), which runs in an expected time of 1.334n (multiplied by
a polynomial). The algorithm is based on simple local search, i.e., (i) selecting
an initial assignment at random, (ii) selecting an arbitrary unsatisfied clause and
flipping one of the variables in it, and (iii) repeat (ii) 3n times. He proved that
the possibility p of successfully finding a satisfying assignment by this procedure
is

p ≥
(
1
2

(
1 +

1
k − 1

))n

, (1)

where k is the maximum number of literals in each clause. In the case of 3SAT,
the value of the right hand size is (3/4)n. In other words, we can find a satisfy-
ing assignment with high probability by repeating the above procedure roughly
(4/3)n times (multiplied by a polynomial).

In this paper, we first give a generalization of the equation (1), namely, we
prove that

p ≥
n∏

i=1

(
ti +

fi

k − 1
)
, (2)
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where ti (fi = 1 − ti, resp.) is the probability that the variable xi is assigned a
correct (incorrect, resp.) value at the initialization step. (If ti = fi = 1/2, then
(2) is the same as (1).) This equation says that if we have some knowledge on the
value of xi in a satisfying assignment, we can increase the success probability.
For example, suppose that we know for some reason, 90% of the odd-indexed
variables x1, x3, x5 . . . take value 1 in a satisfying assignment. Then our best
strategy is to select 1 initially for all the odd-indexed variables and to select 0 or
1 at random for the even-indexed variables. Then the success probability (when
k = 3) calculated from (2) is

p ≥ 10.45n

(
1
2

)0.05n (
3
4

)0.5n

∼= 0.836n.

This means that we would be able to obtain solution in roughly (1/0.836)n =
1.196n steps , which is much better than the original 1.334n.

As a concrete example of such a partial knowledge of solutions, we consider
an imbalance between the number of 0’s and 1’s in the satisfying assignment.
Suppose that we know the satisfying assignment includes p0n 0’s and p1n 1’s
(0 ≤ p0 ≤ 1 and p1 = 1 − p0). Then we can obtain optimal probabilities q0
and q1 (= 1 − q0) by using (2), such that we should assign 0 to each variable
with probability q0 and 1 with q1 at the beginning. Our result shows that the
expected time complexity when we use this optimal initial-assignment is

T =






(
1
p0

)p0n (
1
p1

)p1n (
k − 1
k

)n

for
1
k
≤ p0 ≤ k − 1

k
,

(k − 1)min{p0n, p1n} for p0 <
1
k
or p0 >

k − 1
k

.

For example, when p0 = 2/3, T = 1.260n and when p0 = 0.9, T = 1.072n. Such
an imbalance of 0’s and 1’s often appears in instances encoded from other prob-
lems. For example, SAT-instances encoded from the class-schedule problem [3,6]
have the property that solutions must have very few 1’s. Also, let us remember
the famous result by Cook [4] where SAT is first proved to be NP-complete. One
can see that his reduction also has the same property.

In this paper, we take a more combinatorial problem, i.e., 3-Dimensional
Matching (3DM), as a concrete example of such an imbalance. An instance of
3DM is given as (W,X, Y,M) where |W | = |X | = |Y | = q andM ⊆W ×X×Y .
If each element in W ∪ X ∪ Y appears in M evenly, i.e., all k (or less) times,
then our reduction gives a kSAT instance using kq variables. Our reduction also
assures that any satisfying assignment has exactly q 1’s against the kq variables.
In other words, the resulting formulas do have the imbalance whose degree is
represented by p1 = 1/k. Note that this reduction is quite natural and it appears
hard to come up with another reduction (whether or not it creates the imbalance)
which provides reasonably simple formulas.

We also show experimental results although they are preliminary. Our in-
stances are those encoded from 3DM and from prime factorization. It is clearly
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demonstrated that our approach is faster than the original Schöning, especially
for the second set of instances. Note that the second instances are harder than
the other since the number of satisfying assignments is few.

It is needless to say that satisfiability testing has been one of the most popular
research topics in both theoretical and practical computer science. Even if we
focus on the worst-case analyses (deterministic or randomized), there have been
many papers such as [5,7,8,10,11], where the Schöning’s algorithm achieves the
best upper bound. (Very recently a slight improvement was reported in [14].)
Our result is not a general improvement, but we believe that there are many
cases for which our approach is useful.

2 Schöning’s Algorithm

In this paper, a clause is denoted like (x1 ∨ ¬x2 ∨ x3) and a CNF-formula is
a conjunction of clauses such as f = (x1 ∨ ¬x2 ∨ x3) ∧ (x3 ∨ ¬x4¬ ∨ x5) ∧
(x1 ∨ x3 ∨ x5). If each clause in f has at most k literals, f is called a kCNF-
formula. kSAT is usually defined as a decision problem, i.e., to answer whether
or not a given kCNF-formula has a satisfying assignment. However, since this
paper deals with only randomized local search, we assume that all instances
given are satisfiable or have at least one satisfying assignment.

Schöning’s algorithm, denoted by As, is a typical local-search algorithm de-
scribed as follows: (i) For a given formula f of n variables, select an initial
assignment a at random. (ii) If a is a satisfying assignment, then stop. Oth-
erwise, select an arbitrary unsatisfied clause C, select one variable x in C at
random, and obtain a new assignment a′ by flipping (0 to 1 or 1 to 0) the value
of x. Let a = a′. (iii) Repeat (ii) 3n times. The main result of [15] is given as
the following lemma:

Lemma 1 ([15]). Suppose that f is a kCNF-formula and that As starts from
an initial assignment a such that the Hamming distance between a and some
satisfying assignment a∗ of f is j. Then the probability qj that As successfully
finds a satisfying assignment is

qj ≥
(

1
k − 1

)j

.

Now one can see that the probability p that As finds a satisfying assignment
can be written as

p ≥
(
1
2

)n n∑

j=0

(
n

j

) (
1

k − 1
)j

=
(
1
2

(
1 +

1
k − 1

))n

.

It then follows that if we simply repeat As poly(n) · 1p = poly(n)
(
2− 2

k

)n times,
then we can obtain a solution with high probability. In this paper, we omit the
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term poly(n) and say that As runs in time
(
2− 2

k

)n. When k = 3, this time
complexity is equal to

(
4
3

)n ∼= 1.334n.

3 Selection of Initial Assignments

In this section, we first generalize Lemma 1, which is then used to derive im-
proved bounds for kCNF-formulas having the imbalance in their solutions. From
now on, when we say algorithm As, it means only steps (ii) and (iii); step (i)
where an initial assignment is chosen is given explicitly.

Lemma 2. For some satisfying assignment a∗, let ti (1 ≤ i ≤ n) be the proba-
bility that variable xi receives the same (correct) initial assignment as a∗. Also
let fi = 1− ti. Then the probability p that As is successful is

p ≥
n∏

i=1

(
ti +

fi

k − 1
)
.

Proof. Suppose that X (X ′, resp.) is a random variable such that X (X ′, resp.)
variables among x1, . . . , xn (among x2, . . . , xn, resp.) receive incorrect values in
the initial assignment. Then by Lemma 1, the probability p can be written as

p ≥
n∑

j=0

Pr{X = j}
(

1
k − 1

)j

= t1
n−1∑

j=0

Pr{X ′ = j}
(

1
k − 1

)j

+ f1
n−1∑

j=0

Pr{X ′ = j}
(

1
k − 1

)j+1

=
(
t1 +

f1
k − 1

) n−1∑

j=0

Pr{X ′ = j}
(

1
k − 1

)j

Applying a similar reduction to the summation term n−1 times, we can get the
formula in the lemma. ��

Now we consider kCNF-formulas having the imbalance in their solutions.
Suppose that a given formula f has a satisfying assignment a∗ which has l 0’s
and n − l 1’s. Let p0 = l/n and p1 = (n − l)/n. Our new algorithm, denoted
by As(p0), differs from As only in step (i): Namely, each variable xi is assigned
0 with probability q0 and is assigned 1 with probability q1, where the value of q0
is given by the following theorem.

Theorem 1. Let p be the probability that Algorithm As(p0) is successful. Then
p becomes maximum when the probability q0 with which each variable is assigned
0 initially is given as

q0 =






1 for p0 <
1
k
,

kp0 − 1
k − 2 for

1
k
≤ p0 ≤ k − 1

k
,

0 for p0 >
k − 1
k

,
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and the value of p for this optimal q0 is

p ≥






pp0n
0 pp1n

1

(
k

k − 1
)n

for
1
k
≤ p0 ≤ k − 1

k
,

(
1

k − 1
)min{p0n, p1n}

for p0 <
1
k

or p0 >
k − 1
k

.

Proof. By Lemma 2, the probability p can be written as

p ≥
n∏

i=0

(
ti +

fi

k − 1
)
=

(
q0 +

q1
k − 1

)p0n (
q1 +

q0
k − 1

)p1n

.

To decide the value of q0 that maximizes p, we consider the following function

σ(q0) = log
{(

q0 +
q1
k − 1

)p0
(
q1 +

q0
k − 1

)p1
}

= p0 log
{(
1− 1

k − 1
)
q0 +

1
k − 1

}
+ (1 − p0) log

{
−

(
1− 1

k − 1
)
q0 + 1

}
.

σ is convex in [0, 1], so it takes maximum value where its derivative is 0 or at
either end of the interval [0, 1]. Since

σ′(q0) = p0

(
1− 1

k−1

)

(
1− 1

k−1

)
q0 + 1

k−1

+ (1− p0)
−

(
1− 1

k−1

)

−
(
1− 1

k−1

)
q0 + 1

,

σ′(q0) = 0 implies q0 = (kp0 − 1)/(k − 2). Substituting this optimal q0, or
substituting q0 = 0 or q0 = 1 if (kp0 − 1)/(k − 2) is less than 0 or greater than
1, respectively, we obtain the theorem. ��

Remark The value of q0 is quite different from the value of p0. For example,
if p0 = 0.6 and k = 3, the value of q0 is 0.8, and if p0 ≥ 2/3, then q0 = 1.0 .
Namely, the imbalance should be expanded in the initial assignment.

Fig. 1 shows numerical examples of Theorem 1 for k = 3, 4, 5, and 6. The
horizontal axis shows the value of 0 ≤ p0 ≤ 1 and the vertical axis shows the
value of c supposing that the optimal bound of Theorem 1 is represented as cn.
Note that the time complexity is roughly bounded by 1/p.

4 Three Dimensional Matching

An instance of 3DM is given as (W,X, Y,M) where W,X and Y are disjoint
sets of size q and M (|M | = n) is a subset of W × X × Y . Its question is
whether or not there is a subset M ′ ⊆ M such that |M ′| = q and all elements
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Fig. 1. Numerical examples of Theorem 1

in W × X × Y appear (exactly once) in M ′. For an integer k, k3DM is a re-
stricted version of 3DM, namely, each element in W ×X ×Y appears at most k
times in M (and therefore n ≤ kq). k3DM can be reduced to kSAT as follows:
For given (W,X, Y,M), we construct a formula F such that: (i) F uses n vari-
ables z1, z2, . . . , zn (zi corresponds to the ith triple in M). (ii) Suppose that an
element w ∈W appears in the i1th, i2th, . . ., ikth triples inM . Then we prepare
a CNF-formula Uw(zi1 , zi2 , . . . , zik

) such that it becomes 1 if and only if exactly
one of zi1 , zi2 , . . . , zik

is 1. When k = 3, for example, Uw(zi1 , zi2 , zi3) can be
written as

(¬zi1 ∨ ¬zi2 ∨ ¬zi3) ∧ (¬zi1 ∨ ¬zi2 ∨ zi3) ∧ (zi1 ∨ ¬zi2 ∨ ¬zi3)
∧ (¬zi1 ∨ zi2 ∨ ¬zi3) ∧ (zi1 ∨ zi2 ∨ zi3).

(iii) The entire formula F is a conjunction of Uw for all w ∈ W , Ux for all x ∈ X
and Uy for all y ∈ Y .

One can see easily that (i) F is satisfiable iff the original (W,X, Y,M) has a
matching, and (ii) if F is satisfiable, then any solution has q 1’s, i.e., an imbal-
anced satisfying assignment. For example, if k = 3, then p1 = 1/3 and As(2/3)
finds a solution in time 1.260n and if k = 4, then As(1/4) for 4SAT dose so in
time 1.317n.

For a comparison purpose, let us consider a naive method of solving k3DM
directly. Since each element in W appears in M at most k times, there are at
most kq different ways of selecting q (or less) triples from M which cover all
elements in W . One can compute whether or not these q triples constitute a
matching in polynomial time. Thus the time complexity of this algorithm can
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be written as kn/k. This is 1.443n for k = 3 and 1.588n for k = 4. In both
cases our bounds of As(1/k) are much better. One can see that it is hard to find
other reductions which are reasonably simple, whether or not their satisfying
assignments are balanced.

5 Experiments

Experiments were conducted for CNF-formulas reduced from 3DM and from
prime factorization. For the 3DM formulas, we first obtain a random 3DM in-
stance by generating n triples which are to be inM . This generation is basically
random but (i) to assure that the instance has a matching, we first generate an
artificial matching (of q triples) and then (ii) add n− q triples so that each ele-
ment in W ×X × Y appears exactly three times. This 3DM instance is reduced
to a 3SAT instance as described in Section 4.

We have generated 15 different formulas for each of n = 250, 500, 750, 1000
and 1250. We tested six different local-search algorithms:

(1) Pure GSAT [13].
(2) Weighting [1,2,9,12].
(3) Weighting + 50% Random Walk.
(4) GSAT + 50% Random Walk [12].
(5) Schöning.
(6) Our modified Schöning.

Each algorithm is run 100 times (using different random numbers) for each
single instance. Since (5) and (6) execute 3n flips in a single try, we also execute
the same number of flips in other algorithms. (Since each algorithm has its own
recommended value for the number of flips in a single try, this setting might not
be too fair.) The result is given in Table 1, which shows the ratio of successful
tries (average values over 15 instances). Algorithms (1) through (6) are denoted
by g, gw, gwn, gn, As and As(2/3), respectively. We also tested algorithms g,
gw, gwn and gn for the imbalanced initial assignments as As(2/3), but we did
not find clear differences.

Table 1. 3DM Instances

# of variables g gw gwn gn As As(2/3)

250 0.129 0.176 0.528 0.475 0.468 0.613

500 0.002 0.058 0.4355 0.41 0.405 0.581

750 0.00 0.019 0.368 0.388 0.428 0.599

1000 0.00 0.015 0.37 0.385 0.357 0.585

1250 0.00 0.007 0.345 0.354 0.367 0.631
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One can immediately see that the absolute success ratio is very high compared
to the analysis. Obvious reason is that each instance has a lot of satisfying
assignments; there is a good chance that one of them happens to be quite close to
the initial assignment chosen by the algorithm. This nature certainly discourages
the effort of selecting initial assignments cleverly. Even so, our As(2/3) is clearly
better than others.

Table 2. Effect of the value of q0

q0 0.5 0.6 0.7 0.8 0.9 1.0

0.356 0.475 0.576 0.634 0.648 0.598

Note that As(2/3) initially assigns 0 to all the variables (i.e., q0 = 1.0) by
Theorem 1. Table 2 shows how the success ratio changes with the value of q0
by using five 3DM formulas of 1250 variables. Our algorithm is run 5000 times
for each instance for q0 = 0.5, 0.6, 0.7, 0.8, 0.9 and 1.0 and the table shows the
average success ratio of five instances. As mentioned above, As(2/3) becomes
optimal for q0 = 1.0. However, the experiments suggest the optimal point exists
around q0 = 0.9 probably for the same reason mentioned before.

Another benchmark is a reduction from prime factorization. Again instances
are 3CNF-formulas, which are denoted by Pn. If the integer n can be represented
by n = n1×n2 for integers n1 and n2 > 1, then Pn has a single satisfying assign-
ment corresponding to this pair of n1 and n2. Hence, if n is a product of two prime
numbers, Pn has only one satisfying assignment. Pn is constructed by simulat-
ing the usual multiplication procedure using many auxiliary variables other than
those used for binary representations of n1 and n2. Our experiment has used P129

which uses 136 variables and contains 337 clauses. Since 129 = 3× 43, P129 has
only one satisfying assignment. To make the imbalanced situation, we flip the
polarities of the variables appropriately so that the satisfying assignment has
50%, 60%, 70%, 80% and 90% 0’s.

Table 3 shows how many times As(q0) succeeds out of 100,000 tries. Each
column corresponds to the imbalance described above (50% for the first column
and 90% for the last one). Note that the optimal q0 for the 60% imbalance is 0.8
due to Theorem 1. Note that P129 includes a lot of clauses which contains only
one or two literals, which obviously makes it easy to solve.

Our third benchmark was taken from the DIMACS benchmark set. We tested
only one instance called aim-50-1 6-yes1-1.cnf, which is basically a random 3SAT
instance (each clause includes exactly three literals) and has 50 variables and 80
clauses. Also, it has only one satisfying assignment. Thus this instance appears
the hardest among what we used in the experiments. Like Table 3, Table 4 shows
how many times As(q0) succeeds out of 1,000,000 tries. (Note that the number
of tries is five times as many as Table 3.)
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Table 3. Prime-factorization instances

p0 q0

0.5 0.6 0.7 0.8 0.9 1.0

0.5 5 5 5 11 4 8

0.6 4 11 8 14 16 8

0.7 6 6 15 20 28 50

0.8 6 15 28 74 179 520

0.9 9 4 61 235 994 5063

Table 4. DIMACS instances

p0 q0

0.5 0.6 0.7 0.8 0.9 1.0

0.5 15 9 11 9 9 11

0.6 18 21 20 33 50 48

0.7 16 35 60 134 273 630

0.8 12 38 135 381 1176 2867

0.9 14 55 350 1898 10943 50424

6 Constraint Satisfaction Problem

Schöning shows in [15] that a similar local search algorithm is also efficient for
Constraint Satisfaction Problem (CSP). An instance of CSP is a set of con-
straints C1, C2, . . . , Cm and each constraint Ci(x1, x2, . . . , xn) is a function from
{0, 1, . . . , d− 1} into {0, 1}. Each variable xi takes one of the d different values.
He proves that the algorithm finds an answer in an expected time of

{
d

(
1− 1

l

)}n

,

where l is the degree of the instance, namely, each Ci depends on at most l
variables.

Suppose that there is a similar imbalance in a solution, such that p0n variables
take value 0 (and the other (1 − p0)n ones take 1 through d − 1). Then by
changing the initial assignment exactly as before, we can improve the expected
time complexity T as follows (proof is omitted).
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T =






(
d− 1
h− 1

)−p0n (
1 +

d− 2
h− 1

)−p1n

for p0 <
1

h+ d− 2,
(
q0 +

(d− 1)q1
h− 1

)−p0n (
q1 +

q0 + (d− 2)q1
h− 1

)−p1n

for
1

h+ d− 2 ≤ p0 ≤
h− 1

h+ d− 2,
(
d− 1
h− 1

)−p0n

for p0 >
h− 1

h+ d− 2,

where p1 = 1− p0, q0 = (h+ d− 2)p0 − 1
h− 2 , q1 = 1− q0

d− 1
and h = (l − 1)(d− 1) + 1.

7 Concluding Remarks

Lemma 2 is quite useful when we analyze the performance of As with a modified
initialization step. Its performance deeply depends on the selection of initial
assignment, which will continue to be an important research issue. Experimental
results in this paper are apparently not enough, which will be strengthened in
future reports. The programs for the algorithms (1) to (4) (see Sec.5) have been
developed by our research group, mainly, by Daiji Fukagawa.
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Abstract. The ability to provide uniform shared-memory access to a
significant number of processors in a single SMP node brings us much
closer to the ideal PRAM parallel computer. In this paper, we develop
new techniques for designing a uniform shared-memory algorithm from
a PRAM algorithm and present the results of an extensive experimental
study demonstrating that the resulting programs scale nearly linearly
across a significant range of processors (from 1 to 64) and across the
entire range of instance sizes tested. This linear speedup with the number
of processors is, to our knowledge, the first ever attained in practice for
intricate combinatorial problems. The example we present in detail here
is a graph decomposition algorithm that also requires the computation of
a spanning tree; this problem is not only of interest in its own right, but
is representative of a large class of irregular combinatorial problems that
have simple and efficient sequential implementations and fast PRAM
algorithms, but have no known efficient parallel implementations. Our
results thus offer promise for bridging the gap between the theory and
practice of shared-memory parallel algorithms.
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as a single machine, are becoming commonplace. Indeed, most of the new high-
performance computers are clusters of SMPs, with from 2 to 64 processors per
node. The ability to provide uniform-memory-access (UMA) shared-memory for
a significant number of processors brings us much closer to the ideal parallel
computer envisioned over 20 years ago by theoreticians, the Parallel Random
Access Machine (PRAM) (see [22,41]) and thus may enable us at long last to
take advantage of 20 years of research in PRAM algorithms for various irregular
computations. Moreover, as supercomputers increasingly use SMP clusters, SMP
computations will play a significant role in supercomputing. For instance, much
attention has been devoted lately to OpenMP [35], which provides compiler di-
rectives and runtime support to reveal algorithmic concurrency and thus take
advantage of the SMP architecture; and to mixed-mode programming, which
combines message-passing style between cluster nodes (using MPI [31]) and
shared-memory style within each SMP (using OpenMP or POSIX threads [36]).

While an SMP is a shared-memory architecture, it is by no means the PRAM
used in theoretical work—synchronization cannot be taken for granted and the
number of processors is far smaller than that assumed in PRAM algorithms.
The significant feature of SMPs is that they provide much faster access to their
shared-memory than an equivalent message-based architecture. Even the largest
SMP to date, the 64-processor Sun Enterprise 10000 (E10K), has a worst-case
memory access time of 600ns (from any processor to any location within its 64GB
memory); in contrast, the latency for access to the memory of another processor
in a distributed-memory architecture is measured in tens of µs. In other words,
message-based architectures are two orders of magnitude slower than the largest
SMPs in terms of their worst-case memory access times.

The largest SMP architecture to date, the Sun E10K [8], uses a combination
of data crossbar switches, multiple snooping buses, and sophisticated cache han-
dling to achieve UMA across the entire memory. Of course, there remains a large
difference between the access time for an element in the local processor cache
(around 15ns) and that for an element that must be obtained from memory (at
most 600ns)—and that difference increases as the number of processors increases,
so that cache-aware implementations are, if anything, even more important on
large SMPs than on single workstations. Figure 1 illustrates the memory access
behavior of the Sun E10K (right) and its smaller sibling, the E4500 (left), using
a single processor to visit each node in a circular array. We chose patterns of ac-
cess with a fixed stride, in powers of 2 (labelled C, stride), as well as a random
access pattern (labelled R). The data clearly show the effect of addressing outside
the on-chip cache (the first break, at a problem size of 213 words, or 32KB) and
then outside the L2 cache (the second break, at a problem size of 221 words,
or 8MB). The uniformity of access times was impressive—standard deviations
around our reported means are well below 10 percent. Such architectures make
it possible to design algorithms targeted specifically at SMPs.

In this paper, we present promising results for writing efficient implemen-
tations of PRAM-based parallel algorithms for UMA shared-memory machines.
As an example of our methodology, we look at ear decomposition in a graph
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Fig. 1. Memory access (read) time using one MHz processor of a Sun E4500
(left) and an E10K (right) as a function of array size for various strides

and show that our implementation achieves near linear speedups, as illustrated
in Figure 2. Our main contributions are

1. A new methodology for designing practical shared-memory algorithms on
UMA shared-memory machines,

2. A fast and scalable shared-memory implementation of ear decomposition (in-
cluding spanning tree construction) demonstrating the first ever significant—
in our case, nearly optimal—parallel speedup for this class of problems.

3. An example of experimental performance analysis for a nontrivial parallel
implementation.

2 Related Work

Several groups have conducted experimental studies of graph algorithms on par-
allel architectures [19,20,26,39,40,44]. Their approach to producing a parallel
program is similar to ours (especially that of Ramachandran et al. [17]), but
their test platforms have not provided them with a true, scalable, UMA shared-
memory environment or have relied on ad hoc hardware [26]. Thus ours is the
first study of speedup over a significant range of processors on a commercially
available platform.

3 Methodology

3.1 Approach

Our methodology has two principal components: an approach to the conversion
of PRAM algorithms into parallel programs for shared-memory machines and a
matching complexity model for the prediction of performance. In addition, we
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Fig. 2. Running times of ear decomposition on the NPACI Sun E10K with 1 to
32 processors a) on varying problem sizes (top) and b) different sparse graph
models with n = 8192 (bottom)

make use of the best precepts of algorithm engineering [34] to ensure that our
implementations are as efficient as possible.

Converting a PRAM algorithm to a parallel program requires us to address
three problems: (i) how to partition the tasks (and data) among the very limited
number of processors available; (ii) how to optimize locally as well as globally
the use of caches; and (iii) how to minimize the work spent in synchronization
(barrier calls). The first two are closely related: good data and task partitioning
will ensure good locality; coupling such partitioning with cache-sensitive coding
(see [27,28,29,34] for discussions) provides programs that take best advantage of
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the architecture. Minimizing the work done in synchronization barriers is a fairly
simple exercise in program analysis, but turns out to be far more difficult in prac-
tice: a tree-based gather-and-broadcast barrier, for instance, will guarantee syn-
chronization of processes at fairly minimal cost (and can often be split when only
one processor should remain active), but may not properly synchronize the caches
of the various processors on all architectures, while a more onerous barrier that
forces the processors’ caches to be flushed and resynchronized will be portable
across all architectures, but unnecessarily expensive on most. We solve the prob-
lem by providing both a simple tree-based barrier and a heavy-weight barrier
and placing in our libraries architecture-specific information that can replace the
heavy barrier with the light-weight one whenever the architecture permits it.

3.2 Complexity Model for Shared-Memory

Various cost models have been proposed for SMPs [1,2,3,4,6,16,18,38,45]; we
chose the Helman and JáJá model [18] because it gave us the best match between
our analyses and our experimental results. Since the number of processors used in
our experiments is relatively small (not exceeding 64), contention at the memory
location is negligible compared to the contention at the processors. Other models
that take into account only the number of reads/writes by a processor or the con-
tention at the memory are thus unsuitable here. Performance on most computer
systems dictates the reliance on several levels of memory caches, and thus, cost
benefit should be given to an algorithm that optimizes for contiguous memory
accesses over non-contiguous access patterns. Distinguishing between contiguous
and non-contiguous memory accesses is the first step towards capturing the ef-
fects of the memory hierarchy, since contiguous memory accesses are much more
likely to be cache-friendly. The Queuing Shared Memory [15,38] model takes into
account both the number of memory accesses and contention at the memory, but
does not distinguish between between contiguous versus non-contiguous accesses.
In contrast, the complexity model of Helman and JáJá [18] takes into account
contention at both the processors and the memory. In the Helman-JáJá model,
we measure the overall complexity of an algorithm by the triplet (MA, ME , TC),
where MA is the maximum number of (noncontiguous) accesses made by any
processor to main memory, ME is the maximum amount of data exchanged by
any processor with main memory, and TC is an upper bound on the local com-
putational work of any of the processors. TC is measured in standard asymptotic
terms, while MA and ME are represented as approximations of the actual values.
In practice, it is often possible to focus on either MA or ME when examining the
cost of algorithms. Because the number of required barrier synchronizations is
less than the local computational work on each processor, the cost of synchroniza-
tion is dominated by the term TC and thus is not explicitly included in the model.
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4 Example: Ear Decomposition

4.1 The Problem

Of the many basic PRAM algorithms we have implemented and tested, we chose
ear decomposition to present in this study, for three reasons. First, although the
speedup observed with our implementation of ear decomposition is no better
than what we observed with our other implementations of basic PRAM algo-
rithms, ear decomposition is more complex than such problems as prefix sum,
pointer doubling, symmetry breaking, etc. Secondly, ear decomposition is typi-
cal of problems that have simple and efficient sequential solutions, have known
fast or optimal PRAM algorithms, but yet have no practical parallel implemen-
tation. One of its component tasks is finding a spanning tree, a task that was
also part of the original DIMACS challenge on parallel implementation many
years ago, in which sequential implementations had proved significantly faster
than even massively parallel implementations (using a 65,536-processor CM2).
Finally, ear decomposition is interesting in its own right, as it is used in a variety
of applications from computational geometry [7,10,11,24,25], structural engineer-
ing [12,13], to material physics and molecular biology [14].

The efficient parallel solution of many computational problems often requires
approaches that depart completely from those used for sequential solutions. In
the area of graph algorithms, for instance, depth-first search is the basis of many
efficient algorithms, but no efficient PRAM algorithm is known for depth-first
search (which is P-complete). To compensate for the lack of such methods, the
technique of ear decomposition, which does have an efficient PRAM algorithm,
is often used [25].

Let G = (V, E) be a connected, undirected graph; set n = |V | and m = |E|.
An ear decomposition of G is a partition of E into an ordered collection of simple
paths (called ears), Q0, Q1, . . . , Qr, obeying the following properties:

– Each endpoint of Qi, i > 0, is contained in some Qj, j < i.
– No internal vertex of Qi, (i > 0), is contained in any Qj, for j < i.

Thus a vertex may belong to more than on ear, but an edge is contained in ex-
actly one ear [21]. If the endpoints of the ear do not coincide, then the ear is open;
otherwise, the ear is closed. An open ear decomposition is an ear decomposition
in which every ear is open. Figure 5 in the appendix illustrates these concepts.
Whitney first studied open ear decomposition and showed that a graph has an
open ear decomposition if and only if it is biconnected [46]. Lovász showed that
the problem of computing an open ear decomposition in parallel is in NC [30]. Ear
decomposition has also been used in designing efficient sequential and parallel
algorithms for triconnectivity [37] and 4-connectivity [23]. In addition to graph
connectivity, ear decomposition has been used in graph embeddings (see [9]).

The sequential algorithm: Ramachandran [37] gave a linear-time algorithm
for ear decomposition based on depth-first search. Another sequential algorithm
that lends itself to parallelization (see [22,33,37,42]) finds the labels for each edge
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as follows. First, a spanning tree is found for the graph; the tree is then arbi-
trarily rooted and each vertex is assigned a level and parent. Each non-tree edge
corresponds to a distinct ear, since an arbitrary spanning tree and the non-tree
edges form a cycle basis for the input graph. Each non-tree edge is then exam-
ined and uniquely labeled using the level of the least common ancestor (LCA)
of the edge’s endpoints and a unique serial number for that edge. Finally, the
tree edges are assigned ear labels by choosing the smallest label of any non-tree
edge whose cycle contains it. This algorithm runs in O((m + n) logn) time.

4.2 The PRAM Algorithm

The PRAM algorithm for ear decomposition [32,33] is based on the second se-
quential algorithm. The first step computes a spanning tree in O(logn) time,
using O(n +m) processors. The tree can then be rooted and levels and parents
assigned to nodes by using the Euler-tour technique. Labelling the nontree edges
uses an LCA algorithm, which runs within the same asymptotic bounds as the
first step. Next, the labels of the tree edges can be found as follows. Denote the
graph by G, the spanning tree by T , the parent of a vertex v by p(v), and the la-
bel of an edge (u, v) by label(u, v). For each vertex v, set f(v) = min{label(v, u) |
(v, u) ∈ G−T } and g = (x, y) ∈ T , where we have y = p(x). label(g) is the min-
imum value in the subtree rooted at x. These two substeps can be executed in
O(logn) time. Finally, labelling the ears involves sorting the edges by their labels,
which can be done in O(logn) time using O(n+m) processors. Therefore the
total running time of this CREW PRAM algorithm is O(logn) using O(n +m)
processors. This is not an optimal PRAM algorithm (in the sense of [22]), because
the work (processor-time product) is asymptotically greater than the sequential
complexity; however, no known optimal parallel approaches are known.

In the spanning tree part of the algorithm, the vertices of the input graph G
(held in shared memory) are initially assigned evenly among the processors—
although the entire input graph G is of course available to every processor
through the shared memory. Let D be the function on the vertex set V defining
a pseudoforest (a collection of trees). Initially each vertex is in its own tree, so
we set D(v) = v for each v ∈ V . The algorithm manipulates the pseudoforest
through two operations.

– Grafting: Let Ti and Tj be two distinct trees in the pseudoforest defined
by D. Given the root ri of Ti and a vertex v of Tj, the operation D(ri)← v
is called grafting Ti onto Tj .

– Pointer jumping: Given a vertex v in a tree T , the pointer-jumping op-
eration applied to v sets D(v)← D(D(v)).

Initially each vertex is in a rooted star. The first step will be several grafting
operations of the same tree. The next step attempts to graft the rooted stars
onto other trees if possible. If all vertices then reside in rooted stars, the algo-
rithm stops. Otherwise pointer jumping is applied at every vertex, reducing the
diameter of each tree, and the algorithm loops back to the first step. Figure 6
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in the appendix shows the grafting and pointer-jumping operations performed
on an example input graph. The ear decomposition algorithm first computes the
spanning tree, then labels non-tree edges using independent LCA searches, and
finally labels tree edges in parallel.

4.3 SMP Implementation and Analysis

Spanning Tree: Grafting subtrees can be carried out in O(m/p) time, with two
noncontiguous memory accesses to exchange approximately n

p elements; grafting
rooted stars onto other trees takes O(m/p) time; pointer-jumping on all vertices
takes O(n/p) time; and the three steps are repeated O(logn) times. Note that
the memory is accessed only once even though there are up to log n iterations.
Hence the total running time of the algorithm is

T (n, p) = O
(
1, n

p , ((m + n)/p) logn
)
. (1)

Ear Decomposition: Equation (1) gives us the running time for spanning
tree formation. Computing the Euler tour takes time linear in the number of
vertices per processor or O(n/p), with n

p noncontiguous memory accesses to ex-
change n

p elements. The level and parent of the local vertices can be found in
O(n/p) time with n

p noncontiguous memory accesses. Edge labels (for tree and
nontree edges) can be found in O(n/p) time. The two labeling steps need n

p non-
contiguous memory accesses to exchange approximately n

p elements. The total

running time of the algorithm is O
(

n
p , n

p , m+n
p logn

)
. Since MA and ME are of

the same order and since noncontiguous memory accesses are more expensive
(due to cache faults), we can rewrite our running time as

T (n, p) = O
(

n
p , m+n

p log n
)
. (2)

This expression decreases with increasing p; moreover, the algorithm scales down
efficiently as well, since we have T (n, p) = T∗(n)

p/ log n , where T ∗(n) is the sequential
complexity of ear decomposition.

5 Experimental Results

We study the performance of our implementations using a variety of input graphs
that represent classes typically seen in high-performance computing applications.
Our goals are to confirm that the empirical performance of our algorithms is
realistically modeled and to learn what makes a parallel shared-memory imple-
mentation efficient.
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5.1 Test Data

We generate graphs from seven input classes of planar graphs (2 regular and
5 irregular) that represent a diverse collection of realistic inputs. The first two
classes are regular meshes (lattice RL and triangular RT ); the next four classes
are planar graphs generated through a simple random process, two very sparse
(GA and GB) and two rather more dense (GC and GD)—since the graphs are
planar, they cannot be dense in the usual sense of the word, but GD graphs
are generally fully triangulated. The last graph class generates the constrained
Delaunay triangulation (CD) on a set of random points [43]. For the random
graphs GA, GB, GC, and GD, the input graph on n = |V | vertices is generated
as follows. Random coordinates are picked in the unit square according to a uni-
form distribution; a Euclidean minimum spanning tree (MST) on the n vertices
is formed to ensure that the graph is connected and serves as the initial edge set
of the graph. Then for count times, two vertices are selected at random and a
straight edge is added between them if the new edge does not intersect with any
existing edge. Note that a count of zero produces a tree, but that the expected
number of edges is generally much less than the count used in the construction,
since any crossing edges will be discarded. Table 1 summarizes the seven graph
families. Figure 7 in the appendix shows some example graphs with various val-

Table 1. Different classes of input graphs

Key Name Description

RL Regular Lattice Regular 4-connected mesh of �√n�× �√n� ver-
tices

RT Regular Triangulation RL graph with an additional edge connecting a
vertex to its down-and-right neighbor, if any

GA Random Graph A Planar, very sparse graph with count = n

GB Random Graph B Planar, very sparse graph with count = 2n

GC Random Graph C Planar graph with count = n2/2

GD Random Graph D Planar graph with count = n2

CD Constrained Delaunay
Triangulation

Constrained Delaunay triangulation of n ran-
dom points in the unit square

ues of count. Note that, while we generate the test input graphs geometrically,
only the vertex list and edge set of each graph are used in our experiments.

5.2 Test Platforms

We tested our shared-memory implementation on the NPACI Sun E10K at the
San Diego Supercomputing Center. This machine has 64 processors and 64GB
of shared memory, with 16KB of on-chip direct-mapped data cache and 8MB of
external cache for each processor [8].
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Our practical programming environment for SMPs is based upon the SMP
Node Library component of SIMPLE [5], which provides a portable framework
for describing SMP algorithms using the single-program multiple-data (SPMD)
program style. This framework is a software layer built from POSIX threads
that allows the user to use either already developed SMP primitives or direct
thread primitives. We have been continually developing and improving this li-
brary over the past several years and have found it to be portable and efficient
on a variety of operating systems (e.g., Sun Solaris, Compaq/Digital UNIX, IBM
AIX, SGI IRIX, HP-UX, Linux). The SMP Node Library contains a number of
SMP node algorithms for barrier synchronization, broadcasting the location of
a shared buffer, replication of a data buffer, reduction, and memory manage-
ment for shared-buffer allocation and release. In addition to these functions, we
have control mechanisms for contextualization (executing a statement on only
a subset of processors), and a parallel do that schedules n independent work
statements implicitly to p processors as evenly as possible.

5.3 Experimental Results

Due to space limitations, we present only a few graphs illustrating our results
and omit a discussion of our timing methodology. (We used elapsed times on
a dedicated machine; we cross-checked our timings and ran sufficient tests to
verify that our measurements did not suffer from any significant variance.) Fig-
ure 2 shows the execution time of the SMP algorithms and demonstrates that
the practical performance of the SMP approach is nearly invariant with respect
to the input graph class.

Number of Processors (p)

2 4 8 16 32

E
ff
ic

ie
n

c
y

0.0

0.2

0.4

0.6

0.8

1.0

 

log2n = 8 

log2n = 9 

log2n = 10 

log2n = 11 

log2n = 12 

log2n = 13 

log2n = 14 

log2n = 15 

log2n = 16 

log2n = 17 

 

Fig. 3. Efficiency of ear decomposition for fixed inputs, each a sparse random
graph with from 256 to 128K vertices, on the NPACI Sun E10K with 2 to 32
processors
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The analysis for the shared-memory algorithm given in Equation (2) shows
that a practical parallel algorithm is possible. We experimented with the SMP
implementation on problems ranging in size from 256 to 128K vertices on the
Sun E10K using p = 1 to 32 processors. Clearly, the nearly linear speedup with
the number of processors predicted by Equation (2) may not be achievable due
to synchronization overhead, serial work, or contention for shared resources. In
fact, our experimental results, plotted in Figures 2, confirm the cost analysis and
provide strong evidence that our shared-memory algorithm achieves nearly lin-
ear speedup with the number of processors for each fixed problem size. Figures 3
and 4 present the efficiency of our implementation when compared with the se-
quential algorithm for ear decomposition. In Figure 3 for a fixed problem size, as
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Fig. 4. Efficiency of ear decomposition for fixed machine sizes, from 2 to 32
processors, on the NPACI Sun E10K for a sparse random graph with 256 to
128K vertices

expected, the efficiency decreases as we add more processors—caused by increas-
ing parallel overheads. Another viewpoint is that in Figure 4 for a fixed number
of processors, efficiency increases with the problem size. Note that the efficiency
results confirm that our implementation scales nearly linearly with the number
of processors and that, as expected, larger problem sizes show better scalability.

6 Conclusions

We have implemented and analyzed a PRAM algorithm for the ear decomposi-
tion problem. We have shown both theoretically and practically that our shared-
memory approach to parallel computation is efficient and scalable on a variety
of input classes and problem sizes. In particular, we have demonstrated the
first ever near-linear speedup for a nontrivial graph problem using a large range
of processors on a shared-memory architecture. As our example shows, PRAM
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algorithms that once were of mostly theoretical interest, now provide plausible
approaches for real implementations on UMA shared-memory architectures such
as the Sun E10K. Our future work includes determining what algorithms can
be efficiently parallelized in this manner on these architectures, building a basic
library of efficient implementations, and using them to tackle difficult optimiza-
tion problems in computational biology.
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Appendix: Illustrations
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Abstract. The data migration problem is the problem of computing a
plan for moving data objects stored on devices in a network from one con-
figuration to another. Load balancing or changing usage patterns might
necessitate such a rearrangement of data. In this paper, we consider the
case where the objects are fixed-size and the network is complete. We
introduce two new data migration algorithms, one of which has prov-
ably good bounds. We empirically compare the performance of these
new algorithms against similar algorithms from Hall et al. [7] which have
better theoretical guarantees and find that in almost all cases, the new
algorithms perform better. We also find that both the new algorithms
and the ones from Hall et al. perform much better in practice than the
theoretical bounds suggest.

1 Introduction

The performance of modern day large-scale storage systems (such as disk farms)
can be improved by balancing the load across devices. Unfortunately, the optimal
data layout is likely to change over time because of workload changes, device
additions, or device failures. Thus, it may be desirable to periodically compute
a new assignment of data to devices [3,5,6,11], either at regular intervals or on
demand as system changes occur. Once the new assignment is computed, the
data must be migrated from the old configuration to the new configuration.
This migration must be done as efficiently as possible to minimize the impact
of the migration on the system. The large size of the data objects (gigabytes
are common) and the the large amount of total data (can be petabytes) makes
migration a process which can easily take several days.

In this paper, we consider the problem of finding an efficient migration plan.
We focus solely on the offline migration problem i.e. we ignore the load im-
posed by user requests for data objects during the migration. Our motivation
for studying this problem lies in migrating data for large-scale storage system
management tools such as Hippodrome [2]. Hippodrome automatically adapts to

G. Brodal et al. (Eds.): WAE 2001, LNCS 2141, pp. 145–158, 2001.
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changing demands on a storage system without human intervention. it analyzes
a running workload of requests to data objects, calculates a new load-balancing
configuration of the objects and then migrates the objects. An offline migration
can be performed as a background process or at a time when loads from user
requests are low (e.g. over the weekend).

The input to the migration problem is an initial and final configuration of data
objects on devices, and a description of the storage system (the storage capacity
of each device, the underlying network connecting the devices and the size of each
object.) Our goal is to find a migration plan that uses the existing connections
between storage devices to move the data from the initial configuration to the
final configuration in as few time steps as possible. We assume that the objects
are all the same size, for example, fragmenting them into fixed sized extents. We
also assume that any pair of devices can send to each other without impacting
other pairs, i.e., we assume that the underlying network is complete. A crucial
constraint on the legal parallelism in any plan is that each storage device can be
involved in the transfer (either sending or receiving, but not both) of only one
object at a time.

We consider two interesting variants of the fixed size migration problem.
First, we consider the effect of space constraints. For migration without space
constraints we assume that an unlimited amount of storage for data objects is
available at each device in the network. At the other extreme, in migration with
space constraints, we assume that each device has the minimum amount of extra
space possible – only enough to hold one more object than the maximum of the
number of objects stored on that device in the initial configuration or in the final
configuration. At the end of each step of a migration plan, we ensure that the
number of objects stored at a node is no more than the assumed total space at
that node.

Second, we compare algorithms that migrate data directly from source to
destination with those that allow indirect migration of data, through interme-
diate nodes. We call these intermediate nodes bypass nodes. Frequently, there
are devices with no objects to send or receive, and we can often come up with a
significantly faster migration plan if we use these devices as bypass nodes.

We can model the input to our problem as a directed multigraph1 G = (V, E)
without self-loops that we call the demand graph. Each of the vertices in the
demand graph corresponds to a storage device, and each of the directed edges
(u, v) represents an object that must be moved from storage device u (in the
initial configuration) to storage device v (in the final configuration). The output
of our algorithms will be a positive integer label for each edge which indicates
the stage at which that edge is moved. I/O constraints imply that no vertex can
have two edges with the same integer label incident to it.

The labels on the edges may be viewed as colors in an edge coloring of the
graph. Thus, direct migration with no space constraints is equivalent to the well
known multigraph edge-coloring problem. The minimum number of colors needed
to edge-color a graph is called the chromatic index or χ′ of the graph. Computing
1 A multigraph is a graph which can have multiple edges between any two nodes.
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χ′ is NP-complete but there is a 1.1χ′(G) + .8 approximation algorithm [9]. ∆,
the maximum degree of the graph, is a trivial lower bound on the number of
colors needed. It is also well known that 1.5∆ colors always suffice and that there
are graphs requiring this many colors.

For indirect migration, we want to get as close as possible to the theoretically
minimum-length migration plan of ∆ while minimizing the number of bypass
nodes needed. The following example shows how a bypass node can be used to
reduce the number of stages. In the graph on the left, each edge is duplicated k
times and clearly χ′ = 3k. However, using only one bypass node, we can perform
the migration in ∆ = 2k stages as shown on the right. (The bypass node is
shown as ◦.)

•
k

•

k

k
•

• k ◦
k

•

k

k
•

It is easy to see that n/3 is a worst case lower bound on the number of bypass
nodes needed to perform a migration in ∆ stages – consider the example demand
graph consisting of k disjoint copies of the 3-cycle (n = 3k).

In this paper, we introduce two new migration algorithms. The primary focus
of our work is on the empirical evaluation of these algorithms, and the migration
algorithms introduced in [7].

For the case where there are no space constraints, we evaluate two algorithms
which use indirection. We introduce the first of these in this paper; it is called
Max-Degree-Matching. This algorithm can find a migration taking ∆ steps while
using no more than 2n/3 bypass nodes. We compare this to 2-factoring [7] which
finds a migration plan taking 2 �∆/2� steps by using no more than n/3 bypass
nodes [7]. While 2-factoring has better theoretical bounds than Max-Degree-
Matching, we will see that Max-Degree-Matching uses fewer bypass nodes on
almost all tested demand graphs.

For migration with space constraints, we introduce a new algorithm, Greedy-
Matching, which uses no bypass nodes. We know of no good bound on the num-
ber of time steps taken by Greedy-Matching in the worst case; however, in our
experiments, Greedy-Matching often returned plans with very close to ∆ time
steps and never took more than 3∆/2 time steps. This compares favorably with
4-factoring direct [7] which also never uses bypass nodes but which always takes
essentially 3∆/2 time steps.

The paper is organized as follows. In Section 2, we describe the algorithms
we have evaluated for indirect migration without space constraints. In Section 3,
we describe the algorithms we have evaluated for migration with space con-
straints. Section 4 describes how we create the demand graphs on which we test
the migration algorithms while Sections 5 and 6 describe our experimental re-
sults. Section 7 gives an analysis and discussion of these results and Section 8
summarizes and gives directions for future research.
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2 Indirect Migration without Space Constraints

We begin with a new algorithm, Max-Degree-Matching which uses at most 2n/3
bypass nodes and always attains an optimal ∆ step migration plan without space
constraints. Max-Degree-Matching works by sending, in each stage, one object
from each vertex in the demand graph that has maximum degree. To do this,
we first find a matching which matches all maximum-degree vertices with no
out-edges. Next, we match each unmatched maximum-degree vertex up with a
bypass node. Finally we use the general matching algorithm [8] to expand this
matching to a maximal matching and then send every edge in this new expanded
matching. The full algorithm is given in Appendix A.1; a proof of the following
theorem is given in [1].

Theorem 1. Max-Degree-Matching computes a correct ∆-stage migration plan
using at most 2n/3 bypass nodes.

We compare Max-Degree-Matching with 2-factoring from Hall et al. which
also computes an indirect migration plan without space constraints. Hall et al.,
show that 2-factoring takes 2 �∆/2� time steps while using no more than n/3
bypass nodes.

We note that in a particular stage of 2-factoring as described in Hall et al.,
there may be some nodes which only have dummy edges incident to them. A
heuristic for reducing the number of bypass nodes needed is to use these nodes
as bypass nodes when available to decrease the need for “external” bypass nodes.
Our implementation of 2-factoring uses this heuristic.

3 Migration with Space Constraints

The Greedy Matching algorithm (Algorithm 1) is a new and straightforward
direct migration algorithm which obeys space constraints. This algorithm even-
tually sends all of the objects [1] but the worst case number of stages is unknown.

Algorithm 1 Greedy Matching

1. Let G′ be the graph induced by the sendable edges in the demand graph. An edge
is sendable if there is free space at its destination.

2. Compute a maximum general matching on G′.
3. Schedule all edges in matching to be sent in this stage.
4. Remove these edges from the demand graph.
5. Repeat until the demand graph has no more edges.

We compare Greedy-Matching with two provably good algorithms for mi-
gration with space constraints from Hall et al.. We refer to these algorithms as
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4-factoring direct and 4-factoring indirect. Hall et al. show that 4-factoring di-
rect finds a 6 �∆/4� stage migration without bypass nodes and that 4-factoring
indirect finds a 4 �∆/4� stage migration plan using at most n/3 bypass nodes.

In our implementation of 4-factoring indirect, we again use the heuristic of
using nodes with only dummy edges in a particular stage as bypass nodes for
that stage.

4 Experimental Setup

The following table summarizes the theoretical results known for each algo-
rithm2.

Algorithm Type Space Plan Length Worst Case
Constraints Max. Bypass Nodes

2-factoring [7] indirect No 2 �∆/2� n/3
Max-Degree-Matching indirect No ∆ 2n/3
Greedy-Matching direct Yes unknown 0
4-factoring direct [7] direct Yes 6 �∆/4� 0
4-factoring indirect [7] indirect Yes 4 �∆/4� n/3

We tested these algorithms on four types of multigraphs3:

1. Load-Balancing Graphs. These graphs represent real-world migrations. A
detailed description of how they were created is given in the next subsection.

2. General Graphs(n, m). A graph in this class contains n nodes and m edges.
The edges are chosen uniformly at random from among all possible edges
disallowing self-loops (but allowing parallel edges).

3. Regular Graphs(n, d). Graphs in this class are chosen uniformly at random
from among all regular graphs with n nodes, where each node has total
degree d (where d is even). We generated these graphs by taking the edge-
union of d/2 randomly generated 2-regular graphs over n vertices.

4. Zipf Graphs(n, dmin). These graphs are chosen uniformly at random from
all graphs with n nodes and minimum degree dmin that have Zipf degree
distribution i.e. the number of nodes of degree d is proportional to 1/d. Our
technique for creating random Zipf graphs is given in detail in [1].

4.1 Creation of Load-Balancing Graphs

A migration problem can be generated from any pair of configurations of objects
on nodes in a network. To generate the Load-Balancing graphs, we used two dif-
ferent methods of generating sequences of configurations of objects which might
2 For each algorithm, time to find a migration plan is negligible compared to time to

implement the plan.
3 Java code implementing these algorithms along with input files for all the graphs

tested is available at www.cs.washington.edu/homes/saia/migration
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occur in a real world system. For each sequence of say l configurations, C1, . . . Cl,
for each i, 1 ≤ i ≤ l − 1, we generate a demand graph using Ci as the initial
configuration and Ci+1 as the final.

For the first method, we used the Hippodrome system on two variants of a
retail data warehousing workload [2]. Hippodrome adapts a storage system to
support a given workload by generating a series of object configurations, and
possibly increasing the node count. Each configuration is better at balancing the
workload of user queries for data objects across the nodes in the network than
the previous configuration. We ran the Hippodrome loop for 7 iterations (enough
to stabilize the node count) and so got two sequences of 7 configurations. For the
second method, we took the 17 queries to a relational database in the TPC-D
benchmark [4] and for each query generated a configuration of objects to devices
which balanced the load across the devices effectively. This method gives us a
sequence of 17 configurations.

Different devices have different performance properties and hence induce dif-
ferent configurations. When generating our configurations, we assumed all nodes
in the network were the same device. For both methods, we generated configura-
tions based on two different types of devices. Thus for the Hippodrome method,
we generated 4 sequences of 7 configurations (6 graphs) and for the TPC-D
method, we generated 2 sequences of 17 configurations (16 graphs) for a total of
56 demand graphs.

5 Results on the Load-Balancing Graphs

5.1 Graph Characteristics

Detailed plots on the characteristics of the load-balancing graphs are given in [1]
and are summarized here briefly. We refer to the sets of graphs generated by
Hippodrome on the first and second device type as the first and second set
respectively and the sets of graphs generated with the TPC-D method for the
first and second device types as the third and fourth sets.

The number of nodes in each graph is less than 50 for the graphs in all sets
except the third in which most graphs have around 300 nodes. The edge density
for each graph varies from about 5 for most graphs in the third set to around 65
for most graphs in the fourth set. The ∆ value for each graph varies from about
15 to about 140, with almost all graphs in the fourth set having density around
140.

5.2 Performance

Figure 1 shows the performance of the algorithms on the load-balancing graphs
in terms of the number of bypass nodes used and the time steps taken. The x-axis
in each plot gives the index of the graph which is consistent across both plots.
The indices of the graphs are clustered according to the sets the graphs are from
with the first, second, third and fourth sets appearing left to right, separated by
solid lines.
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The first plot shows the number of bypass nodes used by 2-factoring, 4-
factoring indirect and Max-Degree-Matching. We see that Max-Degree-Matching
uses 0 bypass nodes on most of the graphs and never uses more than 1. The
number of bypass nodes used by 2-factoring and 4-factoring indirect are always
between 0 and 6, even for the graphs with about 300 nodes. The second plot
shows the number of stages required divided by ∆ for Greedy-Matching. Recall
that this ratio for 2-factoring,Max-Degree-Matching and 4-factoring indirect is
essentially 1 while the ratio for 4-factoring direct is essentially 1.5. In the graphs
in the second and third set, Greedy-Matching almost always has a ratio near 1.
However in the first set, Greedy-Matching has a ratio exceeding 1.2 on several
of the graphs and a ratio of more than 1.4 on one of them. In all cases, Greedy-
Matching has a ratio less than 4-factoring direct.

We note the following important points: (1) On all of the graphs, the number
of bypass nodes needed is less than 6 while the theoretical upper bounds are
significantly higher. In fact, Max-Degree-Matching used no bypass nodes for the
majority of the graphs (2) Greedy-Matching always takes fewer stages than 4-
factoring direct.

6 Results on General, Regular and Zipf Graphs

6.1 Bypass Nodes Needed

For General, Regular and Zipf Graphs, for each set of graph parameters tested,
we generated 30 random graphs and took the average performance of each al-
gorithm over all 30 graphs. For this reason, the data points in the plots are not
at integral values. Greedy-Matching never uses any bypass nodes so in this sec-
tion, we include results only for Max-Degree-Matching, 4-factoring indirect and
2-factoring.

Varying Number of Nodes The three plots in the left column of Figure 2
give results for random graphs where the edge density is fixed and the number
of nodes varies. The first plot in this column shows the number of bypass nodes
used for General Graphs with edge density fixed at 10 as the number of nodes
increases from 100 to 1200. We see that Max-Degree-Matching and 2-factoring
consistently use no bypass nodes. 4-factoring indirect uses between 2 and 3
bypass nodes and surprisingly this number does not increase as the number of
nodes in the graph increases.

The second plot shows the number of bypass nodes used for Regular Graphs
with ∆ = 10 as the number of nodes increases from 100 to 1200. We see that
the number of bypass nodes needed by Max-Degree-Matching stays relatively
constant at 1 as the number of nodes increases. The number of bypass nodes
used by 2-factoring and 4-factoring indirect are very similar, starting at 3 and
growing very slowly to 6, approximately linearly with a slope of 1/900.

The third plot shows the number of bypass nodes used on Zipf Graphs with
minimum degree 1 as the number of nodes increases. In this graph, 2-factoring
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Fig. 1. The top plot gives the number of bypass nodes required for the algorithms
2-factoring, 4-factoring indirect and Max-Degree-Matching on each of the Load-
Balancing Graphs. The bottom plot gives the ratio of time steps required to ∆
for Greedy-Matching on each of the Load-Balancing Graphs. The three solid lines
in both plots divide the four sets of Load-Balancing Graphs
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is consistently at 0, Max-Degree-Matching varies between 1/4 and 1/2 and 4-
factoring indirect varies between 1 and 4.

Varying Edge Density The three plots in the right column of Figure 2 show
the number of bypass nodes used for graphs with a fixed number of nodes as the
edge density varies. The first plot in the column shows the number of bypass
nodes used on General Graphs, when the number of nodes is fixed at 100, and
edge density is varied from 20 to 200. We see that the number of bypass nodes
used by Max-Degree-Matching is always 0. The number of bypass nodes used
by 2 and 4-factoring indirect increases very slowly, approximately linearly with
a slope of about 1/60. Specifically, the number used by 2-factoring increases from
1/2 to 6 while the number used by 4-factoring indirect increases from 4 to 6.

The second plot shows the number of bypass nodes used on Regular Graphs,
when the number of nodes is fixed at 100 and ∆ is varied from 20 to 200.
The number of bypass nodes used by Max-Degree-Matching stays relatively flat
varying slightly between 1/2 and 1. The number of bypass nodes used by 2-
factoring and 4-factoring indirect increases near linearly with a larger slope of
1/30, increasing from 4 to 12 for 2-factoring and from 4 to 10 for 4-factoring
indirect.

The third plot shows the number of bypass nodes used on Zipf Graphs, when
the number of nodes is fixed at 146 and the minimum degree is varied from 1 to
10. 2-factoring here again always uses 0 bypass nodes. The Max-Degree-Matching
curve again stays relatively flat varying between 1/4 and 1. 4-factoring indirect
varies slightly, from 2 to 4, again near linearly with a slope of 1/5.

We suspect that our heuristic of using nodes with only dummy edges as
bypass nodes in a stage helps 2-factoring significantly on Zipf Graphs since
there are so many nodes with small degree and hence many dummy self-loops.

6.2 Time Steps Needed

For General and Regular Graphs, the migration plans Greedy-Matching found
never took more than ∆ + 1 time steps. Since the other algorithms we tested
are guaranteed to have plans taking less than ∆ + 3, we present no plots of
the number of time steps required for these algorithms on General and Regular
Graphs.

As shown in Figure 3, the number of stages used by Greedy-Matching for
Zipf Graphs is significantly worse than for the other types of random graphs. We
note however that it always performs better than 4-factoring direct. The first
plot shows that the number of extra stages used by Greedy-Matching for Zipf
Graphs with minimum degree 1 varies from 2 to 4 as the number of nodes varies
from 100 to 800. The second plot shows that the number of extra stages used
by Greedy-Matching for Zipf Graphs with 146 nodes varies from 1 to 11 as the
minimum degree of the graphs varies from 1 to 10. High density Zipf graphs are
the one weakness we found forGreedy-Matching.
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Fig. 2. These six plots give the number of bypass nodes needed for 2-factoring,
4-factoring direct and Max-Degree-Matching for the General, Regular and Zipf
Graphs. The three plots in the left column give the number of bypass nodes
needed as the number of nodes in the random graphs increase. The three plots
in the right column give the number of bypass nodes needed as the density of
the random graphs increase. The plots in the first row are for General Graphs,
plots in the second row are for Regular Graphs and plots in the third row are
for Zipf Graphs
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Fig. 3. Number of steps above Delta needed for Greedy-Matching on Zipf Graphs

7 Analysis

Our major empirical conclusions for the graphs tested are:

– Max-Degree-Matching almost always uses less bypass nodes than 2-factoring.
– Greedy-Matching always takes less time steps than 4-factoring direct.
– For all algorithms using indirection, the number of bypass nodes required is

almost always no more than n/30.

For migration without space constraints,Max-Degree-Matching performs very
well in practice, often using significantly fewer bypass nodes than 2-factoring. Its
good performance and good theoretical properties make it an attractive choice
for real world migration problems without space constraints.

For migration with space constraints, Greedy-Matching always outperforms
4-factoring direct. It also frequently finds migration plans within some small
constant of ∆. However there are many graphs for which it takes much more
than ∆ time steps and for this reason we recommend 4-factoring indirect when
there are bypass nodes available.

7.1 Theory versus Practice

In our experiments, we have found that not only are the number of bypass nodes
required for the types of graphs we tested much less than the theoretical bounds
suggest but that in addition, the rate of growth in the number of bypass nodes
versus the number of demand graph nodes is much less than the theoretical
bounds. The worst case bounds are that n/3 bypass nodes are required for 2-
factoring and 4-factoring indirect and 2n/3 for Max-Degree-Matching but in most
graphs, for all the algorithms, we never required more than about n/30 bypass
nodes.

The only exception to this trend is regular graphs with high density for
which 2-factoring and 4-factoring indirect required up to n/10 bypass nodes.
A surprising result for these graphs was the fact that Max-Degree-Matching
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performed so much better than 2-factoring and 4-factoring indirect despite its
worse theoretical bound.

8 Conclusion

We have introduced two new data migration algorithms and have empirically
evaluated their performance compared with two algorithms from [7]. The metrics
we used to evaluate the algorithms are: (1) the number of time steps required to
perform the migration, and (2) the number of bypass nodes used as intermediate
storage devices. We have found on several types of random and load-balancing
graphs that the new algorithms outperform the algorithms from [7] on these two
metrics despite the fact that the theoretical bounds for the new algorithms are
not as good. Not surprisingly, we have also found that for all the algorithms
tested, the theoretical bounds are overly pessimistic. We conclude that many of
the algorithms described in this paper are both practical and effective for data
migration.

There are several directions for future work. Real world devices have different
I/O speeds. For example, one device might be able handle sending or receiving
twice as many objects per stage as another device. We want good approximation
algorithms for migration with different device speeds. Also in some important
cases, a complete graph is a poor approximation to the network topology. For
example, a wide area network typically has a very sparse topology which is more
closely related to a tree than to a complete graph. We want good approximation
algorithms for commonly occuring topologies (such as trees) and in general for
arbitrary topologies. Saia [10] gives some preliminary approximation algorithms
for migration with variable device speeds and different network topologies.

Another direction for future work is designing algorithms which work well
for the online migration problem. In this paper, we have ignored loads imposed
by user requests in devising a migration plan. A better technique for creating
a migration plan would be to migrate the objects in such a way that we inter-
fere as little as possible with the ability of the devices to satisfy user requests
and at the same time improve the load balancing behavior of the network as
quickly as possible. This may require adaptive algorithms since user requests are
unpredictable.

A final direction for future work is designing algorithms which make use of
free nodes when available but do not require them to perform well. In particular,
we want a good approximation algorithm for migration with indirection when no
external bypass nodes are available. To the best of our knowledge, no algorithm
with an approximation ratio better than 3/2 for this problem is known at this
time.
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A Appendix

A.1 Max-Degree-Matching

Algorithm 2 Max-Degree-Matching(demand graph G)

1. Set up a bipartite matching problem as follows: the left hand side of the graph
is all maximum degree vertices not adjacent to degree one vertices in G, the right
hand side is all their neighbors in G, and the edges are all edges between maximum
degree vertices and their neighbors in G .

2. Find the maximum bipartite matching. The solution induces cycles and paths in
the demand graph. All cycles contain only maximum degree vertices, all paths have
one endpoint that is not a maximum degree vertex.

3. Mark every other edge in the cycles and paths. For odd length cycles, one vertex
will be left with no marked edges. Make sure that this is a vertex with an outgoing
edge (and thus can be bypassed if needed). Each vertex has at most one edge
marked. Mark every edge between a maximum degree vertex and a degree one
vertex.

4. Let V ′ be the set of vertices incident to a marked edge. Compute a maximum
matching in G that matches all vertices in V ′ (This can be done by seeding the
general matching algorithm [8] with the matching that consists of marked edges.)
Define S to be all edges in the matching.

5. For each edge vertex u of maximum degree with no incident edge in S, let (u, v)
be some out-edge from u. Add (u, b) to S, where b is an unused bypass node, and
add (b, v) to the demand graph G.

6. Schedule all edges in S to be sent in the next stage and remove these edges from
the demand graph.

7. If there are still edges in the demand graph, go back to step 1.
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Abstract. We investigate basic communication protocols in ad-hoc mo-
bile networks. We follow the semi-compulsory approach according to
which a small part of the mobile users, the support Σ, that moves in a pre-
determined way is used as an intermediate pool for receiving and deliv-
ering messages. Under this approach, we present a new semi-compulsory
protocol called the runners in which the members of Σ perform concur-
rent and continuous random walks and exchange any information given
to them by senders when they meet. We also conduct a comparative
experimental study of the runners protocol with another existing semi-
compulsory protocol, called the snake, in which the members of Σ move
in a coordinated way and always remain pairwise adjacent. The experi-
mental evaluation has been carried out in a new generic framework that
we developed to implement protocols for mobile computing. Our exper-
iments showed that for both protocols only a small support is required
for efficient communication, and that the runners protocol outperforms
the snake protocol in almost all types of inputs we considered.

1 Introduction

Mobile computing has been introduced in the past few years as a new computing
environment. Since mobile computing is constrained by poor resources, highly
dynamic variable connectivity, and volatile energy sources, the design of sta-
ble and efficient mobile information systems is greatly complicated. Until now,
two basic models have been proposed for mobile computing. The earlier (and
commonly used) model is the fixed backbone model which assumes that an ex-
isting infrastructure of support stations with centralized network management
is provided in order to ensure efficient communication. A more recent model is
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the ad-hoc model which assumes that mobile hosts can form networks without
the participation of any fixed infrastructure. An ad-hoc mobile network [1,8] is a
collection of mobile hosts with wireless network interfaces forming a temporary
network without the aid of any established infrastructure or centralized admin-
istration. In an ad-hoc network two hosts that want to communicate may not
be within wireless transmission range of each other, but could communicate if
other hosts between them are also participating in the ad-hoc network and are
willing to forward packets for them.

A usual scenario that motivates the ad-hoc mobile model is the case of rapid
deployment of mobile hosts in an unknown terrain, where there is no underlying
fixed infrastructure either because it is impossible or very expensive to create
such an infrastructure, or because it is not established yet, or it has become
temporarily unavailable (i.e., destroyed or down).

A basic communication problem in such ad-hoc mobile networks, is to send
information from some sender S, to another designated receiver R. Note that ad-
hoc mobile networks are dynamic in nature, in the sense that local connections
are temporary and may change as users move. The movement rate of each user
might vary, while certain hosts might even stop in order to execute location-
oriented tasks (e.g., take measurements). In such an environment, executing a
distributed protocol has certain complications, since communication between
two hosts may be a highly non-trivial task.

The most common way to establish communication is to form paths of in-
termediate nodes (i.e., hosts), where it is assumed that there is a link between
two nodes if the corresponding hosts lie within one another’s transmission ra-
dius and hence can directly communicate with each other [5,13,14]. Indeed, this
approach of exploiting pairwise communications is common in ad-hoc mobile
networks that either cover a relatively small space (i.e., the temporary network
has a small diameter with respect to the transmission range), or are dense (i.e.,
thousands of wireless nodes). Since almost all locations are occupied by some
hosts, broadcasting can be efficiently accomplished.

In wider area ad-hoc networks however, broadcasting is impractical, as two
distant peers will not be reached by any broadcast since users do not occupy all
intervening locations, i.e., a sufficiently long communication path is difficult to
establish. Even if such a path is established, single link failures happening when
a small number of users that were part of the communication path move in a
way such that they are no longer within the transmission range of each other,
will make this path invalid. Note also that the path established in this way may
be very long, even in the case of connecting nearby nodes.

A different approach to solve this basic communication problem is to take
advantage of the mobile hosts natural movement by exchanging information
whenever mobile hosts meet incidentally. When the users of the network meet
often and are spread in a geographical area, flooding the network will suffice. It
is evident, however, that if the users are spread in remote areas and they do not
move beyond these areas, there is no way for information to reach them, unless
the protocol takes care of such situations.
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One way to alleviate these problems is to force mobile users to move according
to a specific scheme in order to meet the protocol demands. Our approach is
based on the idea of forcing only a very small subset of mobile users, called
the support Σ of the network, to move as per the needs of the protocol. Such
protocols are called semi-compulsory protocols.

The first semi-compulsory protocol for the basic communication problem was
presented in [2]. It uses a snake-like sequence of support stations that always re-
main pairwise adjacent and move in a way determined by the snake’s head. The
head moves by executing a random walk over the area covered by the network.
We shall refer to this protocol as the snake protocol. The snake protocol is the-
oretically analyzed in [2] using interesting properties of random walks and their
meeting times. A first implementation of the protocol was developed and exper-
imentally evaluated in [2] with the emphasis to confirm the theoretical analysis.
Both the experiments and the theoretical analysis indicated that only a small
support is needed for efficient communication.

In this paper we firstly present a new semi-compulsory protocol for the basic
communication problem studied here. The new protocol is based on the idea
that the members of Σ move like “runners”, i.e., they move independently of
each other sweeping the whole area covered by the network. When two runners
meet, they exchange information given to them by senders encountered. We shall
refer to this protocol as the runners protocol. The new protocol turns out to be
more robust than the snake protocol. The latter is resilient only to one fault (one
faulty member of Σ), while the former is resilient to t faults for any 0 < t < |Σ|.

The second contribution of this paper is a comparative experimental study of
the snake and the runners protocols based on a new generic framework that we
developed to implement protocols for mobile computing. Based on the implemen-
tation in [2], we have redesigned the fundamental classes and their functionality
in order to provide this generic framework that allows implementation of any
mobile protocol. Under this framework, we have implemented the runners pro-
tocol and re-implemented the snake protocol. All of our implementations were
based on the LEDA platform [11]. We also have extended the experimental setup
in [2] to include more pragmatic test inputs regarding motion graphs, i.e., graphs
which model the topology of the motion of the hosts. Our test inputs included
both random as well as more structured graphs. In conducting our experimental
study, we were interested in providing measures on communication times (es-
pecially average message delay), message delivery rate, and support utilization
(total number of messages contained in all members of the support).

Our experiments showed that: (i) for both protocols only a small support
is required for efficient communication; (ii) the runners protocol outperforms
the snake protocol in almost all types of inputs we considered. More precisely,
the runners protocol achieve a better average message delay in all test inputs
considered, except for the case of random graphs with a small support size.
The new protocol achieves a higher delivery rate of messages right from the
beginning, while the snake protocol requires some period of time until its delivery
rate stabilizes to a value that is always smaller than that of runners. Finally,
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the runners protocol has smaller requirements for the size of local memory per
member of the support.

Previous Work: A similar approach is presented in [6] where a compulsory
protocol is introduced in the sense that all users are forced to perform concurrent
and independent random walks on the area covered by the network.

A model similar to the above is presented in [10]. The protocol forces all
mobile users to slightly deviate (for a short period of time) from their predefined,
deterministic routes, in order to propagate the messages. This protocol is also
compulsory for any host and it works only for deterministic host routes.

Adler and Scheideler [1] in a previous work, dealt only with static transmis-
sion graphs, i.e., the situation where the positions of the mobile hosts and the
environment do not change. In [1] the authors pointed out that static graphs
provide a starting point for the dynamic case. In our work, we consider the dy-
namic case (i.e., mobile hosts move arbitrarily) and in this sense we extend their
work.

2 The Model of the Space of Motions

We use the graph theoretic model introduced in [6] and also used in [2] that
maps the movement of the mobile users in the three-dimensional space S to a
so-called motion graph G = (V, E) (its precise definition will be given shortly).
Let |V | = n. The environment where the stations move (in three-dimensional
space with possible obstacles) is abstracted by a graph by neglecting the detailed
geometric characteristics of the motion. We first assume that each mobile host
has a transmission range represented by a sphere tr having the mobile host as
its center. This means that any other host inside tr can receive any message
broadcasted by this host. We approximate this sphere by a cube tc with volume
V(tc), where V(tc) < V(tr). The size of tc can be chosen in such a way that its
volume V(tc) is the maximum integral value that preserves V(tc) < V(tr), and
if a mobile host inside tc broadcasts a message, this message is received by any
other host in tc. Given that the mobile hosts are moving in the space S, S is
quantized into cubes of volume V(tc).

The motion graph G = (V, E), which corresponds to the above quantization
of S, is constructed in the following way. There is a vertex u ∈ V representing a
cube of volume V(tc). Two vertices u and v are connected by an edge (u, v) ∈ E
if the corresponding cubes are adjacent. Let V(S) be the volume of space S.
Clearly, n = V (S)/V (tc) and consequently n is a rough approximation of the
ratio V (S)/V (tr).

3 Description of the Implemented Protocols

We start with a few definitions that will be used in the description of the proto-
cols. The subset of the mobile hosts of an ad-hoc mobile network whose motion is
determined by a network protocol P is called the support Σ of P . The part of P
which indicates the way in which the members of Σ move and communicate is
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called the support management subprotocol MΣ of P . In addition, we may wish
that the way hosts in Σ move and communicate can tolerate failures of hosts. In
such a case, the protocol is called robust. A protocol is called reliable if it allows
the sender to be notified about delivery of the information to the receiver.

We assume that the motions of the mobile users which are not members of Σ
are arbitrary but independent of the motion of the support (i.e., we exclude the
case where some of the users not in Σ are deliberately trying to avoid Σ). This is a
pragmatic assumption usually followed by application protocols. In the following,
we assume that message exchange between nodes within communication distance
of each other takes negligible time (i.e., the messages are short packets and
the wireless transmission is very fast). Following [5,7], we further assume that
all users (even those not in the support) perform independent and concurrent
random walks.

3.1 The Snake Protocol

The main idea of the protocol proposed in [2] is as follows. There is a set-up
phase of the ad-hoc network, during which a predefined number, k, of hosts,
become the nodes of the support. The members of the support perform a leader
election, which is run once and imposes only an initial communication cost. The
elected leader, denoted by MS0, is used to co-ordinate the support topology and
movement. Additionally, the leader assigns local names to the rest of the support
members MS1, MS2, ..., MSk−1.

The nodes of the support move in a coordinated way, always remaining pair-
wise adjacent (i.e., forming a list of k nodes), so that they sweep (given some
time) the entire motion graph. Their motion is accomplished in a distributed
way via a support motion subprotocol P1. Essentially the motion subprotocol P1

enforces the support to move as a “snake”, with the head (the elected leader
MS0) doing a random walk on the motion graph and each of the other nodes
MSi executing the simple protocol “move where MSi−1 was before”. When some
node of the support is within the communication range of a sender, an under-
lying sensor subprotocol P2 notifies the sender that it may send its message(s).
The messages are then stored in every node of the support using a synchroniza-
tion subprotocol P3. When a receiver comes within the communication range of
a node of the support, the receiver is notified that a message is “waiting” for
him and the message is then forwarded to the receiver. Duplicate copies of the
message are then removed from the other members of the support.

In this protocol, the support Σ plays the role of a (moving) backbone subnet-
work (of a “fixed” structure, guaranteed by the motion subprotocol P1), through
which all communication is routed. The theoretical analysis in [2] shows that the
average message delay or communication time of the snake protocol is bounded
above by the formula 2

λ2(G)Θ(n/k) + Θ(k) where G is the motion graph, λ2(G)
is its second eigenvalue, n is the number of vertices in motion graph G, and
k = |Σ|. More details for the snake protocol can be found in [2]. It can be also
proved (see [4]) that the snake protocol is reliable and partially robust (resilient
to one fault).
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3.2 The Runners Protocol

A different approach to implement MΣ is to allow each member of Σ not to
move in a snake-like fashion, but to perform an independent random walk on
the motion graph G, i.e., the members of Σ can be viewed as “runners” running
on G. In other words, instead of maintaining at all times pairwise adjacency
between members of Σ, all hosts sweep the area by moving independently from
each other. However, all communication is still routed through the support Σ.
When two runners meet, they exchange any information given to them by senders
encountered using a new synchronization subprotocol P ′

3. As in the snake case,
the underlying sensor sub-protocol P2 notifies the sender that it may send its
message(s). When a user comes within the communication range of a node of the
support which has a message for the designated receiverR, the waiting messages
are forwarded to the receiver.

We expect that the size k of the support (i.e., the number of runners) will
affect performance in a more efficient way than that of the snake approach. This
expectation stems from the fact that each host will meet each other in parallel,
accelerating the spread of information (i.e., messages to be delivered).

A member of the support needs to store all undelivered messages, and main-
tain a list of receipts to be given to the originating senders. For simplicity, we can
assume a generic storage scheme where all undelivered messages are members of
a set S1 and the list of receipts is stored on another set S2. In reality, the unique
ID of a message and its sender ID is all that is needed to be stored in S2.

When two runners meet at the same site of the motion graph G, the syn-
chronization subprotocol P ′

3 is activated. The subprotocol imposes that when
runners meet on the same site, their sets S1 and S2 are synchronized. In this
way, a message delivered by some runner will be removed from the set S1 of the
rest of runners encountered, and similarly delivery receipts already given will be
discarded from the set S2 of the rest of runners. The synchronization subproto-
col P ′

3 is partially based on the two-phase commit algorithm as presented in [12]
and works as follows.

Let the members of Σ residing on the same site (i.e., vertex) u of G be
MSu

1 , . . . , MSu
j . Let also S1(i) (resp. S2(i)) denote the S1 (resp. S2) set of

runner MSu
i , 1 ≤ i ≤ j. The algorithm assumes that the underlying sensor

sub-protocol P2 informs all hosts about the runner with the lowest ID, i.e., the
runner MSu

1 . P ′
3 consists of two rounds.

Round 1: All MSu
1 , . . . , MSu

j residing on vertex u of G, send their S1 and S2

to runner MSu
1 . Runner MSu

1 collects all the sets and combines them with its
own to compute its new sets S1 and S2: S2(1) =

⋃
1≤l≤j S2(l) and S1(1) =⋃

1≤l≤j S1(l)− S2(1).

Round 2: Runner MSu
1 broadcasts its decision to all the other support mem-

ber hosts. All hosts that received the broadcast apply the same rules, as MSu
1

did, to join their S1 and S2 with the values received. Any host that receives a
message at Round 2 and which has not participated in Round 1, accepts the
value received in that message as if it had participated in Round 1.
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This simple algorithm guarantees that mobile hosts which remain connected
(i.e., are able to exchange messages) for two continuous rounds, will manage to
synchronize their S1 and S2. Furthermore, on the event that a new host arrives
or another disconnects during Round 2, the execution of the protocol will not
be affected. In the case where runner MSu

1 fails to broadcast in Round 2 (either
because of an internal failure or because it has left the site), then the protocol
is simply re-executed among the remaining runners.

Remark that the algorithm described above does not offer a mechanism to
remove message receipts from S2; eventually the memory of the hosts will be
exhausted. A simple approach to solve this problem is to construct, for each
sender, an ordered list of message IDs contained in S2. This ordered sequence of
IDs will have gaps – some messages will still have to be delivered, and thus not
part of S2. In this list, we can identify the maximum ID before the first gap and
remove from S2 all message receipts with smaller ID. Although this is a rather
simple approach, our experiments showed that it effectively reduced the memory
usage.

The described support management subprotocol is clearly reliable. It is also
robust as it is resilient to t faults, for any 0 ≤ t < k. This can be achieved using
redundancy: whenever two runners meet, they create copies of all messages in
transit. In the worst-case, there are at most k − t copies of each message. Note,
however, that messages may have to be re-transmitted in the case that only one
copy of them exists when some fault occurs.

4 Implementation and Experimental Results

4.1 Implementation Details

All of our implementations follow closely the support motion subprotocols de-
scribed above. They have been implemented as C++ classes using several ad-
vanced data types of LEDA [11]. Each class is installed in an environment that
allows to read graphs from files, and to perform a network simulation for a given
number of rounds, a fixed number of mobile users and certain communication
and mobility behaviours. After the execution of the simulation, the environment
stores the results again on files so that the measurements can be represented in
a graphical way.

To extend our previous implementation [2], we have redesigned the funda-
mental classes and their functionality in order to provide a generic framework
for the implementation of any mobile protocol. Our implementation of ad-hoc
mobile networks is now based on a new base class called mobile host. This
class is then extended to implement the class mh user that models a user of the
network that acts as sender and/or receiver, and the mh snake and mh runner
classes that implement the support management subprotocols respectively. Also
in our previous implementation we had a class called transmission medium to
realize the exchange of messages between mobile hosts. In the new implementa-
tion, this class has been replaced by a so-called environment class which handles
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not only message exchange, but also the movement of mobile hosts (which can
follow various motion patterns).

It is worth noting that in [2] we did not implement the synchronization sub-
protocol P3. This did not affect the behaviour of the protocol, but helped us
avoiding to further complicate the implementation. However, in order to provide
a fair comparison between the two different support management subprotocols
(i.e., the snakes and runners), we have implemented in this work the subpro-
tocol P3 for the snake protocol, and we also counted the extra delay that was
imposed by the synchronization of the mobile support hosts.

4.2 Experimental Setup

A number of experiments were carried out modeling the different possible sit-
uations regarding the geographical area covered by an ad-hoc mobile network.
We considered five kinds of inputs, unstructured (random) and more structured
ones. Each kind of input corresponds to a different type of motion graph. We
started with the graph families considered in [2], namely random graphs, 2D grid
graphs, and bipartite multi-stage graphs. We extended the above experimental
setup by considering also 3D grid graphs and two-level motion graphs that are
more close to pragmatic situations.

We considered several values for n in the range [400, 6400] and different val-
ues for the support size k = |Σ|, namely k ∈ [3, 45]. For each motion graph
constructed, we injected 1, 000 users (mobile hosts) at random positions that
generated 100 transaction message exchanges of 1 packet each by randomly pick-
ing different destinations. Each experiment we carried out, proceeds in lockstep
rounds called simulation rounds (i.e., we measure simulation time in rounds).
Each mobile host h is considered identical in computing and communication
capability. During a simulation round, h moves to an adjacent vertex of the mo-
tion graph G and performs some computation. If h ∈ Σ, then its move and local
computation are determined by the snake or the runners protocol. If h �∈ Σ,
then its move is random and with probability p = 0.01 the host h generates
a new message (i.e., a new message is generated roughly every 100 rounds) by
picking a random destination host. The selection of this value for p is based on
the assumption that the mobile users do not execute a real-time application that
requires continuous exchange of messages. Based on this choice of p, each exper-
iment takes several thousands of rounds in order to get an acceptable average
message delay. For each experiment, a total of 100, 000 messages were transmit-
ted. We carried out each experiment until the 100, 000 messages were delivered
to the designated receivers. Our test inputs are as follows.

Random Graphs. This class of graphs is a natural starting point in order
to experiment on areas with obstacles. We used the Gn,p model obtained by
sampling the edges of a complete graph of n nodes independently with probabil-
ity p. We used p = 1.05 log n

n which is marginally above the connectivity threshold
for Gn,p. The test cases included random graphs with n ∈ {1600, 3200, 6400} over
different values of k ∈ [3, 45].
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2D Grid Graphs. This class of graphs is the simplest model of motion one
can consider (e.g., mobile hosts that move on a plane surface). We used two
different

√
n×√n grid graphs with n ∈ {400, 1600} over different values of k.

3D Grid Graphs. To evaluate the performance of our protocols over 3D
space, we considered 3D grid graphs (n1/3×n1/3×n1/3) to model the motion of
hosts in 3D space. We used three different such graphs with n ∈ {512, 1000, 1280}
over different values of k ∈ [3, 45].

Bipartite multi-stage graphs. A bipartite multi-stage graph is a graph
consisting of a number of stages (or levels) ξ. Each stage contains n/ξ vertices
and there are edges between vertices of consecutive stages. These edges are
chosen randomly with some probability p among all possible edges between the
two stages. This type of graphs is interesting as they model movements of hosts
that have to pass through certain places or regions, and have a different second
eigenvalue than grid and Gn,p graphs (their second eigenvalue lies between that
of grid and Gn,p graphs). In our experiments, we considered ξ = log n stages and
choose p = ξ

n log n
ξ which is the threshold value for bipartite connectivity (i.e.,

connectivity between each pair of stages). The test cases included multi-stage
graphs with 7, 8 or 9 stages, number of vertices n ∈{1600, 3200, 6400}, and
different values of k ∈ [3, 45].

Two-level motion graphs. Motivated by the fact that most mobile users
usually travel along favourite routes (e.g., going from home to work and back)
that usually comprise a small portion of the whole area covered by the network
(e.g., urban highways, ring roads, metro lines etc.), and that in more congested
areas there is a high volume of user traffic (e.g., city centers, airport hubs, tourist
attractions, etc.), we have considered a two-level motion graph family to reflect
this situation (this family has some similarities with the two-level semirandom
graphs considered in [9] for completely different problems and settings).

Let d(u, v) denote the distance between vertices u and v in G, i.e., the length
of a shortest path joining them. A two-level graph consists of subgraphs of the
motion graph representing congested areas that are interconnected by a small
number of paths representing the most favourite routes among them. A sub-
graph Gc is defined by randomly selecting a vertex u of G and then declare as
vertices of Gc those vertices v ∈ G with d(u, v) ≤ c, where c is a constant denot-
ing the diameter of the congested area. Let f be the number of subgraphs defined.
The paths representing favourite routes are specified as follows: temporarily re-
place each Gc by a supervertex, find shortest paths among supervertices, and
finally select those edges that belong to shortest paths. If we end up with more
than αf paths, where α > 1 is a constant, then we either arbitrarily select αf
of them, or find a minimum spanning tree that spans the supervertices and use
its edges as the selected ones. The majority of hosts is forced to move either
within the subgraphs (congested areas) or along the paths connecting subgraphs
(favourite routes).

We constructed a number of different data sets by tuning the various param-
eters, i.e., the diameter c of the congested areas and the number f of selected
vertices (number of subgraphs representing congested areas). Note that for each
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message generated, the destination is chosen at random among all users of the
network (i.e., the sender-receiver pairs are not fixed).

4.3 Experimental Results

We measured the total delay of messages exchanged between pairs of sender-
receiver users. For each message generated, we calculated the overall delay (in
terms of simulation rounds) until the message was finally transmitted to the re-
ceiver. We used these measurements to experimentally evaluate the performance
of the two different support management subprotocols.

The reported experiments for the five different test inputs we considered are
illustrated in Figure 1. In these graphics, we have included the results of two
instances of the input graph w.r.t. n, namely a smaller and a larger value of n
(similar results hold for other values of n). Each curve in Figure 1 is characterized
by the name ‘Px’, where P refers to the protocol used (S for snake and R for
runners) and x is a 3 or 4 digit number denoting the value of n.

The curves reported for the snake protocol confirm the theoretical analysis
in [2]. That is, the average message delay drops rather quickly when k is small,
but after some threshold value stabilizes and becomes almost independent of the
value of k. This observation applies to all test inputs we considered. We also note
that this behaviour of the snake protocol is similar to the one reported in [2],
although we count here the extra delay time imposed by the synchronization
subprotocol P3.

Regarding the runners protocol, we firstly observe that its curve follows the
same pattern with that of the snake protocol. Unfortunately, we don’t have a
theoretical analysis for the new protocol to see whether it behaves as should
expected, but from the experimental evidence we suspect that it obeys a similar
but tighter bound than that of the snake protocol. Our second observation is
that the performance of the runners protocol is slightly better than that of
the snake protocol in random graphs (except for the case of random graphs
with small support size; see Figure 1, top left) and bipartite multi-stage graphs
(Figure 1, middle left), but is substantially better in the more structured cases
(grid and two-level graphs; cf. Figure 1, top right and middle right). This could
be partly explained by the fact that the structured graphs have a smaller second
eigenvalue than that of bipartite multi-stage and random graphs. A small value
for this eigenvalue makes the average message delay to be more dependent on
the hidden constant in the asymptotic analysis of the snake protocol [2] (see also
Section 3.1) which is apparently larger than the corresponding constant of the
runners protocol.

An interesting observation concerns the case of 2-level graphs, where the
results look similar to those of grid graphs. Interestingly, for this case where the
users do not perform random walks (as in the grid case) but their motion is
getting more restricted (though still arbitrary), the performance characteristics
of both protocols remain unchanged. Hence, we may conclude that for the case of
more structured inputs the assumption of having the users performing continuous
random walks over the motion graph G does not seem to affect performance. We
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believe that it is challenging to incorporate other sophisticated mechanisms to
the support management subprotocols in order to take advantage of such user
behaviour patterns.

In contrast to the experiments carried out in [2], in this paper we also consider
the utilization of the support protocol, i.e., the total number of multiple message
copies stored in the support structure at any given time, as well as the message
delivery rate.

In Figure 1 (bottom left) the total number of message copies generated by
each protocol is shown for the first 7000 rounds of simulation on a bipartite multi-
stage graph with n = 6400 and k = 15 (similar results hold for other test inputs
and sizes). We observe that the snake protocol generates initially less copies
than the runners. As the simulation goes on, the rate of generating redundant
messages by the snake protocol increases faster than that of the runners. This can
be partially justified by considering the average message delay. In the case of the
snake, the overall message delay is worse than that of the runners, which implies
that it will take longer to meet a sender. In addition, each message (and its
copies) will remain for a longer period within the support structure of the snake
until the designated receiver R is encountered. Therefore, at the beginning the
snake protocol generates less copies, as less messages have been received, while as
the simulation goes on, the total number of redundant copies increases as more
messages are still pending. This observation implies that the runners protocol
utilizes more efficiently the available resources as far as memory limitations are
concerned.

Another way to evaluate the performance of the two protocols is to consider
the message delivery rate. In Figure 1 (bottom right) the overall delivery rate
of messages (in percentages) is projected over the simulation time (in rounds)
for a 3D grid graph with n = 6400 and k = 15 (similar results hold for other
test inputs and sizes). The snake protocol is slower in delivering messages than
the runners protocol for the same reason explained above regarding utilization.
As the simulation time increases, the two protocols finally reach high levels of
delivery rates. However, it is clear that the runners will reach these high levels
much faster compared to the snake. This provides an explanation regarding the
total number of message copies stored within the support members of the snake
protocol. Recall that the support synchronization subprotocol P3 will need O(k)
time to generate k copies for each message, thus as the delivery rate of the snake
is initially low, the total number of message copies will also be low. As the rate
increases over time, P3 will generate more message copies and thus increase the
total number of message copies stored within the support structure.

5 Closing Remarks and Future Work

We have presented a new protocol for a basic communication problem in an ad-
hoc mobile network and we provided a comparative experimental study of the
new protocol (runners) and of a new implementation of an existing one (snake).
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Our experiments showed that the new protocol outperforms the previous one in
almost all test inputs we considered.

There are several directions for future work. An obvious one is to analyze
theoretically the runners protocol. Another one is to enforce a specific motion
pattern to the support (e.g., moving along a spanning subgraph of the motion
graph) instead of doing random walks.
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Fig. 1. Average message delay over various motion graphs (top and middle rows),
total number of message copies (bottom left), and overall delivery rate of mes-
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Abstract. We consider the bilateral contract satisfaction problem aris-
ing from electrical power networks due to the proposed deregulation of
the electric utility industry in the USA. Given a network and a (multi)set
of pairs of vertices (contracts) with associated demands, the goal is to
find the maximum number of simultaneously satisfiable contracts. We
study how four different algorithms perform in fairly realistic settings;
we use an approximate electrical power network from Colorado. Our ex-
periments show that three heuristics outperform a theoretically better
algorithm. We also test the algorithms on four types of scenarios that are
likely to occur in a deregulated marketplace. Our results show that the
networks that are adequate in a regulated marketplace might be inade-
quate for satisfying all the bilateral contracts in a deregulated industry.

1 Introduction

The U.S. electric utility industry is undergoing major structural changes in an
effort to make it more competitive [21,11,19,12]. One major consequence of the
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deregulation will be to decouple the controllers of the network from the power
producers, making it difficult to regulate the levels of power on the network;
consumers as well as producers will eventually be able to negotiate prices to
buy and sell electricity. See [18]. In practice, deregulation is complicated by
the facts that all power companies will have to share the same power network
in the short term, with the network’s capacity being just about sufficient to
meet the current demand. To overcome these problems, most U.S. states have
set up an ISO (independent system operator): a non-profit governing body to
arbitrate the use of the network. The basic questions facing ISOs are how to
decide which contracts to deny (due to capacity constraints), and who is to
bear the costs accrued when contracts are denied. Several criteria/policies have
been proposed and/or are being legislated by the states as possible guidelines
for the ISO to select a maximum-sized subset of contracts that can be cleared
simultaneously [18]. These include: (a) Minimum Flow Denied: The ISO selects
the subset of contracts that denies the least amount of proposed power flow.
This proposal favors clearing bigger contracts first. (b) First-in First-out: The
contract that comes first gets cleared first; this is the least discriminating to the
contractors. (c) Maximum Consumers Served: This clears the smallest contracts
first and favors the small buyers whose interests normally tend to go unheard.

There are three key issues in deciding policies that entail specific mecha-
nisms for selecting a subset of contracts: fairness of a given policy to producers
and consumers; the computational complexity of implementing a policy, and how
sound a given policy is from an economic standpoint. (For instance, does the
policy promote the optimal clearing price/network utilization etc.) Here we fo-
cus on evaluating the efficacy of a given policy with regard to its computational
resource requirement and network resource utilization. It is intuitively clear that
the underlying network, its capacity and topology, and the spatial locations of
the bilateral contracts on the network, will play an important role in determining
the efficacy of these policies. We do not discuss here the fairness and economics
aspects of these policies: these are subjects of a companion paper. The work
reported here was done as part of two inter-related projects at Los Alamos. The
first project is to develop a mathematical and computational theory of simula-
tions based on Sequential Dynamical Systems. The second aims at developing
a comprehensive coupled simulation1 of the deregulated electrical power indus-
try [7]. See http://www.lanl.gov/orgs/tsa/tsasa/ for additional details. To
achieve this goal, we carry out the first experimental analysis of several algo-
rithms for simultaneously clearing a maximal number of bilateral contracts. The
algorithms were chosen according to provable performance, ability to serve as a
proxy for some of the above-stated policies, and computational requirement. The
algorithms are as follows; see § 3 for their specification. The ILP-Randomized
rounding (RR) algorithm has a provable performance guarantee under certain
conditions. The computational resource requirement was quite high, but the
approach also provides us with an upper bound on any optimal solution and
proved useful in comparing the performance of the algorithms. The Largest-

1 This coupled simulation has a market component and a physical network component.
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First Heuristic (LF) is a proxy for the Minimum Flow Denied policy. The
Smallest-First Heuristic (SF) serves as a proxy for the Maximum Contracts
Served policy. The Random-Order Heuristic (RO) clears the contracts in the
random order. This algorithm was chosen as a proxy for the First-in First-out
policy. Such a policy is probably the most natural clearing mechanism and is
currently in place at many exchanges.

We used a coarse representation of the Colorado electrical power network (see
§ 4) to qualitatively compare the four algorithms discussed above in fairly realis-
tic settings. The realistic networks differ from random networks and structured
networks in the following ways: (i) Realistic networks typically have a very low
average degree. In fact, in our case the average degree of the network is no more
than 3. (ii) Realistic networks are not very uniform. One typically sees one or
two large clusters (downtown and neighboring areas) and small clusters spread
out throughout. (iii) For most empirical studies with random networks, the edge
weights are chosen independently and uniformly at random from a given inter-
val. However, realistic networks typically have very specific kinds of capacities
since they are constructed with particular design goal.

From our preliminary analysis, it appears that although the simple heuristic
algorithms do not have worst-case guarantees, they outperform the theoretically
better randomized rounding algorithm. We tested the algorithms on four care-
fully chosen scenarios. Each scenario was designed to test the algorithms and
the resulting solutions in a deregulated setting. The empirical results show that
networks that are capable of satisfying all demand in a regulated marketplace
can often be inadequate for satisfying all (or even a acceptable fraction) of the
bilateral contracts in a deregulated market. Our results also confirm intuitive
observations: e.g., the number of contracts satisfied crucially depends on the
scenario and the algorithm.

As far as we are aware, this is the first study to investigate the efficacy of
various policies for contract satisfaction in a deregulated power industry. Since
it was done in fairly realistic settings, the qualitative results obtained here have
implications for policy makers. To compare the algorithms in a quantitative
and (semi-)rigorous way, we employ statistical tools and experimental designs.
Although many of the basic tools are standard in statistics, the use of formal
statistical methods in experimental algorithmics for analyzing/comparing the
performance of heuristics has not been investigated to the best of our knowledge.
We believe that such statistical methods should be investigated further by the
experimental algorithmics community for deriving more quantitative conclusions
when theoretical proofs are hard or not very insightful. Our results can also
be applied in other settings, such as bandwidth-trading on the Internet. See,
e.g., [2]. Finally, to our knowledge, previous researchers have not considered the
effect of the underlying network on the problems; this is an important parameter
especially in a free-market scenario.
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2 Problem Definitions

We briefly define the optimization problems studied here. We are given an undi-
rected network (the power network)G = (V,E) with capacities ce for each edge e
and a set of source-sink node pairs (si, ti), 1 ≤ i ≤ k. Each pair (si, ti) has: (i)
an integral demand reflecting the amount of power that si agrees to supply to ti
and (ii) a negotiated cost of sending unit commodity from si to ti. As is tradi-
tional in the power literature, we will refer to the source-sink pairs along with
the associated demands as a set of contracts. In general, a source or sink may
have multiple associated contracts. We find the following notation convenient to
describe the problems. Denote the set of nodes by N . The contracts are defined
by a relation R ⊆ (N × N × � × �) so that tuple (v, w, α, β) ∈ R denotes a
contract between source v and sink w for α units of commodity at a cost of β
per unit of the commodity. For A = (v, w, α, β) ∈ R we denote source(A) = v,
sink(A) = w, flow(A) = α and cost(A) = β. Corresponding to the power net-
work, we construct a digraph H = (V ∪ S ∪ T ∪ {s, t}, E′) with source s, sink
node t, capacities u : E′ → � and costs c′ : E′ → � as follows. For all A ∈ R,
define new vertices vA and wA. Let S = {vA | A ∈ R} and T = {wA | A ∈ R}.
Each edge {x, y} from G is present in H as the two arcs (x, y) and (y, x) that
have the same capacity as {x, y} has in G, and with cost 0. In addition, for all
A = (v, w, α, β) ∈ R, we introduce: (i) arcs (vA, v) and (w,wA) with infinite
capacity and zero cost; (ii) arc (s, vA) with capacity flow(A) = α and cost 0;
and (iii) arc (wA, t) with capacity flow(A) = α and cost equaling cost(A). By
this construction, we can assume without loss of generality that each node can
participate in exactly one contract. A flow is simply an assignment of values to
the edges in a graph, where the value of an edge is the amount of flow traveling
on that edge. The value of the flow is defined as the amount of flow coming out
of s (or equivalently the amount of flow coming in to t). A generic feasible flow
f = (fx,y ≥ 0 : (x, y) ∈ E′) in H is any non-negative flow that: (a) respects
the arc capacities, (b) has s as the only source of flow and t as the only sink.
Note that for a given A ∈ R, in general it is not necessary that fs,vA = fwA,t.
For a given contract A ∈ R, A is said to be satisfied if the feasible flow f in H
has the additional property that for A = (v, w, α, β), fs,vA = fwA,t = α; i.e., the
contractual obligation of α units of commodity is shipped out of v and the same
amount is received at w. Given a power network G(V,E), a contract set R is fea-
sible (or satisfied) if there exists a feasible flow f in the digraph H that satisfies
every contract A ∈ R. Let B = supply(s) = demand(t) =

∑
A∈R flow(A).

In practice, it is typically the case that R does not form a feasible set. As
a result we have two possible alternative methods of relaxing the constraints:
(i) relax the notion of feasibility of a contract and (ii) try and find a subset
of contracts that are feasible. Combining these two alternatives we define the
following types of “relaxed feasible” subsets of R. We will concern ourselves
with only one variant here. A contract set R′ ⊆ R is a 0/1-contract satisfaction
feasible set if, ∀A = (v, w, α, β) ∈ R′, fs,vA = fwA,t = α.
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Definition 1. Given a graph G(V,E) and a contract set R, the (0/1-Version,
Max-Feasible Flow) problem is to find a feasible flow f in H such that∑

A∈R′ f(A) is maximized where R′ forms a 0/1-contract satisfaction feasible
set of contracts. In the related (0/1-Version, Max-#Contracts) problem,
we aim to find a feasible flow f in H such that |R′| is maximized, where R′

forms a 0/1-contract satisfaction feasible set of contracts.

Though such electric flow problems have some similarities with those from
other practical situations, there are many basic differences such as reliability,
non-distinguishability between the power produced by different generators, short
life-time due to inadequate storage, line effects etc. [22]. The variants of flow
problems related to power transmission studied here are intuitively harder than
traditional multi-commodity flow problems, since we cannot distinguish between
the flow “commodities” (power produced by different generators). As a result,
current solution techniques used to solve single/multi-commodity flow problems
are not directly applicable to the problems considered here.

3 Description and Discussion of Algorithms

We work on the (0/1-Version, Max-#Contracts) problem here. Let n andm
respectively denote the number of vertices and edges in the network G. In [6],
it was shown that (0/1-Version, Max-#Contracts) is NP-hard; also, un-
less NP ⊆ ZPP , it cannot be approximated to within a factor of m1/2−ε for
any fixed ε > 0, in polynomial time. Thus, we need to consider good heuris-
tics/approximation algorithms. First, there are three simple heuristics. The
Smallest-First Heuristic considers the contracts in non-decreasing order
of their demands. When a contract is considered, we accept it if it can be fea-
sibly added to the current set of chosen contracts, and reject it otherwise. The
Largest-First Heuristic is the same, except that the contracts are ordered
in non-increasing order of demands. In the Random-Order heuristic, the
contracts are considered in a random order.

We next briefly discuss an approximation algorithm of [6]. This has proven
performance only when all source vertices si are the same; however, this algo-
rithm extends naturally to the multi-source case which we work on. An integer
linear programming (ILP) formulation for the problem is considered in [6]. We
have indicator variables xi for the contract between si and ti, and variables zi,e
for each (si, ti) pair and each edge e. The intended meaning of xi is that the
total flow for (si, ti) is dixi; the meaning of zi,e is that the flow due to the con-
tract between (si, ti) on edge e is zi,e. We write the obvious flow and capacity
constraints. Crucially, we also add the valid constraint zi,e ≤ cexi for all i and e.
In the integral version of the problem, we will have xi ∈ {0, 1}, and the zi,e
as non-negative reals. We relax the condition “xi ∈ {0, 1}” to “xi ∈ [0, 1]” and
solve the resultant LP; let y∗ be the LP’s optimal objective function value. We
perform the following rounding steps using a carefully chosen parameter λ > 1.
(a) Independently for each i, set a random variable Yi to 1 with probability xi/λ,
and Yi := 0 with probability 1 − xi/λ. (b) If Yi = 1, we will choose to satisfy
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(1− ε) of (si, ti)’s contract: for all e ∈ E, set zi,e := zi,e(1− ε)/xi. (c) If Yi = 0,
we choose to have no flow for (si, ti): i.e., we will reset all the zi,e to 0. A deter-
ministic version of this result based on pessimistic estimators, is also provided
in [6]; see [6] for further details.

Theorem 1. ([6]) Given a network G and a contract set R, we can find an ap-
proximation algorithm for (0/1-Version, Max-#Contracts) when all source
vertices are the same, as follows. Let OPT be the optimum value of the prob-
lem, and m be the number of edges in G. Then, for any given ε > 0, we can
in polynomial time find a subset of contracts R′ with total weight Ω(OPT ·
min{(OPT/m)(1−ε)/ε, 1}) such that for all i ∈ R′, the flow is at least (1− ε)di.

4 Experimental Setup and Methodology

To test our algorithms experimentally, we used a network corresponding to a
subset of a real power network along with contracts that we generated using
different scenarios. The network we used (as shown in Figure 1) is based on
the power grid in Colorado and was derived from data obtained from PSCo’s
(Public Service Company of Colorado) Draft Integrated Resources Plan listing
of power stations and major substations. We restricted our attention to major
trunks only. The plant capacities were derived from the PSCo data. To generate
maximum aggregate demands for the sink nodes we used data from the US Cen-
sus bureau on the number of household per county. The demands were generated
by assigning counties to specific sink nodes in the network.

All the test cases were generated from the basic model. The general approach
we used was to fix the edge capacities and generate source-sink contracts combi-
nations using the capacities and aggregate demands in the basic model as upper
bounds. To ensure that the test cases we generated corresponded to (1) difficult
problems, i.e. infeasible sets of contracts, and (2) problems that might reason-
ably arise in reality, we developed several scenarios that included an element of
randomness.

The current implementation is still based upon a network which should be
feasible only if the total source capacity is greater than the total sink capacity
and the only requirement is that the total sink capacity be satisfied regardless of
which source provides the power. Scenarios 1, 2, 3 and 4 are based around the
network with total generating capacity, 6249 MW, and reduced sink capacities
near 4400MW combined.

Scenario 1: The source capacity of the network was reduced until the maximum
flow in the network was slightly less than the demand.

Scenario 2: For this scenario, we took the basic network and increased the sink
capacity while the source capacity remained fixed.

Scenario 3: The edge capacities were adjusted, reduced in most cases, to limit
the network to a maximum flow of slightly more than 4400MW given its source
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Fig. 1. This shows the network with nodes numbered as they are referenced in
all scenarios and edge capacities labeled at values used for Scenarios 1 & 2. The
placement of the nodes and edges are what is probably the final form. The least
number of edges cross and the nodes in the upper right are spread out a little
bit maintaining the general feel of the distribution while allowing easier reading
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and sink distribution. Here, if the load is allowed to be fulfilled from any source
(as is normally done with centralized control), the network and the edge ca-
pacities are enough to handle a total of 4400MW. However, if we insist that a
particular source needs to serve a particular sink (as is done in bilateral contract
satisfaction), then the capacities may not be enough to handle the same load of
4400MW.

Scenario 4: For this scenario, we took the network of Scenario 3 and biased the
selection of source nodes towards the lower valued source units.

Methodology: We worked with the four scenarios and ran all four algorithms
for each. For the three greedy heuristics the implementations are fairly straight-
forward, and we used public-domain network flow codes. Implementing the ran-
domized rounding procedure requires extra care. The pessimistic estimator ap-
proach of [6] works with very low probabilities, and requires significant, repeated
re-scaling in practice. Thus we focus on the randomized version of the algorithm
of [6]; five representative values of ε varying from .1 to .5 were chosen. We be-
lieve that satisfying a contract partially so that a contract is assigned less than
.5 of the required demand is not very realistic. For each scenario, and for each
of the 5 values of ε, the programs implementing the algorithms under inspection
produced 30 files from which the following information could be extracted: the
running times and solutions of all four algorithms, and the LP upper bound
on the ILP. The number 30 was chosen to ensure that a statistically “large”
sample of each measure would be provided in order to make valid statistical
inference. More attention is given to the quality-of-solution measure of an algo-
rithm (rather than the running-time measure), since from a social standpoint,
contract satisfaction may leave little room for finding solutions that are far from
optimal. For a given algorithm A, let V alueA denote the number of contracts
that can be satisfied by A. pA = V alueA

�y∗� provides a measure of the quality of the
algorithm’s solution. The value �y∗� provides an upper bound on the objective
function value. The objective of our experiments was to find out which, if any,
of the algorithms discussed here performs better than the others, in terms of
quality of solution and running time for different contract scenarios.

5 Results and Analysis

5.1 Statistical Analysis

We use a statistical technique known as analysis of variance (ANOVA) to test
whether differences in the sample means of algorithms and scenarios reflect dif-
ferences in the means of the statistical populations that they came from or are
just sampling fluctuations. This will help us identify which algorithm and sce-
narios perform the best. See ([9], [10]) for details.

Quality of Solution: We first describe the experiment for the quality of so-
lution, i.e., pA. We use a two-factor ANOVA model since our experiment involves
two factors: the algorithms Ai, i = 1, 2, 3 and 4, and scenarios Sj , j = 1, 2, 3



180 Chris Barrett et al.

and 4. Following classical statistics terminology, we will sometimes refer to algo-
rithms as treatments and the scenarios as blocks. We will use A to denote the set
of algorithms and S to denote the set of scenarios. For each algorithm-scenario
pair we have 30 observations (or replicates). When testing the efficacy of the
algorithms, we use 4 algorithms, each having 120 observations (30 for each sce-
nario) from the corresponding population. The design of experiment used here is
a fixed-effect complete randomized block. The model for randomized block design
includes constants for measuring the scenario effect (block effect), the algorithm
effect (treatment effect) and a possible interaction between the scenarios and the
algorithms. An appropriate mathematical model for testing the above hypothe-
sis is given by: Xijk = µ+ τi +βj +(τβ)ij +εijk, where Xijk is the measurement
(pA) for the kth sample within the ith algorithm and the jth scenario. τi is the
algorithm effect. βj is the scenario effect. (τβ)ij captures the interaction present
between the algorithms and the scenarios. εijk is the random error. We use S-
Plus [16] software to run two-factor ANOVA to test the following three different
hypotheses; as is standard, when discussing any one of these hypotheses, we refer
to it as the null hypothesis.

1. Are the means given by the 4 different algorithms equal? That is, the hy-
pothesis H0 here is that τ1 = τ2 = τ3 = τ4.

2. Are the means given by the 4 different scenarios equal? The hypothesis H0

here is that β1 = β2 = β3 = β4.
3. Is there any interaction between the two factors? H0 here is that (τβ)ij = 0.

The results of two-factor ANOVA are shown in Table 1 and Table 2. In Ta-
ble 1, the term X11·, for instance, means that we fix i = 1 and j = 1, and take
the average of Xijk over all k. Similarly for other such terms. In the following
discussion, we explain the meaning of each column. DF refers to the degrees of
freedom, SS refers to the sum of squared deviations from the mean. MS refers
to the mean square error, which is the sum of squares divided by the degrees
of freedom. The p-value gives the smallest level of significance at which the null
hypothesis can be rejected. The lower the p-value, the lesser the agreement be-
tween the data and the null hypothesis. Finally the F -test is as follows. To
test the null hypothesis that the population means are equal, ANOVA compares
two estimates of σ2. The first estimate is based on the variability of each pop-
ulation mean around the grand mean. The second is based on the variability of
the observations in each population around the mean of that population. If the
null hypothesis is true, the two estimates of σ2 should be essentially the same.
Otherwise, if the populations have different means, the variability of the pop-
ulation mean around the grand mean will be much higher than the variability
within the population. The null hypothesis in the F -test will be accepted if the
two estimates of σ2 are almost equal.

In a two-factor fixed-effect ANOVA, three separate F -tests are performed:
two tests for the factors and the third for the interaction term. If the F -ratio is
close to 1, the null hypothesis is true. If it is considerably larger–implying that
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the variance between means is larger than the variance within a population–the
null hypothesis is rejected. The F -distribution table should be checked to see if
the F -ratio is significantly large. The results in Table 2 show that all the above
three null hypothesis are rejected at any significance level. This implies that the
performance (measured by pA) of at least one of the algorithms is significantly
different from the other algorithms. Also, different scenarios make a difference
in the performance. Finally, the scenarios and the algorithms interact in a sig-
nificant way. The interaction implies that the performance of the algorithms are
different for different scenarios. More details on what caused the rejection of null
hypotheses and a discussion of running times are omitted here due to the lack
of space. Interested readers can request a copy of the more complete version of
this work by contacting one of the authors.

Table 1. The Mean Values of the Quality of Solution

Performance Measure: Quality of Solution (in %)

RR SF LF RO Scenario Means

Scenario 1 X11·=48.68 X21·=99.73 X31·=97.97 X41·=97.78 X·1·=86.02
Scenario 2 X12·=46.91 X22·=99.56 X32·=98.38 X42·=98.93 X·2·=85.94
Scenario 3 X13·=45.69 X23·=99.25 X33·=97.10 X43·=98.82 X·3·=85.22
Scenario 4 X14·=46.99 X24·=98.03 X34·=88.65 X44·=93.41 X·4·=81.77
Algo. Means X1··=47.07 X2··=99.14 X3··=95.51 X4··=97.24 X··· = 84.74

Table 2. Results of Two-Factor ANOVA for Quality of Solution

Source DF SS MS F -test p-value

Scenario (Block) 3 0.14 0.05 43.38 0
Algorithm (Treatment) 3 22.78 7.59 6792.60 0
Scenario:Algorithm 9 0.12 0.01 15.90 0

Residuals 464 0.40 .0008
Total 479 23.45

5.2 General Conclusions

1. Although there exist instances where the three heuristics produce solutions as
large as Ω(n) times the optimal fractional solution, most of our tests show that
we could find integral solutions fairly close to optimal.
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2. Our experiments show that different scenarios make a significant difference
in the type of solutions obtained. For example, the quality of solution obtained
using the fourth scenario is significantly worse than the first three scenarios.
The sensitivity to the scenarios poses interesting questions for infrastructure
investment. The market will have to decide the cost that needs to be paid for
expecting the necessary quality of service. It also brings forth the equity-benefit
question: namely, who should pay for the infrastructure improvements?

3. It is possible that for certain scenarios, the underlying network is incapable of
supporting even an acceptable fraction of the bilateral contracts. This observa-
tion although fairly intuitive provides an extremely important message, namely,
networks that were adequate to service customers in a completely regulated
power market might not be adequate in deregulated markets. This makes the
question of evicting the bilateral contracts more important.

4. One expects a trade-off between the number of contracts satisfied and the
value of ε, for the randomized rounding algorithm: as ε increases, and the demand
condition is more relaxed, a higher number of contracts should get satisfied. But
our experiments show that the change in the number of contracts satisfied for
different values of ε is insignificant. Also, λ = 2 gave the best solutions in our
experiments.

5. In practical situations, the Random-Order heuristic would be the best to use
since it performs very close to the optimal in terms of quality of solution and
has very low running time. Furthermore, though the Smallest-First heuristic does
even better on many of our experiments, Random-Order is a natural proxy to
model contracts arriving in an unforeseen way. Also, since the heuristics deliver
solutions very close to the LP upper bound, we see that this LP bound is tight
and useful. To further evaluate the randomized rounding algorithm, we need to
implement its deterministic version [6], which is a non-trivial task.
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Abstract. We study the problem of finding all Pareto–optimal solutions
for the multi–criteria single–source shortest–path problem with nonneg-
ative edge lengths. The standard approaches are generalizations of label-
setting (Dijkstra) and label-correcting algorithms, in which the distance
labels are multi–dimensional and more than one distance label is main-
tained for each node. The crucial parameter for the run time and space
consumption is the total number of Pareto optima. In general, this value
can be exponentially large in the input size. However, in various practical
applications one can observe that the input data has certain characteris-
tics, which may lead to a much smaller number — small enough to make
the problem efficiently tractable from a practical viewpoint.
In this paper, we identify certain key characteristics, which occur in
various applications. These key characteristics are evaluated on a con-
crete application scenario (computing the set of best train connections
in view of travel time, fare, and number of train changes) and on a sim-
plified randomized model, in which these characteristics occur in a very
purist form. In the applied scenario, it will turn out that the number of
Pareto optima on each visited node is restricted by a small constant. To
counter–check the conjecture that these characteristics are the cause of
these uniformly positive results, we will also report negative results from
another application, in which these characteristics do not occur.

Keywords. Multi-criteria optimization, Pareto set, shortest paths, rail-
way networks

1 Introduction

Problem and background. Multi–criteria optimization has been extensively
studied due to its various applications in practical decision problems in opera-
tions research and other domains. The fundamental algorithmic problem is to
find all Pareto optima. To define Pareto optimality, consider two d–dimensional
real–valued vectors x = (x1, . . . , xd) and y = (y1, . . . , yd). If x �= y but xi ≤ yi

for all 1 ≤ i ≤ d (in other words, if x ≤ y and xi < yi for at least one i), then x
dominates y, and we write x < y. Given a finite set X of d-dimensional vectors,
we call x ∈ X Pareto–optimal in X if there is no y ∈ X that dominates x. Exact
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multi–criteria optimization then means computing all Pareto–optimal elements
of the solution space.

Multi–criteria shortest–path problems with nonnegative edge lengths is one
of the most fundamental examples and occurs in many applications. To mention
just a few, problems of this kind arise in communication networks (cost vs. re-
liability), in individual route planning for trucks and cars (fuel costs vs. time),
in route guidance [4], and in curve approximation [6,7]. Formally, we are given a
directed graph G = (V,E), a fixed positive integral number d, and d nonnegative
lengths for each edge. Thus, each path in G has d lengths.

Like for the normal shortest–path problem (d = 1), it makes sense to consider
the node–to–node case (paths from s ∈ V to t ∈ V ), the single–source case (paths
from s ∈ V to all other nodes), and the all–pairs case. In this paper, we will
focus on the node–to–node and the single–source case. For the normal shortest–
path problem, Dijkstra’s algorithm is the standard approach for both cases. The
difference is that, in the node–to–node case, the algorithm may terminate once
the processing of t has been finished.
Tractability and state of the art. We sketch the previous work on multi–
criteria shortest path problems only briefly. For a more complete overview, we
refer to the section on shortest paths in the recent annotated bibliography on
multi–objective combinatorial optimization [2].

The standard approaches to the case that all Pareto optima have to be com-
puted are generalizations of the standard algorithms for the single–criterion case.
Instead of one scalar distance label, each node v ∈ V is assigned a number of d–
vectors, which are the lengths of all Pareto–optimal paths from s to v (clearly, for
d = 1 the Pareto optima are exactly the distance labels). For the bicriteria case,
generalizations of the standard label setting [3] and label correcting [10] meth-
ods have been developed. In the monograph of Theune [11], algorithms for the
multi-criteria case are described in detail in the general setting of cost structures
over semi-rings. A two-phase method has been proposed by Mote et al. [8]. They
use a simplex-type algorithm to find a subset of all Pareto-optimal paths in the
first phase, and a label-correcting method to find all remaining Pareto-optimal
paths in the second phase.

The crucial parameter for the run time and the space consumption is the
total number of Pareto optima over all visited nodes. It is well known that this
number is exponential in |V | in the worst case. This insight has been motivating
two threads of research: theoretical research on approximation algorithms and
on variations of the problem and experimental research on random inputs with
specific characteristics.

Hansen [3] and Warburton [12] (the latter seemingly unaware of Hansen’s
work) both present a fully polynomial approximation scheme (FPAS) for finding
a set of paths which are approximately Pareto–optimal in a certain sense. More-
over, Hansen [3] considers ten different variations of bicriteria path problems and
analyzes their computational complexity. In particular, he showed the exponen-
tial growth of the number of Pareto optima for the bicriteria shortest–path prob-
lem. The (resource–)constrained or weight–restricted shortest–path problem [6]
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is a simplifying (yet still NP–hard) variation of the bicriteria case. Here only
one Pareto–optimal path is to be computed, namely the one that optimizes the
first criterion subject to the condition that the second criterion does not exceed
a given threshold value.

There are several experimental studies. Mote et al. [8] investigate problem
instances on random graphs and grid graphs with a positive correlation between
the two length values of each arc. More precisely, the first length value is ran-
domly generated from a uniform distribution within a certain range, whereas the
second length value is a convex combination of the first length value and a ran-
domly generated value from the same distribution. Their experiments indicate
that the number of Pareto-optimal paths decreases with increasing correlation
and that the overall number of such paths is quite small. Brumbaugh-Smith and
Shier [1] studied implementations of label-correcting algorithms on graphs where
pairs of arc lengths are randomly generated from a bivariate normal distribution.
For such instances, their empirical finding was that the asymptotic run time of
the label-correcting method has a very good fit for O(m

√
p), where p denotes

the average number of labels per node.
Contribution and overview. In various practical applications one can observe
that, in contrast to the worst case, the total number of Pareto optima is small
enough to make the problem efficiently tractable from a practical viewpoint.
Generally speaking, the contribution of this paper is two–fold: we will identify
certain key characteristics, which occur in various applications, and an experi-
mental study will substantiate the claim that these characteristics may indeed
be regarded as responsible for these good results.

This outcome may provide guidance for practical work in concrete applica-
tions. If the input data has these characteristics, it is not necessary to work on
approximation algorithms or algorithms for the constrained version; the brute–
force computation of the exact result is a feasible alternative. If the end–user
of a system (e.g. a customer of a traffic information system) shall only be faced
with a selection of Pareto–optimal paths, this selection can then be computed by
a filter tool. The crucial point is this: if the algorithm delivers all Pareto optima
to the filter tool, the selection may reflect the end–user’s preferences, whereas
otherwise it mainly reflects the details of the algorithm (which determine the
selection delivered by the algorithm).

The first part of the experimental study is based on a concrete real–world
scenario: computing the set of best train connections in view of travel time, fare,
and number of train changes. The directed graph underlying this experiment
is derived from the daily train schedule as follows. See Fig. 2. The arrival or
departure of a train at a station will be called an event. The train graph contains
one node for every event. Two events v and w are connected by an arc from v
to w if v represents the departure of a train at some station and w represents the
arrival of this train at the next station. Furthermore, two successive events at the
same station are connected by an edge (in positive time direction; we consider
the first event on each day as a successor of the last event before midnight).



188 Matthias Müller–Hannemann and Karsten Weihe

Hence, in this graph, every station is represented as a cycle through all of its
events.

This graph will be called the train graph in the following. See [9] for details of
this scenario and the application background. It will turn out that the number of
Pareto optima for each visited node can be safely regarded as constant (Exper-
iment 1 in Section 3), and that this result is quite robust against modifications
of the scenario (Experiments 2–4).

This concrete application scenario shares a few fundamental characteristics
with many other applications: the individual length functions are positively cor-
related (in a weak, heuristic, non–statistical sense), and the edges are partitioned
into priority classes, which determine the rules of this correlation. Moreover, we
will consider a typical characteristic of the output paths, which we will call re-
stricted non–monotonous or bitonic (Experiment 5). The impact of all of these
characteristics is investigated in the second part of the experimental study. There
we will consider a simplified, randomized model, in which these two character-
istics occur in a quite purist form. The results suggest that the presence of
these characteristics indeed reduces the number of Pareto optima to a practi-
cally tractable number. To support the conjecture that these characteristics are
the cause of these uniformly positive results, we will also report negative results
from another application, in which these characteristics do not occur (Experi-
ment 6).

The paper is organized as follows. In Section 2 we will introduce a formal
model for the above–mentioned characteristics of the length functions. We anal-
yse this model and present positive and negative worst–case results. Section 3
contains selected results of our experimental study in public railroad traffic,
whereas Section 4 contains selected results of the experimental study on artifi-
cial instances.

The main focus of our study is the number of Pareto optima, not the run
time of some piece of code. As mentioned above, this parameter decides upon
tractability and non–tractability, no matter how fine–tuned the code is. Our
code was tuned to compute this parameter and some related data. It does not
compute paths. Hence, it does not make sense to present rough CPU times.

2 Formal Models of Characteristics

In the general edge–class model, we regard the edge set E of the underlying
graph as partitioned into k ≥ 1 classes, E1, E2, . . . , Ek.

Examples:

1. In the above–mentioned train graph, each edge that represents a train move
from one stop to the next one inherits its class from the class of the train
(high–speed trains, fast trains, local trains, etc.), and the other edges form
a class of its own. In many countries (incl. Germany), the fare regulations
are different for the individual train classes.
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Fig. 1. Bad examples with only two different cost ratios

2. In route planning, the nodes of the graph are road crossings and the like,
and the edges are segments of roads between successive crossings. Each edge
belongs to a highway, national road, local road, etc.

3. In communication networks, we have central backbone edges, local backbone
edges, private connections, etc.

The basis of the second part of the study will be a fundamental special case
of the general edge–class model, which we call the ratio–restricted lengths model.

Ratio–restricted lengths model. In this special case, we only have two length
functions (bicriteria case). Each class Ei is equipped with a value ri > 0,
where r1 < r2 < · · · < rk. For each edge e ∈ Ei, the ratio between the first
and the second length value of e equals ri. Observe that the problem does not
change if all ratios are multiplied by a common strictly positive factor. Hence,
we may assume r1 = 1 without loss of generality.

For example, the ratio–restricted lengths model makes some sense in case
of route planning. There is a restricted number of speed limits, and each speed
gives a constant ratio between the travel time and the distance. Whenever the
speed is fixed, the ratio between the distance and the required amount of fuel
can also be regarded as constant. Thus, the ratio between time and fuel cost is
constant for all road segments with the same speed limit.
In theory, the ratio–restricted lengths model is not significantly better than the
general case:

Lemma 1. Even in the ratio–restricted lengths model with at most k > 1 dif-
ferent ratios, the number of Pareto-optima can be exponentially large.

Proof. We construct such an instance, which is basically an acyclic chain, with
two alternative paths between node v2i and v2i+2, see Fig. 1. Formally, let G =
(V,E) be a digraph with n+1 nodes, numbered from 0 to n. The arc set consists
of the arcs v2i → v2i+1 and v2i+1 → v2i+2 with lengths (2i+1, 2i), and the
arcs v2i → v2i+2 with lengths (2i+1, 2i+2). Hence, only the two different ratios
1
2 and 2 occur.

Now it is easy to prove by induction, that there are 2i different Pareto-optimal
paths at node 2i. The objective values of the Pareto-optimal labels at node 2i
are of the form (2i − 2 + 2j, 2i+1 − 4− 2j) for j = 0, 1, . . . , 2i − 1 and i ≥ 1. �

In practice, one can often observe that the best paths are restricted non–
monotonous in the following sense. For an edge e ∈ E in the edge–class model,
let class(e) = i for e ∈ Ei. Let e1 − e2 − · · · − em be the edges of a path
in the order in which they occur on the path. This path is up–monotonous, if



190 Matthias Müller–Hannemann and Karsten Weihe

class(ei) < class(ej) for i < j and down–monotonous, if class(ei) > class(ej)
for i < j. We can decompose a path into its inclusion–maximal up–monotonous
and down–monotonous sections. We will call a path restricted non–monotonous
with restriction � if neither the number of up–monotonous segments nor the
number of down–monotonous segments exceeds �. In case of � = 1, we will speak
of bitonic paths.

In practice, the best paths are often even bitonic. For example, it is quite
untypical that an optimal overland car route includes a local road between two
sections on highways, or that an optimal train connection includes a local train
between two high–speed trains. There are exceptions: for example, in Paris one
has to use the subway from one station to another station to change high–speed
trains.

This observation gives rise to two questions: how good are optimal bitonic
paths compared to the overall optimal paths, and does the restriction to bitonic
paths significantly reduce the total number of Pareto optima on the visited
nodes. This question is important in practice, since some commercial tools pre-
fer or even restrict the search space to bitonic paths (statement from personal
communication).

In the first part of the computational study (in the concrete application
scenario), we will investigate these questions to some extent by checking the
computed Pareto–optimal paths for bitonicity.

In theory, even the restriction to bitonic paths does not pay off:

Lemma 2. There is a class of instances where the number of Pareto–optimal
monotonous (bitonic) shortest paths is not bounded by a polynomial in |V |, if
the number of edge classes is not bounded by a constant.

Proof. Omitted, due to space limitations.

If we combine the ratio–restricted lengths model with the restriction to re-
stricted non–monotonous paths, we obtain a polynomial growth:

Lemma 3. In the ratio-restricted lengths model with k distinct ratios, the num-
ber of Pareto–optimal monotonous or bitonic s-t-paths is bounded by O(|V |k−1)
or O(|V |2k−2), respectively. This upper bound is tight.

Proof. Omitted, due to space limitations.

This combination of two restrictions is the basis of the second part of the
study.

3 Pareto-Optimal Paths in Train Graphs

Recall the definition of the train graph from the introduction. Based on the given
data we can associate the following lengths functions to each edge:
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1. travel distance, as the geometric distance between two stations;
2. travel time, as the time difference of the events representing the endnodes

of an arc.

Station A Station C

Station B

at station
staying in train/

leaving a train
entering a train

Station A Station C

Station B

Fig. 2. Train graph model without (left) and with (right) a representation of
distinguishable trains

This simple train graph model does not allow to capture the number of train
changes for a connection between two stations as an optimization criterion. To
make this possible, we enlarge the train graph model. Suppose that train T
leaves station A at some event u, stops the next time at station B at event v1
and continues its journey at event v2 on its way to station C where it arrives
at event w. Now we split the arcs u → v1 and v2 → w from the train graph
into chains of two arcs by introducing intermediate train nodes TB and TC ,
respectively. Finally we connect the train nodes by an arc TB → TC . See Fig. 2.
The arcs u → TB and v2 → TC can now be interpreted as entering train T ,
the arcs TB → v1 and TC → w as leaving train T , and arc TB → TC means
staying on the train T . Thus we get an additive cost counting the number of
used trains for any path between two event nodes if we charge one cost unit for
arcs representing entering a train, and zero units for all other arcs.

Our data is based on the public train schedule of the Deutsche Bahn AG in
the winter period 1996/97 within Germany. In this case the train graph with-
out train changes has a size of about 1 million nodes and roughly 1.4 million
edges, the augmented model has roughly 1.4 million nodes and 2.3 million edges.

Fare model. From these data, we derive a third cost function, which is a model
for travel fares and approximates the regulations of the Deutsche Bahn AG. In
our model we assume that the basic fare is proportional to the travel distance.
We distinguish between different train classes: high speed trains (ICE), fast long-
distance trains (Intercity, Eurocity), ordinary long-distance trains (Interregio),
regional commuter trains, and overnight trains. Depending on the train class we
charge extra fares. For the fastest trains, the charge is proportional to the speed
of the train (that is, from the point of view of a costumer, proportional to the
time gain obtained for using a faster train).

More formally, our fare model is as follows. For an arc a between two different
stations, we denote by �(a) its length (the Euclidian distance between the two
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stations), and by t(a) the travel time of the train associated with this arc. Then
the fare f(a) of this arc is computed by

f(a) := c1�(a) + c2�(a)
�(a)
t(a)

+ c3(a),

where c1 is a constant price factor per kilometer, c2 is a constant price factor for
the speed, and c3(a) is a train class-dependent extra fee.

Experimental setup. In the following experiments we used the mentioned train
graph. We used two different types of experiments:

Type 1: We performed bicriteria single–source shortest path computations
from 1000 randomly selected source nodes and counted the number of different
Pareto-optimal labels for each node.

Type 2: We used 1000 node–to–node customer queries stemming from a
snapshot of the central Hafas1 server of the Deutsche Bahn AG. To reduce
the number of investigated labels, we used a simple heuristic improvement and
discard all intermediate labels which are dominated by nodes at the target sta-
tion. Its correctness follows from the additivity of our cost functions, the non-
negativity of all cost coefficients, and the fact that subpaths of Pareto-optimal
labels must also be Pareto-optimal. (Essentially the same trick has recently been
used to speed up the single criterion Dijkstra algorithm for the one source many
targets case [5].)

Experiment 1. We investigate the number of Pareto-optimal paths in the train
graph for the two cost measures travel distance and travel time. The travel dis-
tance is given in kilometers, whereas time is measured in minutes.

Observations. The number of labels stored at each node is really small, on
average over all trials it is only 1.97, the maximum average number of labels in
one trial is 3.69, and the overall maximum number of labels found at one node
is 8. See the histogram in Fig. 3 for the average frequencies.

Experiment 2. How sensitive are the results from Experiment 1 to the preci-
sion of the given distance measures?

To study the robustness of the previous results against the precision of the
edge lengths, we now rerun Experiment 1 with the travel distance between two
stations given in a precision of one meter.

Observations and conclusion. The results are only slightly different, the num-
ber of labels stored at each node on average over all trials is now 2.00 compared
with the 1.97, the maximum average number of labels in one trial is 3.66, but
the overall maximum number of labels found at one node is still 8. Our obser-
vations indicate that the problem behaves rather insensitive to changes of the
data precision.
1 Hafas is a trademark of the Hacon Ingenieurgesellschaft mbH, Hannover, Germany
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Fig. 3. Histogram for experiment 1
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Fig. 4. Histogram for experiment 3

Experiment 3. How many Pareto optima can be expected if we use travel fare
vs. travel time as objectives, and how robust are these numbers against different
fare models?

We remodelled a simplified version of the current fare system of the Deutsche
Bahn AG. Currently, the base fare is c1 = 0.27DM/km (for second class passen-
gers). Using an Intercity/Eurocity train requires an extra charge of c3 = 7DM .
For the fastest train class (ICE) we use a speed dependent extra charge with a
speed factor of c2 = 4DM∗min

km2 . This price system is in the following referred to
as our Variant 1.

To study the robustness of our results we also considered several variations
of the cost model.

– Variant 2: The same cost model as in Variant 1 but c1 = 0.41DM/km (the
current base fare for first class passengers).

– Variant 3: The same cost model as in Variant 1 but c1 = 0.16DM/km (a
cheap base fare).

– Variant 4: The same cost model as in Variant 1 but no additive charge for
Intercity/Eurocity trains (c3 = 0). Instead, Intercity/Eurocity trains are
treated like ICE trains and are charged in speed dependent fashion.

– Variant 5: The same cost model as in Variant 1 but the speed dependent
factor for ICE trains is lowered to c2 = 1.

For all variants we used the above-mentioned 1000 representative queries (Type
2).

Observations and conclusion. See Table 1 for an overview of the 5 variants.
For all variants, the average numbers of Pareto labels per node is only .3, that
is, very small. Due to the simple heuristic to discard labels which are dominated
by labels at the destination only 27 percent of all nodes are visited on average
to answer one query. The results are very insensitive to variations of the cost
model.

Experiment 4. What is the increase in the number of Pareto-optima if we use
three optimization criteria in the train graph scenario?
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Table 1. Results for the different cost models in Experiment 3 and Experiment 5
(last row)

aver. # labels aver. # labels max. # labels percentage of
Variant per node at terminal at terminal visited nodes

1 .302 3.36 21 27.20
2 .300 3.17 22 27.20
3 .303 3.51 21 27.20
4 .301 3.14 20 27.19
5 .299 3.01 21 27.16

tri-criteria 2.1 9.7 96 30.20

Table 2. Results for the elevation models in Experiment 6

data set # of nodes # of edges max. # labels aver. # labels

Austria small 11648 46160 661 253.15
Austria big 41600 165584 2543 994.07

Scotland small 16384 65024 955 288.66
Scotland big 63360 252432 2659 642.27

In our experiment, we used again the same queries and investigated the case
of fare (in Variant 1) vs. travel time vs. train changes.

Observations and conclusion. See again Table 1. On average over the 1000
queries, the number of Pareto-optimal solutions found at the destination station
was 9.7, the maximum was as large as 96. Over all nodes, the average number of
labels was 2.1. The discarding heuristic still works well, the percentage of visited
nodes increases slightly to 30.2 percent.

Experiment 5. How many Pareto-optimal paths are bitonic in the train graph
model?

We rerun the previous experiments but checked for each Pareto-optimal path
found at the terminal station whether it is bitonic or not.

Observations. It turns out that, on average, .84 percent of all Pareto-optimal
paths are bitonic.

Experiment 6. What is the number of Pareto-optima in data from other ap-
plications where our assumptions on the correlation between the cost functions
do not hold?

We used the digital elevation models from Austria and Scotland [7] 2 where
the underlying graphs are bidirected grid graphs, and one optimizes the accu-
2 The data is available from http://www.mpi-sb.mpg.de/~mark/cnop .
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mulated height difference vs. the distance travelled. These length functions are
only loosely correlated.
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Fig. 5. The average number of Pareto optima for layer graphs with k = 2, . . . , 10
different cost ratios

Observations. See Table 2. The maximal number of labels as well as the average
number of labels per node is significantly larger than in the train graph instances
(note that the graph sizes are by orders of magnitude smaller). Indeed, for the
two larger instances, the memory requirements for the computation were in the
range of 2GB.

4 Experiments on Artificial Instances

We have seen in Section 2 that it is possible to construct an artificial class of
worst case examples with as many as O(nk−1) different Pareto optima for graphs
on n nodes with only k monotone increasing cost ratios.

Experiment 7. What is the number of Pareto optima in graphs with k ran-
domly chosen cost ratios and randomly chosen arc lengths?

To study this question, we construct complete layered graphs with k edge
layers and k monotonously increasing ratios r[i] in the following way. The first
ratio is normalized to r[1] := 1. For 1 < i ≤ k, we chose an integral random num-
ber si uniformly distributed in the interval [1,10], and set r[i] := r[i − 1] + si.
For each arc a, we set the cost components to (�(a), r�(a)), where r denotes the
cost ratio of the layer a belongs to and �(a) is a randomly chosen length from
the uniform distribution in the interval [1,100]. For fixed number of nodes n
and fixed number of cost ratios k, we take 100 different series of cost ratios and
combined them with 200 different sets of edge lengths, giving 20,000 different
instances for each combination of n and k.

Observations. In Figure 5, each data point gives the number of Pareto-optimal
labels at the terminal where we have taken the average over the 20,000 instances
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of the same size. For all k, the increase of the number of Pareto optima at the
terminal is clearly sublinear in the number of nodes per layer. This is in sharp
contrast to our artificially constructed worst case examples with as many as nk−1

different Pareto optima.
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